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Key knowledge areas

¥ Set environment variables (e.g. PATH at login or when spawning a new shell.
¥ Write Bash functions for frequently used sequences of commands.

¥ Maintain skeleton directories for new user accounts.

¥ Set command search path with the proper directory.

Partial list of the used files, terms and utilities
¥,

¥ source

¥ /etc/bash.bashrc
¥ [etc/profile

¥ env

¥ export

¥ set

¥ unset

¥ ~/.bash_profile
¥ ~/.bash_login
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105.1 Lesson 1

Certificate: LPIC-1

Version: 5.0

Topic: 105 Shells and Shell Scripting

Objective: 105.1 Customize and use the shell environment
Lesson: 1of3

Introduction

The shell is arguably the most powerful tool in a Linux system and can be defined as an interface
between the user and the kernel of the operating system. It interprets commands entered by the
user. Therefore, all system administrators must be skilled in using the shell. As we may certainly
know by now, the Bourne Again Shell ( Bash) is the de facto shell for the vast majority of Linux
distributions.

Once started, the first thing Bash!Nlor any other shell for that matter!N!does is executing a series
of startup scripts. These scripts customize the sessionOs environment. There are both system wide
and user specific scripts. We can put our personal preferences or settings that best fit our users'
needs in these scripts in the form of variables, aliases and functions.

The exact series of startup files depends on a very important parameter: the type of shell. Let us
have a look at the variety of shells that exist.

4 EEE | E
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Shell Types: Interactive vs. Non-Interactive and Login vs. Non-
Login

To start with, let us clarify the concepts of  interactive and login in the context of shells:

Interactive / Non-interactive Shells

This kind of shell refers to the interaction that takes place between the user and the shell: The
user provides input by typing commands into the terminal using the keyboard; the shell
provides output by printing messages on the screen.

Login / Non-login Shells

This kind of shell refers to the event of a user accessing a computer system providing its
credentials, such as username and password.

Both interactive and non-interactive shells can be either login or non-login and any possible
combination of these types has its specific uses.

Interactive login shells are executed when users log into the system and are used to customize
users' configurations according to their needs. A good example of this type of shell would be that

of a group of users belonging to the same department who need a particular variable set in their
sessions.

By interactive non-login shells we refer to any other shells opened by the user after logging into
the system. Users use these shells during sessions to carry out maintenance and administrative
tasks such as setting variables, the time, copying files, writing scripts, etc.

On the other hand, non-interactive shells do not require any kind of human interaction. Thus,
these shells do not ask the user for input and their output!N!if any!Nlis in most cases written to a
log.

Non-interactive login shells are quite rare and impractical. Their uses are virtually non-existent
and we will only comment on them for the sake of insight into shell behaviour. Some odd
examples include forcing a script to be run from a login shell with /bin/bash --login
<some_script>  or piping the standard output ( stdout) of a command into the standard input
(stdin) of an ssh connection:

<some_command> | ssh <some_user>@<some_server>

As for non-interactive non-login shell there is neither interaction nor login on behalf of the user, so
we are referring here to the use of automated scripts. These scripts are mostly used to carry out

AAAAAAAAAAAAAAAAAAAAAAA
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repetitive administrative and maintenance tasks such as those included in cronjobs. In such cases,
bash does not read any startup files.

Opening a Terminal

When we are in a desktop environment, we can either open a terminal application or switch to

one of the system consoles. Therefore, a new shell is either a pts shell when opened from a
terminal emulator in the GUl ora  tty shell when run from a system console. In the first case we
are not dealing with a terminal but with a terminal emulator. As part of graphical sessions,
terminal emulators like  gnome-terminal or konsole are very feature-rich and user-friendly as
compared to text-based user interface terminals. Less feature-rich terminal emulators
include!Nlamongst othersIN!'  XTerm and sakura .

Using the cw "+ar "+r1-rs cOmbos we can go to the console logins which open an interactive text-
based login shell. cn "+at "+r7 will take the session back into the Desktop.

tty stands for teletypewritter; pts stands for pseudo terminal slave. For more

NOTE _ :
information: mantty and man pts .

Launching Shells with  bash

After logging in, type bash into a terminal to open a new shell. Technically, this shell is a child
process of the current shell.

While starting the bash child process, we can specify various switches to define which kind of
shell we want to start. Here some important bash invocation options:

bash -l  or bash --login

will invoke a login shell.

bash -i

will invoke an interactive shell.

bash --noprofile

with login shells will ignore both the system-wide startup file letc/profile and the user-level
startup files ~/.bash_profile , ~/.bash_login and ~/.profile

bash --norc
with interactive shells will ignore both the system-wide startup file /etc/bash.bashrc and

the user-level startup file  ~/.bashrc

6 EEE | I
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bash --rcfile <file>

with interactive shells will take <file> as the startup file ignoring system wide
/etc/bash.bashrc and user-level ~/.bashrc

We will discus the various startup files below.

Launching Shells with  su and sudo

Through the use of these two similar programs we can obtain specific types of shells:

Su

Change user ID or become superuser ( root ). With this command we can invoke both login and
non-login shells:

¥ su - user2 , su -l user2 or su --login user2 will start an interactive login shell as
user2 .

¥ su user2 will start an interactive non-login shell as user2 .

¥ su - root or su - will start an interactive login shell as root

¥ suroot or su will start an interactive non-login shell as root

sudo

Execute commands as another user (including the supersuser). Because this command is
mainly used to gain root privileges temporarily, the user using it must be in the sudoers file.
To add users to sudoers we need to become root and then run:

root@debian:~# usermod -aG sudo user2

Just assu, sudo allows us to invoke both login and non-login shells:

¥ sudo su - user2 , sudo su -l user2 or sudo su --login user2 will start an
interactive login shell as  user2 .

¥ sudo su user2  will start an interactive non-login shell as user2 .

¥ sudo -u user2 -s will start an interactive non-login shell as user2 .
¥ sudo su - root or sudo su -  will start an interactive login shell as root
¥ sudo -i  will start an interactive login shell as root

¥ sudo -i <some_command>  will start an interactive login shell as root , run the command
and return to the original user.

zzzzzzzzz
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¥ sudo su root or sudo su will start an interactive non-login shell as root .

¥ sudo -s or sudo -u root -s will start a non-login shellas  root .

When using either su or sudo, it is important to consider our particular case scenario for starting
a new shell: Do we need the target userOs environment or not? If so, we would use the options
which invoke login shells; if not, those which invoke non-login shells.

What Shell Type Do We Have?

In order to find out what type of shell we are working at, we can type echo $0 into the terminal
and get the following output:

Interactive login

-bash or -su

Interactive non-login
bash or /bin/bash

Non-interactive non-login (scripts)

<name_of_script>

How Many Shells Do We Have?

To see how many bash shells we have up and running in the system, we can use the command ps
aux | grep bash

user2@debian:~$  ps aux | grep bash

user2 5270 0.1 0.1 25532 5664 pts/0 Ss 23:03 0:00 bash

user2 5411 0.3 0.1 25608 5268 ttyl S+ 23:03 0:00 -bash

user2 5452 0.0 0.0 16760 940 pts/0 S+ 23:04 0:00 grep --color=auto bash

user2 at debian has logged into a GUI (or X Window System) session and opened  gnome-terminal ,
then she has pressed cwi "+at "+r1 to gointo a tty terminal session. Finally, she has gone back to
the GUI session by pressing cw "+ait "+r7 and typed in the command ps aux | grep bash . Thus,
the output shows an interactive non-login shell via the terminal emulator ( pts/0O ) and an
interactive login shell via the proper text-based terminal ( ttyl ). Note also how the last field of
each line (the command) is bash for the formerand -bash for the latter.

::::::::
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Where Shells Get their Configuration From: Startup Files

Well, now that we know the shell types that we can find in a Linux system, it is high time that we

saw what startup files get executed by what shell. Note that system wide or global scripts are
placed in the /etc/ directory, whereas local or user-level ones are found in the userOs home ( ~).
Also, when there is more than one file to be searched, once one is found and run the others are
ignored. Explore and study these files yourself with your favorite text editor or by typing less
<startup_file>

Startup files can be divided into Bash specific (those limited only to bash

NOTE
configurations and commands) and general ones (relating to most shells).

Interactive Login Shell

Global Level

letc/profile

This is the system-wide .profile file for the Bourne shell and Bourne compatible shells ( bash

included). Through a series of if statements this file sets a number of variables such as PATH
and PS1 accordingly as well as sourcing!N!if they exist!N!both the file /etc/bash.bashrc and

those in the directory /etc/profile.d

letc/profile.d/*

This directory may contain scripts that get executed by letc/profile

Local Level

~/.bash_profile

This Bash specific file is used for configuring the user environment. It can also be used to
source both ~/.bash_login and ~/.profile

~/.bash_login

Also Bash specific, this file will only be executed if there is no ~/.bash_profile file. Its name
suggests that it should be used to run commands needed on login.

~/.profile
This file is not Bash specific and gets sourced only if neither ~/.bash_profile nor
~/.bash_login exist!N!which is normally the case. Thus, the main purpose of ~/.profile is
that of checking if a Bash shell is being run and!N!if so!N!sourcing ~/.bashrc  if it exists. It

usually sets the variable PATHSso that it includes the userOs private ~/bin directory if it exists.

AAAAAAAAAAAAAAAAAAAAAAA
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~/.bash_logout

If it exists, this Bash specific file does some clean-up operations when exiting the shell. This can
be convenient in such cases as those in remote sessions.

Exploring Interactive Login Shell Configuration Files

Let us show some of these files in action by modifying letc/profile and
/home/user?2/.profile . We will append to each a line reminding us the file being executed:

root@debian:~# echo 'echo Hello from /etc/profile’ >> /etc/profile
root@debian:~# echo 'echo Hello from ~/.profile' >> /home/user2/.profile

Two redirection operators >> append the output of a command into an existing

NOTE -
fileIN!not overwriting it. If the file does not exist, though, it will be created.

Thus, through the output of their respective echo commands we will know when each of these
files is read and executed. To prove it, let us see what happens when user2 logs in via ssh from
another machine:

user2@debian:~$  ssh user2@192.168.1.6
user2@192.168.1.6's password:
Linux debian 4.9.0-8-amd64 #1 SMP Debian 4.9.130-2 (2018-10-27) x86_64

The programs included with the Debian GNU/Linux system are free software;
the exact distribution terms for each program are described in the
individual files in /usr/share/doc/*/copyright.

Debian GNU/Linux comes with ABSOLUTELY NO WARRANTY, to the extent
permitted by applicable law.

Last login: Tue Nov 27 19:57:19 2018 from 192.168.1.10

Hello from /etc/profile

Hello from /home/user2/.profile

As the last two lines show, it worked. Also, note three things:

¥ The global file was run first.
¥ There were no .bash_profile or .bash_login  files in he home directory of user2 .

¥ The tilde ( ~) expanded to the absolute path of the file (  /home/user2/.profile ).

10 EEE | E2betsson Ef€arning.pi.org  EEE | EEE Licensed underBY-NC-ND 4.0 EEE | EEE Version: 2026-03-26
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Interactive Non-Login Shell

Global Level

/etc/bash.bashrc

This is the system-wide .bashrc file for interactive bash shells. Through its execution bash
makes sure it is being run interactively, checks the window size after each command (updating
the values of LINES and COLUMNS necessary) and sets some variables.

Local Level

~/.bashrc
In addition to carrying out similar tasks to those described for /etc/bash.bashrc at a user
level (such as checking the window size or if being run interactively), this Bash specific file
usually sets some history variables and sources  ~/.bash_aliases if it exists. Apart from that,
this file is normally used to store users' specific aliases and functions.

Likewise, it is also worthwhile noting that ~/.bashrc  is read if bash detects its <stdin> is a
network connection (as it was the case with the Secure Shell (SSH) connection in the example
above).

Exploring Interactive Non-Login Shell Configuration Files

Let us now modify /etc/bash.bashrc and /home/user2/.bashrc

root@debian:~# echo 'echo Hello from /etc/bash.bashrc' >> /etc/bash.bashrc
root@debian:~# echo 'echo Hello from ~/.bashrc' >> /home/user2/.bashrc

And this is what happens when user2 starts a new shell:

user2@debian:~$  bash
Hello from /etc/bash.bashrc
Hello from /home/user2/.bashrc

Again, the two files were read and executed.

Remember, because of the order in which files are run, local files take

WARNING
precedence over global ones.
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Non-Interactive Login Shell

A non-interactive shell withthe -l or --login  options is forced to behave like a login shell and so
the startup files to be run will be the same as those for interactive login shells.

To prove it, let us write a simple script and make it executable. We will not include any shebangs
because we will be invoking the  bash executable (/bin/bash with the login option) from the
command line.

1. We create the script test.sh  containing the line echo 'Hello from a script' so that we
can prove the script runs successfully:

user2@debian:~$  echo "echo 'Hello from a script™ > test.sh

2. We make our script executable:

user2@debian:~$ chmod +x ./test.sh

3. Finally, we invoke bash with the -l option to run the script:

user2@debian:~$  bash -I ./test.sh
Hello from /etc/profile

Hello from /home/user2/.profile

Hello from a script

It works! Before running the script, the login took place and both fetc/profile and
~/.profile were executed.

We will learn about shebangs and all other aspects of shell scripting in future

NOTE
lessons.

Let us now have the standard output (  stdout) of the echo command into the standard input (  stdin)
of an ssh connection by means of a pipe ( | ):

user2@debian:~$  echo "Hello-from-a-noninteractive-login-shell" | ssh user2@192.168.1.6
Pseudo-terminal will not be allocated because stdin is not a terminal.

user2@192.168.1.6's password:

Linux debian 4.9.0-8-amd64 #1 SMP Debian 4.9.130-2 (2018-10-27) x86_64

The programs included with the Debian GNU/Linux system are free software;

12 BEE | EEbetssonm Ef€aming.pi.org  EEE | EEE Licensed underBY-NC-ND 4.0 EEE | EEE Version: 2026-03-26
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the exact distribution terms for each program are described in the
individual files in /usr/share/doc/*/copyright.

Debian GNU/Linux comes with ABSOLUTELY NO WARRANTY, to the extent
permitted by applicable law.

Hello from /etc/profile

Hello from /home/user2/.profile

-bash: line 1: Hello-from-a-noninteractive-login-shell: command not found

Again, /etc/profile and ~/.profile are executed. Other than that, the first and last lines of the
output are quite telling as far as the behaviour of the shell is concerned.

Non-Interactive Non-Login Shell

Scripts do not read any of the files listed above but look for the environment variable BASH _ENY
expand its value if needed and use it as the name of a startup file to read and execute commands.
We will learn more about  environment variables in the next lesson.

As mentioned above, typically letc/profile and ~/.profile make sure that both
/etc/bash.bashrc and ~/.bashrc get executed after a successful login. The output of the
following command shows this phenomenon:

root@debian:~# su - user2
Hello from /etc/bash.bashrc
Hello from /etc/profile

Hello from /home/user2/.bashrc
Hello from /home/user2/.profile

Bearing in mind the lines we previously appended to the startup scripts!Nland invoking an
interactive-login shell at user-level with su - user2  !Nithe four lines of output can be explained
as follows:

1. Hello from /etc/bash.bashrc means /etc/profile has sourced /etc/bash.bashrc

2. Hello from /etc/profile means /etc/profile has been fully read and executed.

3. Hello from /home/user2/.bashrc means ~/.profile has sourced ~/.bashrc

4. Hello from /home/user2/.profile means ~/.profile has been fully read and executed.
Note how with su - <username> (also su -lI <username> and su --login <username> ) we

guarantee the invocation of a login shell, whereas su <username> would have only invoked
/etc/bash.bashrc and ~/.bashrc

AAAAAAAAAAAAAAAAAAAAAAA
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Sourcing Files

In the previous sections we have discussed that some startup scripts include or execute other
scripts. This mechanism is called sourcing and is explained in this section.

Sourcing Files with
The dot (. ) is normally found in startup files.

In the .profile file of our Debian server we can find!N!for instance!N!the following block:

m»

# include .bashrc if it exists

if [ -f "$SHOME/.bashrc" ]; then
. "$HOME/.bashrc"

fi

m m I

We already saw how the execution of a script may lead to that of another. Thus, the if statement
guarantees that the file $HOME/.bashrc IN!if it exists ( -f )!N!will be sourced (i.e. read and
executed) at login:

. "$HOME/.bashrc"

As we will learn in the next lesson, $HOMBHSs an environment variable that expands

NOTE ~
to the absolute path of the userOs home directory.

Furthermore, we can use the . whenever we have modified a startup file and want to make the
changes effective without a reboot. For example we can:

¥ add an alias to ~/.bashrc
user2@debian:~$  echo "alias hi='echo We salute you." >> ~/.bashrc

When sending the output of one command into a file, remember not to

WARNING
mistake append ( >>) with overwrite ( >).

¥ output the last line of ~/.bashrc  to check everything went fine:

user2@debian:~$ tail-n1!$
tail -n 1 ~/.bashrc
alias hi='echo We salute you.'
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I$ expands to the last argument from the previous command, in our case:

NOTE
~/.bashrc

¥ source the file by hand:
user2@debian:~$ . ~/.bashrc
¥ and invoke the alias to prove it works:

user2@debian:~$  hi
We salute you.

NOTE Refer to the next lesson to learn about  aliases and variables .

Sourcing Files with  source

The source command is a synonym for .. So to source ~/.bashrc  we can also do it like this:

user2@debian:~$  source ~/.bashrc

The Origin of Shell Startup Files: SKEL

SKEL is a variable whose value is the absolute path to the skel directory. This directory serves as
a template for the file system structure of users' home directories. It includes the files that will be
inherited by any new user accounts created (including, of course, the configuration files for
shells). SKEL and other related variables are stored in /etc/adduser.conf , which is the
configuration file for  adduser :

user2@debian:~$  grep SKEL /etc/adduser.conf

# The SKEL variable specifies the directory containing "skeletal" user
SKEL=/etc/skel

# If SKEL_IGNORE_REGEX is set, adduser will ignore files matching this
SKEL_IGNORE_REGEX="dpkg-(old|new|dist|save)"

SKELIis set to /etc/skel ; thus, the startup scripts that configure our shells lie therein:

user2@debian:~$ Is -a /etc/skel/
. .. .bash_logout .bashrc .profile

AAAAAAAAAAAAAAAAAAAAAAA

::::::::
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Remember, files starting with a . are hidden, so we must use |Is -a to see
WARNING - .
them when listing directory contents.
Let us now create a directory in  /etc/skel for all new users to store their personal scripts in:

1. Asroot we move into /etc/skel

root@debian:~# cd /etc/skel/
root@debian:/etc/skel#

2. We list its contents:

root@debian:/etc/skel# Is -a
. .. .bash_logout .bashrc .profile

3. We create our directory and check all went as expected:

root@debian:/etc/skel# mkdir my_personal_scripts
root@debian:/etc/skel# Is -a
. .. .bash_logout .bashrc my_personal_scripts .profile

4. Now we delete user2 together with its home directory:

root@debian:~#  deluser --remove-home user2
Looking for files to backup/remove ...

Removing files ...

Removing user “user2' ...

Warning: group ‘user2' has no more members.
Done.

5. We add user2 again so that it gets a new home directory:

root@debian:~# adduser user2

Adding user “user2' ...

Adding new group ‘user2' (1001) ...

Adding new user “user2' (1001) with group "user2' ...
Creating home directory “/home/user2' ...

Copying files from “/etc/skel' ...

Enter new UNIX password:

Retype new UNIX password:
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passwd: password updated successfully

Changing the user information for user2

Enter the new value, or press ENTER for the default
Full Name [

Room Number [J:

Work Phone []:

Home Phone []:

Other []:

Is the information correct? [Y/n] y

m m> m> >

6. Finally, we login as user2 and list all the files in  /homel/user2 to see if everything went as

expected:

root@debian:~# Su - user2
user2@debian:~$  pwd
/home/user2
user2@debian:~$ Is -a

. .. .bash_history .bash_logout .bashrc my_personal_scripts .profile

It did.
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Guided Exercises

1. Study how the shells have been started under the column OShell Started withEOQ and complete
with the required information:

Shell Started withE Interactive? Login? Result of echo $0

sudo ssh
user2@machine2

crl "+at "+F2
su - user2
gnome-terminal

A regular user uses
konsole to start an
instance of sakura

A script named
test.sh  containing
the command echo
$0

2. Write the su and sudo commands to launch the specified shell:

Interactive-login shell as user2

su:
sudo :

Interactive login shell as root

Su:
sudo :

Interactive non-login shell as root

Su:
sudo :

Interactive non-login shell as user2

Su:
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3. What startup file gets read when the shell under OShell TypeO is started?

Shell Type

Interactive-login
shell as user2

Interactive login
shell as root

Interactive non-
login shell as
root

Interactive non-
login shell as
user2

letc/profile

/etc/bash.bash ~/.profile ~/.bashrc
rc
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Explorational Exercises

1. In Bash we can write a simple  Hello world! function by including the following code in an
empty file:

function hello() {
E echo "Hello world!"

}

# What should we do next to make the function available to the shell?
# Once it is available to the current shell, how would you invoke it?

# To automate things, in what file would you put the function and its invocation so that it gets
executed when user2 opens a terminal from an X Window session? What type of shell is it?

# In what file would you put the function and its invocation so that it is run when root
launches a new interactive shell irrespective of whether it is login or not?

2. Have a look at the following basic, Hello world! bash script:

#!/bin/bash
#hello_world: a simple bash script to discuss interaction in scripts.

echo "Hello world!"

# Suppose we make the script executable and run it. Would that be an interactive script?
Why?

# What makes a script interactive?

3. Imagine you have changed the values of some variables in ~/.bashrc  and want those changes
to take effect without a reboot. From your home directory, how could you achieve that in two
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different ways?

. John has just started an X Window session on a Linux server. He opens a terminal emulator to
carry out some administrative tasks but, surprisingly, the session freezes and he needs to open
a text shell.

# How can he open that tty shell?

# What startup files will get sourced?

. Linda is a user of a Linux server. She kindly asks the administrator to have a ~/.bash_login
file so she can have the time and date printed on the screen when she logs in. Other users like

the idea and follow suit. The administrator has a hard time creating the file for all other users

on the server so he decides to add a new policy and have ~/.bash_login created for all
potential new users. How can the administrator accomplish that task?
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Summary

In this lesson we learned:

¥ Shells set users' environment in a Linux system.

¥ Bash is the number one shell across GNU/Linux distributions.

¥ The first job a shell carries out is that of reading and executing one or various startup files.
¥ The concepts of interaction and login as related to shells.

¥ How to launch different types of shells with bash, su,sudo and cm "+art "+F1-F6.

¥ How to check the type of shell with echo $0 .

¥ The local startup files ~/.bash_profile , ~/.profile , ~/.bash_login , ~/.bash_logout
~/.bashrc
¥ The global startup files /etc/profile , letc/profile.d/* , letc/bash.bashrc

¥ Local files take precedence over global ones.
¥ How to redirect the output of a command with > (overwrite) and >> (append).
¥ The meaning of the skel directory.

¥ How to source files.
Commands used in this lesson:

bash

Create a new shell.

Su

Create a new shell.

sudo

Create a new shell.

usermod

Modify a user account.

echo

Display a line of text.
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Report a snapshot of the current processes.

less

A pager for long files.

ssh

Start an Open SSH connection (remotely).

chmod

Change mode bits of a file, for example make it executable.

grep

Print lines matching a pattern.

List directory contents.

cd
Change directory.

mkdir
Make directory.

deluser

Delete user.

adduser

Add a new user.

Source a file.

source

Source a file.

tail

Output the last part of files.
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Answers to Guided Exercises

1. Study how the shells have been started under the column OShell Started withEOQ and complete
with the required information:

Shell Started withE Interactive? Login? Result of echo $0

sudo ssh Yes Yes -bash
user2@machine2

crl "+ar "+F2 Yes Yes -bash
Su - user2 Yes Yes -bash
gnome-terminal Yes No bash
A regular user uses Yes No /bin/bash

konsole to start an
instance of sakura

A script named No No Jtest.sh
test.sh  containing

the command echo

$0

2. Write the su and sudo commands to launch the specified shell:

Interactive-login shell as user2

su
su-user2 ,su-luser2 or su --login user2
sudo
sudo su - user2 , sudo su -l user2 or sudo su --login user2

Interactive login shell as root
su

Su - root or su -

sudo

sudo su - root ,sudosu- or sudo -i
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Interactive non-login shell as root
su

suroot or su

sudo

sudo su root ,sudo su ,sudo-s or sudo -u root -s

Interactive non-login shell as user2
su

Su user2

sudo

sudo su user2 or sudo -u user2 -s

3. What startup file gets read when the shell under OShell TypeO is started?

Shell Type letc/profile /etc/bash.bash ~/.profile ~/.bashrc
rc
Interactive login Yes Yes Yes Yes

shell as user2

Interactive login Yes Yes Yes Yes
shell as root

Interactive non- No Yes No Yes
login shell as
root

Interactive non- No Yes No Yes
login shell as
user2

a 20, Linux
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Answers to Explorational Exercises

1. In Bash we can write a simple  Hello world! function by including the following code in an
empty file:

function hello() {
E echo "Hello world!"

}

# What should we do next to make the function available to the shell?

To make the function availabe to the current shell, we must source the file which includes it.
# Once it is available to the current shell, how would you invoke it?

We will invoke it by typing its name into the terminal.

# To automate things, in what file would you put the function and its invocation so that it gets
executed when user2 opens a terminal from an X Window session? What type of shell is it?

The best file to put it is /home/user2/.bashrc . The invoked shell would be an interactive
non-login one.

# In what file would you put the function and its invocation so that it is run when root
launches a new interactive shell irrespective of whether it is login or not?

In /etc/bash.bashrc since this file gets executed for all interactive shells!NIwhether login
or not.
2. Have a look at the following basic, Hello world! bash script:
#!/bin/bash

#hello_world: a simple bash script to discuss interaction in scripts.

echo "Hello world!"

# Suppose we make the script executable and run it. Would that be an interactive script?
Why?

No, as there is no human interaction and no commands being typed in by the user.
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# What makes a script interactive?
The fact that it requires user input.

3. Imagine you have changed the values of some variables in ~/.bashrc  and want those changes
to take effect without a reboot. From your home directory, how could you achieve that in two
different ways?

$ source .bashrc

or
$ . .bashrc

4. John has just started an X Window session on a Linux server. He opens a terminal emulator to
carry out some administrative tasks but, surprisingly, the session freezes and he needs to open
a text shell.

# How can he open that tty shell?

He could do that by pressing cn "+art "+Fi1-rs to enter one of the six tty shells.
# What startup files will get sourced?

letc/profile
/homel/john/.profile

5. Linda is a user of a Linux server. She kindly asks the administrator to have a ~/.bash_login
file so she can have the time and date printed on the screen when she logs in. Other users like
the idea and follow suit. The administrator has a hard time creating the file for all other users
on the server so he decides to add a new policy and have ~/.bash_login created for all
potential new users. How can the administrator accomplish that task?

He could achieve that by putting  .bash_login into the /etc/skel directory.
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Linux
Professional
Institute

105.1 Lesson 2

Certificate: LPIC-1

Version: 5.0

Topic: 105 Shells and Shell Scripting

Objective: 105.1 Customize and use the shell environment
Lesson: 20f3

Introduction

Think of a variable as an imaginary box in which to temporarily place a piece of information. The

same as with its initialization scripts, Bash classifies variables as either shell/local (those which
live only within the limits of the shell in which they were created) or environment/global (those

that are inherited by children shells and/or processes). In fact, in the previous lesson we had a
look at shells and their configuration or initialization scripts. It is now convenient to point out that
the power of these startup files lies in the fact that they allow us to use variables!N!as well as
aliases and functions!N!which help us create and customize the shell environment of our choice.

Variables: Assignment and Reference

A variable can be defined as a name containing a value.

In Bash, giving a value to a name is called variable assignment and it is the way in which we create
or set variables. On the other hand, the process of accessing the value contained in the name is
called variable referencing .

The syntax for assigning variables is:
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<variable_name>=<variable_value>

For example:
$ distro=zorinos

The variable distro equals zorinos , that is to say, there is a portion of memory holding the
value zorinos !Nlwith distro  being the pointer to it.

Note, however, that there can not be any space on either side of the equal sign when assigning a
variable:

$ distro =zorinos

-bash: distro: command not found
$ distro= zorinos

-bash: zorinos: command not found

Because of our mistake, Bash read distro and zorinos as commands.

To reference a variable (that is, to check its value) we use the echo command preceding the
variable name witha  $ sign:

$ echo $distro
zorinos

Variable Names

When choosing the name of variables, there are certain rules that we must take into
consideration.

The name of a variable may contain letters (  a-z ,A-Z), numbers ( 0-9 ) and underscores ( _):

$ distro=zorinos

$ echo $distro
Zorinos

$ DISTRO=zorinos
$ echo $DISTRO
zorinos

$ distro_1=zorinos
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$ echo $distro_1
Zorinos

$ _distro=zorinos
$ echo $_distro
zorinos

It may not start with a number or Bash will get confused:

$ 1distro=zorinos
-bash: 1distro=zorinos: command not found

It may not contain spaces (not even using quotes); by convention, underscores are used instead:

$ "my distro"=zorinos

-bash: my: command not found
$ my_distro=zorinos

$ echo $my_distro

zorinos

Variable Values

Concerning the reference or value of variables it is also important to consider a number of rules.

Variables may contain any alphanumerical characters ( a-z ,A-Z,0-9) as well as most other
characters ( ?,! *,. ,/, etc.):

$ distro=zorin12.4?
$ echo $distro
zorin12.4?

Variable values must be enclosed in quotes if they contain single spaces:

$ distro=zorin 12.4

-bash: 12.4: command not found
$ distro="zorin 12.4"

$ echo S$distro

zorin 12.4

$ distro="zorin 12.4'

$ echo $distro
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zorin 12.4

Variable values must also be enclosed in quotes if they contain such characters as those used for
redirection ( <,>) or the pipe symbol ( | ). The only thing the following command does is create an
empty file named zorin :

$ distro=>zorin
$ echo $distro

$ Is zorin
zorin

This works, though, when we use the quotes:

$ distro=">zorin"
$ echo $distro
>zorin

However, single and double quotes are not always interchangeable. Depending on what we are
doing with a variable (assigning or referencing), the use of one or the other has implications and
will yield different results. In the context of variable assignment single quotes take all the
characters of the variable value literally , whereas double quotes allow for variable substitution:

$ lizard=uromastyx

$ animal="My $lizard'
$ echo $animal

My $lizard

$ animal="My $lizard"
$ echo $animal

My uromastyx

On the other hand, when referencing a variable whose value includes some initial (or extra)
spaces!NIsometimes combined with asterisks!Nlit is mandatory that we use double quotes after
the echo command to avoid field splitting and pathname expansion :

$ lizard=" genus | uromastyx"
$ echo $lizard

genus | uromastyx

$ echo "$lizard"
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E genus | uromastyx

If the reference of the variable contains a closing exclamation mark, this must be the last
character in the string (as otherwise Bash will think we are referring to a history  event):

$ distro=zorin.?/!os
-bash: los: event not found
$ distro=zorin.?/!

$ echo $distro

zorin.?/!

Any backslashes must be escaped with another backslash. Also, if a backslash is the last character
in the string and we do not escape it Bash will interpret we want a line break and give us a new
line:

$ distro=zorinos\
>

$ distro=zorinos\\
$ echo $distro
zorinos\

In the next two sections we will sum up the main differences between local and environment
variables.

Local or Shell Variables

Local or shell variables exist only in the shell in which they are created. By convention, local
variables are written in lower-case letters.

For the sake of carrying out a few tests, let us create a local variable. As explained above, we
choose an appropriate variable name and equate it to an appropriate value. For instance:

$ reptile=tortoise

Let us now use the echo command to reference our variable and check that everything went as
expected:

$ echo $reptile
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tortoise

In certain scenarios!N!such as when writing scripts!Nlimmutability can be an interesting feature
of variables. If we want our variables to be immutable, we can either create them readonly

$ readonly reptile=tortoise

Or turn them so after they have been created:

$ reptile=tortoise
$ readonly reptile

Now, if we try to change the value of  reptile , Bash will refuse:

$ reptile=lizard
-bash: reptile: readonly variable

NOTE To list all readonly variables in our current session, type readonly or readonly
-p into the terminal.
A useful command when dealing with local variables is set .

set outputs all of the currently assigned shell variables and functions. Since that can be a lot of
lines (try it yourself!), it is recommended to use it in combination with a pager such as less

$ set|less

BASH=/bin/bash
BASHOPTS=checkwinsize:cmdhist:complete_fullquote:expand_aliases:extglob:extquote:force_figno
re:histappend:interactive_comments:login_shell:progcomp:promptvars:sourcepath
BASH_ALIASES=()

BASH_ARGC=()

BASH_ARGV=()

BASH_CMDS=()

BASH_COMPLETION_COMPAT_DIR=/etc/bash_completion.d

BASH_LINENO=()

BASH_SOURCE-=()

BASH_VERSINFO=([0]="4" [1]="4" [2]="12" [3]="1" [4]="release" [5]="x86_64-pc-linux-gnu")
BASH_VERSION='4.4.12(1)-release’

()
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Is our reptile  variable there?

$ set | grep reptile
reptile=tortoise

Yes, there it is!
However, reptile INlbeing a local variable!N!will not be inherited by any child processes

spawned from the current shell:

$ bash
$ set | grep reptile
$

And, of course, we cannot echo out its value either:

$ echo $reptile
$

NOTE By typing the bash command into the terminal we open a new (child) shell.

To unset any variables (either local or global), we use the unset command:

$ echo $reptile
tortoise

$ unset reptile
$ echo $reptile
$

unset must be followed by the name of the variable alone (not preceded by the $

NOTE
symbol).

Global or Environment Variables

Global or environment variables exist for the current shell as well as for all subsequent processes
spawned from it. By convention, environment variables are written in uppercase letters:

$ echo $SHELL
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/bin/bash

We can recursively pass the value of these variables to other variables and the value of the latter
will ultimately expand to that of the former:

$ my_shell=$SHELL

$ echo $my_shell
/bin/bash

$ your_shell=$my_shell
$ echo $your_shell
/bin/bash

$ our_shell=$your_shell
$ echo $our_shell
/bin/bash

In order for a local shell variable to become an environment variable, the export command must
be used:

$ export reptile

With export reptile we have turned our local variable into an environment variable so that
child shells can recognize it and use it:

$ bash
$ echo $reptile
tortoise

Likewise, export can be used to set and export a variable, all at once:

$ export amphibian=frog

Now we can open a new instance of Bash and successfully reference the new variable:

$ bash

$ echo $amphibian

frog

NOTE With export -n <VARIABLE-NAME> the variable will be turned back into a local

Anaaa L aan A Linux aaa aaa
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shell variable.

The export command will also give us a list of all existing environment variables when typed on
its own (or with the -p option):

$ export

declare -x HOME="/home/user2"

declare -x LANG="en_GB.UTF-8"

declare -x LOGNAME="user2"

()

declare -x PATH="/usr/local/bin:/usr/bin:/bin:/usr/local/games:/usr/games"
declare -x PWD="/home/user2"

declare -x SHELL="/bin/bash"

declare -x SHLVL="1"

declare -x SSH_CLIENT="192.168.1.10 49330 22"

declare -x SSH_CONNECTION="192.168.1.10 49330 192.168.1.7 22"
declare -x SSH_TTY="/dev/pts/0"

declare -x TERM="xterm-256color"

declare -x USER="user2"

declare -x XDG_RUNTIME_DIR="/run/user/1001"

declare -x XDG_SESSION_ID="8"

declare -x reptile="tortoise"

NOTE The command declare -x is equivalent to export

Two more commands that can be used to print a list of all environment variables are env and
printenv

$ env
SSH_CONNECTION=192.168.1.10 48678 192.168.1.7 22
LANG=en_GB.UTF-8
XDG_SESSION_ID=3

USER=user2

PWD=/home/user2
HOME=/home/user2
SSH_CLIENT=192.168.1.10 48678 22
SSH_TTY=/dev/pts/O
MAIL=/var/mail/luser2
TERM=xterm-256color
SHELL=/bin/bash

SHLVL=1

LOGNAME=user2
XDG_RUNTIME_DIR=/run/user/1001
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PATH=/usr/local/bin:/usr/bin:/bin:/usr/local/games:/usr/games
_=lusr/bin/env

On top of being a synonym for env, we can sometimes use printenv  in a similar way as we use
the echo command to check for the value of a variable:

$ echo $PWD
/home/user2

$ printenv PWD
/home/user2

Note, however, that with  printenv  the variable name is not preceded by  $.

PWhDstores the path of the present working directory. We will learn about this and

NOTE ) .
other common environment variables later.

Running a Program in a Modified Environment
env can be used to modify the shell environment at a programOs time of execution.

To start a new Bash session with as empty an environment as possible!N!clearing most variables
(as well as functions and aliases)!N!we will use  env with the -i option:

$ env -i bash

Now most of our environment variables are gone:

$ echo $USER
$

And only a few remain:

$ env
LS_COLORS=
PWD=/home/user2
SHLVL=1
_=lusr/bin/printenv

We can also use env to set a particular variable for a particular program.
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In our previous lesson, when discussing  non-interactive non-login shells , we saw how scripts do
not read any standard startup files but instead they look for the value of the BASH_ENWariable
and use it as their startup file if it exists.

Let us demonstrate this process:

1. We create our own startup file called  .startup_script with the following content:

CROCODILIAN=caiman

2. We write a Bash script named test_env.sh  with the following content:

#1/bin/bash

echo $CROCODILIAN

3. We set the executable bit for our  test_env.sh script:

$ chmod +x test_env.sh

4. Finally, we use env to set BASH_ENMo .startup_script for test_env.sh

$ env BASH_ENV=/home/user2/.startup_script ./test_env.sh
caiman

The env command is implicit even if we get rid of it:

$ BASH_ENV=/home/user2/.startup_script ./test_env.sh
caiman

If you do not understand the line  #l/bin/bash or the chmod +x command, do not
panic! We will learn everything necessary about shell scripting in future lessons.

For now, just remember that to execute a script from within its own directory we

use ./some_script

NOTE

Common Environment Variables

Time now for reviewing some of the most relevant environment variables that are set in Bash
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configuration files.

DISPLAY

Related to the X server, this variableOs value is normally made up of three elements:

¥ The hostname (the absence of it means localhost ) where the X server is running.

¥ A colon as a delimiter.

¥ A number (itis normally 0 and refers to the computerOs display).

$ printenv DISPLAY
0

An empty value for this variable means a server without an X Window System. An extra
number!Nlas in  my.xserver:0:1 INlwould refer to the screen number if more than one
exists.

HISTCONTROL
This variable controls what commands get saved into the HISTFILE (see below). Their are

three possible values:

ignorespace

Commands starting with a space will not be saved.

ignoredups

A command which is the same as the previous one will not be saved.

ignoreboth

Commands which fall into any of the two previous categories will not be saved.

$ echo $HISTCONTROL
ignoreboth

HISTSIZE

This sets the number of commands to be stored in memory while the shell session lasts.

$ echo $HISTSIZE
1000
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HISTFILESIZE

This sets the number of commands to be saved in HISTFILE both at the start and at the end of

the session:

$ echo $HISTFILESIZE
2000

HISTFILE

The name of the file which stores all commands as they are typed. By default this file is located
at ~/.bash_history

$ echo $HISTFILE
/home/user2/.bash_history

To view the contents of HISTFILE , we simply type history . Alternatively, we
NOTE can specify the number of commands we want to see by passing an argument
(the number of the most recent commands) to history  as in history 3

HOME

This variable stores the absolute path of the current userOs home directory and it is set when
the user logs in.

This piece of code!N!from  ~/.profile INlis self-explanatory (it sources "$HOME/.bashrc"
exists):

mp

# include .bashrc if it exists

if [ -f "$HOME/.bashrc" ]; then
. "$HOME/.bashrc"

fi

mp rmp [mp

If you do not quite understand the if statement, do not worry: just refer to the

NOTE -
lessons about shell scripting.

Remember that ~ is equivalentto $HOME

$ echo ~; echo $HOME
/home/carol
/home/carol
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NOTE Commands can be concatenated with a semicolon ( ;).

We can also prove this with an if statement:

$ if [ ~=="$HOME" ]; then echo "true"; else echo "false"; fi
true
NOTE Remember: The equals sign = is used for variable assignment. == is used to test
for equality.
HOSTNAME

This variable stores the TCP/IP name of the host computer:

$ echo $SHOSTNAME
debian

HOSTTYPE

This stores the architecture of the host computerOs processor:

$ echo $HOSTTYPE
x86_64

LANG
This variable saves the locale of the system:

$ echo $LANG
en_UK.UTF-8

LD_LIBRARY_PATH

This variable consists of a colon-separated set of directories where shared libraries are shared
by programs:

$ echo $LD_LIBRARY_PATH
/usr/locall/lib

MAIL

This variable stores the file in which Bash searches for email:

AAAAAAAAAAAAAAAAAAAAAAA



LPIC-1 (102) (Version 5.0) | Topic 105: Shells and Shell Scripting

$ echo $MAIL
/var/mail/carol

Another common value for this variable is Ivar/spool/mail/$USER

MAILCHECK

This variable stores a numeric value which indicates in seconds the frequency with which Bash
checks for new mail:

$ echo $SMAILCHECK
60

PATH

This environment variable stores the list of directories where Bash looks for executable files
when told to run any program. In our example machine this variable is set through the system-
wide /etc/profile file:

if ["id -u™ -eq 0 ]; then

E PATH="/usr/local/sbin:/ust/local/bin:/usr/sbin:/usr/bin:/sbin:/bin"
else

E PATH="/usr/local/bin:/usr/bin:/bin:/usr/local/games:/usr/games"
fi

export PATH

Through the if statement the identity of the user is tested and!N!depending on the result of the
test (root or otherwise)!Nwe will obtain one PATH or the other. Finally the chosen PATHis
propagated with export

Observe two things regarding the value of  PATH

¥ Directory names are written using absolute paths.

¥ The colon is used as a delimiter.

If we wanted to include the folder  /usr/local/sbin in the PATHfor regular users, we will
modify the line so that it looks like this:

()

else
E PATH="/ust/local/bin:/usr/bin:/bin:/usr/local/games:/usr/games:/usr/local/shin"
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fi
export PATH

Now we can see how the value of the variable changes when we login as a regular user:

# su - carol
$ echo $PATH
lusr/local/bin:/usr/bin:/bin:/usr/local/games:/usr/games:/usr/local/shin

We could have also added /usr/local/sbin to the userOs PATH at the

command line by typing either PATH=/usr/local/sbin:$PATH or
NOTE PATH=$PATH:/usr/local/sbin INIthe former making {usr/local/sbin

the first directory to be searched for executable files; the latter making it the

last.

PS1

This variable stores the value of the Bash prompt. In the following chunk of code (also from
letc/profile ), the if statement tests for the identity of the user and gives them a very
discrete prompt accordingly (  # for root or $ for regular users):

if ["id -u™ -eq 0 ]; then
E PS1=#"

else

E PS1=$"

fi

NOTE The id of root is 0. Become root and test it yourself with id -u
Other Prompt Variables include:

PS2

Normally setto > and used as a continuation prompt for long multiline commands.

PS3

Used as the prompt for the select command.

PS4

Normally setto + and used for debugging.
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SHELL

This variable stores the absolute path of the current shell:

$ echo $SHELL
/bin/bash

USER
This stores the name of the current user:

$ echo $USER
carol
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Guided Exercises

1. Observe the variable assignment under the OCommand(s)O column and indicate if the resulting
variable is OLocalO or OGlobalO:

Command(s) Local Global
debian=mother
ubuntu=deb-based

mint=ubuntu-based;
export mint

export suse=rpm-based

zorin=ubuntu-based

2. Study the OCommandO and the OOutputO and explain the meaning:

Command Output Meaning
echo $HISTCONTROL ignoreboth
echo ~ /home/carol
echo $DISPLAY reptilium:0:2
echo $MAILCHECK 60
echo $HISTFILE /home/carol/.bash_histor
y

3. Variables are being set incorrectly under the OWrong CommandO column. Provide the missing
information under ORight CommandO and OVariable ReferenceO so that we get the OExpected
OutputO:

Wrong Command Right Command Variable Reference Expected Output
lizard =chameleon chameleon
cool chameleon

lizard=chameleon
lizard=cha|me|leon cha|me|leon

lizard=/** /** chamelon **/
chameleon **/

AAAAAAAAAAAAAAAAAAAAAAA
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4,

10.

Wrong Command Right Command Variable Reference Expected Output
win_path=C:\path\t C:\path\to\dir\
o\dir\

Consider the purpose and write the appropriate command:

Purpose Command

Set the language of the current shell to
Spanish UTF-8 (es_ES.UTF-8 ).

Print the name of the current working
directory.

Reference the environment variable which
stores the information about ssh connections.

Set PATHto include /home/carol/scripts as
the last directory to search for executables.

Set the value of my_path to PATH
Set the value of my_path to that of PATH

Create a local variable named mammaland assign it the value gnu:

Using variable substitution, create another local variable named var_sub with the appropriate
value so that when referenced via  echo $var sub  we obtain: The value of mammal is
gnu:

Turn mammalinto an environment variable:

Search for it with set and grep :

Search for it with env and grep :

Create, in two consecutive commands, an environment variable named BIRD whose value is
penguin :
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Create, in a single command, an environment variable named NEW_BIRDwhose value is
yellow-eyed penguin

Assuming you are user2 , create a folder named bin in your home directory:

Type the command to add the ~/bin folder to your PATHSso that it is the first directory  bash
searches for binaries:

To guarantee the value of PATHremains unaltered across reboots, what piece of code!Nlin the
form of an if statement!Nlwould you putinto  ~/.profile ?
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Explorational Exercises

1. let : more than arithmetic expression evaluation:

# Do a manpage or web search for let and its implications when setting variables and create
a new local variable named my_val whose value is 10!N!as a result of adding 5 and 5:

# Now create another variable named  your val whose value is 5!Nlas a result of dividing the
value of my val into 2:

2. The result of a command in a variable? Of course, that is possible; it is called command
substitution . Investigate it and study the following function named music_info

music_info(){
latest_music="Is -11t ~/Music | head -n 6"
echo -e "Your latest 5 music files:\n$latest_music"

}
The result of the command Is -I1t ~/Music | head -n 6 becomes the value of the
variable latest_ music . Then the variable latest_music is referenced in the echo command
(which outputs the total number of bytes occupied by the Music folder and the latest five music

files stored in the Music folder!N!one per line).

Which of the following is a valid synonym for
latest_music="Is -11t ~/Music | head -n 6"

Option A:
latest_music=%(Is -I1t ~/Music| head -n 6)

Option B:
latest_music="(Is -11t ~/Music| head -n 6)"

Option C:
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latest_music=((Is -11t ~/Music| head -n 6))
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Summary

In this lesson we learned:

¥ Variables are a very important part of the shell environment as they are used by the shell itself
as well as by other programs.

¥ How to assign and reference variables.

¥ The differences between local and global (or environment ) variables.

¥ How to make variables readonly .

¥ How to turn a local variable into an environment variable with the export command.

¥ How to list all environment variables.

¥ How to run a program in a modified environment.

¥ How to make variables persistent with the help of startup scripts.

¥ Some common environment variables: DISPLAY, HISTCONTROL HISTSIZE , HISTFILESIZE |,
HISTFILE , HOMEHOSTNAMEHOSTTYPELANG LD_LIBRARY_PATH MAIL, MAILCHECK PATH PS1
(and other prompt variables), SHELLand USER

¥ The meaning of the tilde ( ~).

¥ The very basics of if statements.
Commands used in this lesson:

echo

Reference a variable.

List directory contents.

readonly

Make variables immutable. List all readonly variables in current session.

set

List all variables and functions in current session.

grep
Print lines matching a pattern.

nnnnnnnnn



LPIC-1 (102) (Version 5.0) | 105.1 Customize and use the shell environment

bash

Launch a new shell

unset

Unset variables.

export

Turn a local variable into an environment variable. List environment variables.

env

List environment variables. Run a program in a modified environment.

printenv

List environment variables. Reference a variable.

chmod

Change mode bits of a file, for example make it executable.

history

List previous commands.

su
Change user ID or become superuser.
id

Print user ID.

a 20, Linux
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Answers to Guided Exercises

1. Observe the variable assignment under the OCommand(s)O column and indicate if the resulting

variable is OLocalO or OGlobalO:

Command(s) Local
debian=mother Yes
ubuntu=deb-based Yes
mint=ubuntu-based; No
export mint

export suse=rpm-based No
zorin=ubuntu-based Yes

2. Study the OCommandO and the OOutputO and explain the meaning:

Command Output

echo $HISTCONTROL ignoreboth

echo ~ /home/carol

echo $DISPLAY reptilium:0:2

echo $MAILCHECK 60

echo $HISTFILE /home/carol/.bash_histor
y

Global
No
No

Yes

Yes

No

Meaning

Both duplicate commands and
those starting with a space
will not be saved in  history

The HOMBBf carol s
/home/carol

reptilium machine has a X
server running and we are
using the second screen of the
display.

Mail will be checked every
minute.

history  will be saved in
/home/carol/.bash_histor

y.

3. Variables are being set incorrectly under the OWrong CommandO column. Provide the missing
information under ORight CommandO and OVariable ReferenceO so that we get the OExpected

OutputO:



Wrong Command
lizard =chameleon

cool
lizard=chameleon

lizard=cha|me|leon

lizard=/**
chameleon **/

win_path=C:\path\t
o\dir\

Purpose

Right Command
lizard=chameleon

cool_lizard=chamel
eon (for example)

lizard="cha|me|leo
n" or
lizard="cha|me|leo
m

lizard="/**
chameleon **/"
lizard="/**
chameleon **/'

win_path=C:\\path\
\to\\dir\\

Set the language of the current shell to
Spanish UTF-8 (es_ES.UTF-8 ).

Print the name of the current working

directory

Reference the environment variable which

stores the information about

Set PATHto include /home/carol/scripts
the last directory to search for executables.

Set the value of my_path to PATH

Set the value of my_path to that of PATH

mammal=gnu
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ssh connections

as

6. Using variable substitution, create another local variable named

value so that when referenced via  echo $var_sub

Variable Reference
echo $lizard

echo $cool_lizard

echo $lizard

echo "$lizard"

echo $win_path

4. Consider the purpose and write the appropriate command:

Command

LANG=es_ES.UTF-8

echo $PWD or pwd

Expected Output
chameleon

chameleon

cha]me|leon

/** chamelon **/

C:\path\to\dir\

echo $SSH_CONNECTION

PATH=$PATH:/home/carol/scripts

my_path=PATH
my_path=$PATH

5. Create a local variable named mammaland assign it the value gnu:

var_sub with the appropriate
we obtain The value of mammal is gnu
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var_sub="The value of mammal is $mammal”

7. Turn mammalinto an environment variable:

export mammal

8. Search for it with set and grep :

set | grep mammal

9. Search foritwith env and grep :

env | grep mammal

10. Create, in two consecutive commands, an environment variable named BIRD whose value is
penguin

BIRD=penguin; export BIRD

11. Create, in a single command, an environment variable named NEW_BIRDwhose value is
yellow-eyed penguin

export NEW_BIRD="yellow-eyed penguin”

or

export NEW_BIRD="yellow-eyed penguin’

12. Assuming you are user2 , use mkdir to create a folder named bin in your home directory:

mkdir ~/bin

or

mkdir /home/user2/bin
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or

mkdir SHOME/bin

13. Type the command to add the
searches for binaries:

PATH="$HOME/bin:$PATH"

PATH=~/bin:3PATH or PATH=
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~/bin  folder to your PATHSso that it is the first directory  bash

/home/user2/bin:$PATH are equally valid.

14. To guarantee the value of PATHremains unaltered across reboots, what piece of code!N!in the
form of an if statement!Nlwould you putinto  ~/.profile ?

if [ -d "$HOME/bin" ] ; then
E PATH="$HOME/bin:$PATH"
fi
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Answers to Explorational Exercises

1. let : more than arithmetic expression evaluation:

# Do a manpage or web search for let and its implications when setting variables and create
a new local variable named my_val whose value is 10!N!as a result of adding 5 and 5:

let"my_val =5 + 5"
or
let'my val=5+5'

# Now create another variable named  your_val whose value is 5!Nlas a result of dividing the
value of my_val into 2:

let "your_val = $my_val / 2"
or
let 'your_val = $my_val / 2'

2. The result of a command in a variable? Of course, that is possible; it is called command
substitution . Investigate it and study the following function named music_info

music_info(){
latest_music="Is -I1t ~/Music | head -n 6°
echo -e "Your latest 5 music files:\n$latest_music"

}
The result of the command Is -I1t ~/Music | head -n 6 becomes the value of the
variable latest music . Then the variable latest_ music is referenced in the echo command
(which outputs the total number of bytes occupied by the Music folder and the latest five music

files stored in the Music folder!Nlone per line).

Which of the following is a valid synonym for
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latest_music="Is -I1t ~/Music | head -n 6°

It is option A:

latest_music=$(Is -I1t ~/Music| head -n 6)
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Linux
Professional
Institute

105.1 Lesson 3

Certificate: LPIC-1

Version: 5.0

Topic: 105 Shells and Shell Scripting

Objective: 105.1 Customize and use the shell environment
Lesson: 30f3

Introduction

After going through shells, startup scripts and variables in the previous lessons, we will round the
whole topic of customizing the shell off by having a look at two very interesting shell elements:
aliases and functions . In fact the entire group of variables, aliases and functions!N!and their
influence on one another!Nlis what makes up the shell environment.

The main strength of these two flexible and time-saving shell facilities has to do with the concept
of encapsulation: they offer the possibility of putting together!Nlunder a single command!N!a
series of repetitive or recurrent commands.

Creating Aliases

An alias is a substitute name for another command(s). It can run like a regular command, but
instead executes another command according to the alias definition.

The syntax for declaring aliases is quite straightforward. Aliases are declared by writing the
keyword alias followed by the alias assignment. In turn, the alias assignment consists of the alias
name, an equal sign and one or more commands:

nnnnnnnnn
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alias alias_name=command(s)

For example:
$ alias oldshell=sh

This awkward alias will start an instance of the original sh shell when the user types oldshell
into the terminal:

$ oldshell
$

The power of aliases lies in that they allow us to write short versions of long commands:
$ alias Is='ls --color=auto’

NOTE For information about Is and its colors, type man dir_colors into the terminal.

Likewise, we can create aliases for a series of concatenated commands!N!the semicolon ( ;) is used
as a delimiter. We can, for instance, have an alias that gives us information about the location of
the git executable and its version:

$ alias git_info='which git;git --version'
To invoke an alias, we type its name into the terminal:

$ git_info
[usr/bin/git
git version 2.7.4

The alias command will produce a listing of all available aliases in the system:

$ alias

alias git-info="which git;git --version'
alias Is='ls --color=auto’

alias oldshell="sh'
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The unalias command removes aliases. We can, for instance, unalias git-info and see how it
disappears from the listing:

$ unalias git-info

$ alias

alias Is='ls --color=auto'
alias oldshell="sh'

As we saw with the alias hi='echo We salute you.' in a previous lesson, we must enclose
commands in quotes (either single or double) when!Nlas a result of having arguments or
parameters!N!they contain spaces:

$ alias greet="echo Hello world!
$ greet
Hello world!

Commands with spaces include also those with options:
$ alias lI='Is -al'

Now I will list all files!Nlincluding the hidden ones ( a)!Nlin the long format ( 1).

We can reference variables in aliases:

$ reptile=uromastyx

$ alias greet="echo Hello $reptile!’
$ greet

Hello uromastyx!

The variable can also be assigned within the alias:

$ alias greet="reptile=tortoise; echo Hello $reptile!"
$ greet
Hello tortoise!

We can escape an alias with \:

$ alias where?='echo $PWD'
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$ where?
/home/user2
$ \where?

-bash: where?: command not found

Escaping an alias is useful when an alias has the same name as a regular command. In this case,
the alias takes precedence over the original command, which, however, is still be accessible by
escaping the alias.

Likewise, we can put an alias inside another alias:

$ where?

/home/user2

$ alias my_home=where?
$ my_home
/home/user2

On top of that, we can also put a function inside an alias as you will be shown below.

Expansion and Evaluation of Quotes in Aliases

When using quotes with environment variables, single quotes make the expansion dynamic:

$ alias where?='echo $PWD'
$ where?

/home/user2

$ cd Music

$ where?
/home/user2/Music

However, with double quotes the expansion is done statically:

$ alias where?="echo $PWD"
$ where?

/home/user2

$ cd Music

$ where?

/home/user2

Anaaa L aan A Linux A aaa
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Persistence of Aliases: Startup Scripts

Just as with variables, for our aliases to gain persistence, we must put them into initialization
scripts that are sourced at startup. As we already know, a good file for users to put their personal
aliases in is ~/.bashrc . You will probably find some aliases there already (most of them
commented out and ready to be used by removing the leading #):

$ grep alias .bashrc
# enable color support of Is and also add handy aliases

mp

alias Is='ls --color=auto'

m»

#alias dir="dir --color=

mp

#alias vdir="vdir --color=

m»

#alias grep='grep --color=
#alias fgrep="fgrep --color’

mp

E #alias egrep="egrep --color=

# some more Is aliases

#ll="ls -al'

#alias la='ls -A'

#alias I='ls -CF'

# ~/.bash_aliases, instead of adding them here directly.
if [ -f ~/.bash_aliases |; then

E . ~/.bash_aliases

As you can read in the last three lines, we are offered the possibility of having our own alias-
dedicated file!N! ~/.bash_aliases IN'and have it sourced by .bashrc with every system start. So
we can go for that option and create and populate such file:

HHHHHHHHHH

# .bash_aliases:

# a file to be populated by the user's personal aliases (and sourced by ~/.bashrc).
HHHHH T

alias git_info="which git;git --version’

alias greet="echo Hello world!"

alias lI='ls -al'

alias where?='echo $PWD'

Creating Functions

Compared to aliases, functions are more programmatic and flexible, specially when it comes to
exploiting the full potential of Bash special built-in variables and positional parameters. They are
also great to work with flow control structures such as loops or conditionals. We can think of a
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function as a command which includes logic through blocks or collections of other commands.

Two Syntaxes for Creating Functions
There are two valid syntaxes to define functions.

Using the keyword  function

On the one hand, we can use the keyword function , followed by the name of the function and

the commands between curly brackets:

function function_name {
command #1
command #2
command #3

command #n

}

Using ()

On the other, we can leave out the keyword function  and use two brackets right after the

name of the function instead:

function_name() {
command #1
command #2
command #3

command #n

}

It is commonplace to put functions in files or scripts. However, they can also be written directly
into the shell prompt with each command on a different line!N!note PS2(>) indicating a new line

after a line break:

$ greet() {
> greeting="Hello world!"

::::::::
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> echo $greeting

>}

Whatever the case!N!and irrespective of the syntax we choose!N!, if we decide to skip line breaks
and write a function in just one line, commands must be separated by semicolons (note the
semicolon after the last command too):

$ greet() { greeting="Hello world!"; echo $greeting; }

bash did not complain when we pressed Enter, so our function is ready to be invoked. To invoke a
function, we must type its name into the terminal:

$ greet
Hello world!

Just as with variables and aliases, if we want functions to be persistent across system reboots we
have to put them into shell initialization scripts such as /etc/bash.bashrc (global) or
~/.bashrc  (local).

After adding aliases or functions to any startup script file, you should source
WARNING such files with either . or source for the changes to take effect if you do not
want to logout and back in again or reboot the system.

Bash Special Built-in Variables

The Bourne Again Shell comes with a set of special variables which are particularly useful for
functions and scripts. These are special because they can only be referenced!N!not assigned. Here
is a list of the most relevant ones:

$?
This variableOs reference expands to the result of the last command run. A value of 0 means
success:

$ ps aux | grep bash

user2 420 0.0 0.4 21156 5012 pts/0 Ss 17:10 0:00 -bash
user2 640 0.0 0.0 12784 936 pts/O S+ 18:04 0:00 grep bash
$ echo $?

0



A value other than 0 means error:

userl@debian:~$  ps aux |rep bash
-bash: rep: command not found
userl@debian:~$  echo $?

127

$$
It expands to the shell PID (process ID):

$ ps aux | grep bash
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user2 420 0.0 0.4 21156 5012 pts/0 Ss 17:10 0:00 -bash
user2 640 0.0 0.0 12784 936 pts/O S+ 18:04 0:00 grep bash

$ echo $$
420

$!

It expands to the PID of the last background job:

$ ps aux | grep bash &
[1] 663

$user2 420 0.0 0.4 21156 5012 pts/0 Ss+ 17:10 0:00 -bash
user2 663 0.0 0.0 12784 972pts/0 S 18:08 0:00 grep bash

"C

[1]+ Done ps aux | grep bash
$ echo $!

663

NOTE Remember, the ampersand ( &) is used to start processes in the background.

Positional parameters  $0 through $9

They expand to the parameters or arguments being passed to the function (alias or script)!N! $0

expanding to the name of the script or shell.

Let us create a function to demonstrate positional parameters!N!note PS2 (>) indicating new

lines after line breaks:

$ special_vars() {
> echo $0
> echo $1

AAAAAAAAAAAAAAAAAAAAAAA
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> echo $2
> echo $3

}

Now, we will invoke the function (  special_vars ) passing three parameters to it ( debian ,
ubuntu , zorin ):

$ special_vars debian ubuntu zorin
-bash

debian

ubuntu

zorin

It worked as expected.

Although passing positional parameters to aliases is technically possible, it
is not at all functional since!N!with aliases!N!positional parameters are
always passed at the end:

WARNING

$ alias great_editor="echo $1 is a great text editor'
$ great_editor emacs
is a great text editor emacs

Other Bash special built-in variables include:

$#
It expands to the number of arguments passed to the command.

$Q@ $*
They expand to the arguments passed to the command.

$

It expands to the last parameter or the name of the script (amongst other things; see man bash
to find out more!):

Variables in Functions
Of course, variables can be used within functions.

To prove it, this time we will create a new empty file called funed and put the following function
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into it;

editors() {
editor=emacs

echo "My editor is: $editor. $editor is a fun text editor.”

}

As you may have guessed by now, we must source the file first to be able to invoke the function:

$ . funed

And now we can test it;

$ editors
My editor is emacs. emacs is a fun text editor.

As you can appreciate, for the editors  function to work properly, the editor  variable must first
be set. The scope of that variable is local to the current shell and we can reference it as long as the
session lasts:

$ echo $editor
emacs

Together with local variables we can also include environment variables in our function:

editors() {
editor=emacs

echo "The text editor of SUSER is: $editor.”
}

editors

Note how this time we decided to call the function from within the file itself ( editors  in the last
line). That way, when we source the file, the function will also be invoked!N!all at once:

Version: 2026-03-26 EEE | EEE Licensed un@ BY-NC-ND 4.0 EEE | Ekning.Ipi.org EEF
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$ . funed
The text editor of user2 is: emacs.

Positional Parameters in Functions

Something similar occurs with positional parameters.

We can pass them to functions from within the file or script (note the last line: editors
tortoise  ):
editors() {

editor=emacs

echo "The text editor of SUSER is: $editor.”
echo "Bash is not a $1 shell."

}

editors tortoise

We source the file and prove it works:

$ . funed
The text editor of user2 is: emacs.
Bash is not a tortoise shell.

And we can also pass positional parameters to functions at the command line. To prove it, we get
rid of the last line of the file:

editors() {
editor=emacs

echo "The text editor of SUSER is: $editor.”
echo "Bash is not a $1 shell."

}

Then, we have to source the file:
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$ . funed

Finally, we invoke the function with tortoise as the positional parameter $1 at the command
line:

$ editors tortoise
The text editor of user2 is: emacs.
Bash is not a tortoise shell.

Functions in Scripts
Functions are mostly found in Bash scripts.

Turning our funed file into a script (we will name it  funed.sh ) is really a piece of cake:

#1/bin/bash
editors() {
editor=emacs

echo "The text editor of SUSER is: $editor."
echo "Bash is not a $1 shell."

}

editors tortoise

That is it! We only added two lines:

¥ The first line is the shebang and defines what program is going to interpret the script:
#l/bin/bash . Curiously enough, that programis  bash itself.

¥ The last line is simply the invocation of the function.

Now there is only one thing left!N!we have to make the script executable:

$ chmod +x funed.sh

And now it is ready to be executed:

AAAAAAAAAAAAAAAAAAAAAAA
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$ ./funed.sh
The text editor of user2 is: emacs.
Bash is not a tortoise shell.

NOTE You will learn all about  shell scripting in the next few lessons.

A Function within an Alias

As said above, we can put a function inside an alias:
$ alias great_editor='gr8_ed() { echo $1 is a great text editor; unset -f gr8_ed; }; gr8_ed'

This long alias value deserves an explanation. Let us break it down:
¥ First there is the function itself:  gr8 ed() { echo $1 is a great text editor; unset
-fgr8 ed;}

¥ The last command in the function!N!  unset -f gr8_ed INlunsets the function so that it does
not remain in the present bash session after the alias is called.

¥ Last but not least, to have a successful alias invocation, we must first invoke the function too:
gr8_ed .

Let us invoke the alias and prove it works:

$ great_editor emacs
emacs is a great text editor

As shown in unset -f gr8_ed above, the unset command is not only used to unset variables,
but also functions. In fact, there are specific switches or options:

unset -v

for variables

unset -f

for functions

If used without switches, unset will try to unset a variable first and!N!if it fails!N!then it will try to
unset a function.




LPIC-1 (102) (Version 5.0) | 105.1 Customize and use the shell environment

A Function within a Function

Now say we want to communicate two things to user2 every time she logs into the system:

¥ Say hello and recommend/praise a text editor.

¥ Since she is starting to put a lot of Matroska video files inits $HOME/Video folder, we also want
to give her a warning.

To accomplish that purpose, we have put the following two functions into
/home/user2/.bashrc

The first function ( check vids ) does the checking on .mkv files and the warning:

check_vids() {

E Is-1~/Video/*.mkv > /dev/null 2>&1

E if["$?"="0"];then

E echo -e "Remember, you must not keep more than 5 video files in your Video
folder.\nThanks."

else

echo -e "You do not have any videos in the Video folder. You can keep up to 5.\nThanks."
fi

= [ m

check vids does three things:

¥ It lists the mkv files in ~/Video sending the output!N!and any errors!N!to the so-called bit-
bucket (/dev/null ).

¥ |t tests the output of the previous command for success.

¥ Depending on the result of the test, it echoes one of two messages.

The second function is a modified version of our editors  function:

editors() {
editor=emacs

echo "Hi, SUSER!"
echo "$editor is more than a text editor!"

check vids

}
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editors

It is important to observe two things:
¥ The last command of editors invokes check vids so both functions get chained: The
greeting, praise and the checking and warning are executed in sequence.

¥ editors  itself is the entry point to the sequence of functions so it is invoked in the last line
(editors ).

Now, let us log in as user2 and prove it works:

# su - user2
Hi, user2!

emacs is more than a text editor!

Remember, you must not keep more than 5 video files in your Video folder.
Thanks.

€arning.Ipi.org  EEE | EEE Licensed unde&rBY-NC-ND 4.0 EEE | EEE Version: 2026-03-26



LPIC-1 (102) (Version 5.0) | 105.1 Customize and use the shell environment

Guided Exercises

1. Complete the table with OYesO or ONoO considering the capabilities of aliases and functions:

Feature Aliases? Functions?
Local variables can be used

Environment variables can be
used

Can be escaped with \
Can be recursive

Very productive when used
with positional parameters
2. Enter the command that list all aliases in your system:
3. Write an alias named logg that lists all ogg files in ~/Music !Nlone per line:
4. Invoke the alias to prove it works:
5. Now, modify the alias so that it echoes out the sessionOs user and a colon before the listing:
6. Invoke it again to prove this new version also works:
7. List all aliases again and check your logg alias appears in the listing:

8. Remove the alias:

9. Study the columns OAlias NameO and OAliased Command(s)'O and assign the aliases to their
values correctly:
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10.

11.

12.

13.

14.

15.

Alias Name
b

bash_info

kernel_info
greet

computer

As root , write a function called

Aliased Command(s) Alias Assignment
bash

which bash +echo
"$BASH_VERSION"

uname -r
echo Hi, $USER!
pc=slimbook +echo My

computer is a $pc

my_fun in /etc/bash.bashrc . The function must say hello to

the user and tell them what their path is. Invoke it so that the user gets both messages every

time they log in:

Login as user2 to check it works:

Write the same function in just one line:

Invoke the function:

Unset the function:

This is a modified version of the

$ special_vars2() {
> echo $#

>echo$

> echo $1

> echo $4

> echo $6

> echo $7

>echo$

> echo $@

> echo $?

74 EEE | [E2Errofess

special_vars function:




>}

This is the command we use
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to invoke it:

$ special_vars2 crying cockles and mussels alive alive oh

Guess the outputs:

Reference
echo $#
echo $_
echo $1
echo $4
echo $6
echo $7
echo $_
echo $@

echo $?

Value

16. Based on the sample function ( check vids ) in the section OA Function within a FunctionO,
check_music to include into a bash startup script that accepts
positional parameters so that we can modify easily:

write a function named

# the type of file being checked: ogg

# the directory in which files are saved: ~/Music

# the type of file being kept:

music

# the number of files being saved: 7

nnnnnnnnn
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Explorational Exercises

1. Read-only functions are those whose contents we cannot modify. Do a research on readonly
functions and complete the following table:

Function Name Make it readonly List all readonly Functions

my_fun

2. Search the web for how to modify ~ PS1 and anything else you may need to write a function
called fyi (to be placed in a startup script) which gives the user the following information:

# name of the user

# home directory

# name of the host

# operating system type

# search path for executables

# mail directory

# how often mail is checked

# how many shells deep the current session is

# prompt (you should modify it so that it shows <user>@<host-date> )

76 EEE | 2z rrofess
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Summary

In this lesson you learned:

¥ Both aliases and functions are important features of the shell that allow us to encapsulate
recurrent blocks of code.

¥ Aliases are useful to have shorter versions of long and/or complicated commands.

¥ Functions are procedures that implement logic and allow us to automate tasks, specially when
used in scripts.

¥ The syntax to write aliases and functions.

¥ How to concatenate various commands by means of the semicolon ( ).

¥ How to properly use quotes with aliases.

¥ How to make aliases and functions persistent.

¥ Bash special built-in variables:  $?, $$, $! , positional parameters ( $0-$9), $#, 3@ $* and $_.
¥ How to use variables and positional parameters with functions.

¥ How to use functions in scripts.

¥ How to invoke a function from an alias.

¥ How to invoke a function from another function.

¥ The basics for creating a bash script.
Commands and keywords used in this lesson:

alias

Create aliases.

unalias

Remove aliases.

cd
Change directory.

grep
Print lines matching a pattern.

function

Shell keyword to create functions.

AAAAAAAAAAAAAAAAAAAAAAA
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Source a file.

source

Source a file.

ps
Report a snapshot of the current processes.

echo

Display a line of text.

chmod

Change mode bits of a file, for example make it executable.

unset

Unset variables and functions.

Su

Change user ID or become superuser.
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Answers to Guided Exercises

1. Complete the table with OYesO or ONoO considering the capabilities of aliases and functions:

2. Enter the command that list all aliases in your system:

w

o

ol

o

Feature Aliases?
Local variables can be used Yes

Environment variables can be Yes
used

Can be escaped with \ Yes
Can be recursive Yes
Very productive when used No

with positional parameters

alias

. Write an alias named

alias logg='ls -1 ~/Music/*ogg'

Invoke the alias to prove it works:

logg

. Now, modify the alias so that it echoes out the sessionOs user and a colon before the listing:

alias logg="echo $USER:; Is -1 ~/Music/*ogg'

. Invoke it again to prove this new version also works:

logg

Functions?

Yes

Yes

No
Yes

Yes

. List all aliases again and check your logg alias appears in the listing:

logg that lists all ogg files in ~/Music !N!one per line:
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alias
8. Remove the alias:
unalias logg

9. Study the columns OAlias NameO and OAliased Command(s)O and assign the aliases to their
values correctly:

Alias Name Aliased Command(s) Alias Assignment
b bash alias b=bash
bash_info which bash  +echo alias bash_info="which
"$BASH_VERSION" bash; echo
"$BASH_VERSION™
kernel_info uname -r alias kernel_info="uname
-r'
greet echo Hi, 3USER! alias greet="echo Hi,
$USER'
computer pc=slimbook +echo My alias
computer is a $pc computer="pc=slimbook;
echo My computer is a
$pc'

NOTE Single quotes can also be replaced by double ones.

10. Asroot , write a function called my_fun in /etc/bash.bashrc . The function must say hello to
the user and tell them what their path is. Invoke it so that the user gets both messages every
time they log in:

Option A:

my_fun() {
echo Hello, $USER!

echo Your path is: $PATH
}

my_fun
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11.

12.

13.

14.

15.
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Option B:

function my_fun {

echo Hello, $USER!

echo Your path is: $PATH
}

my_fun

Login as user2 to check it works:

Su - user2

Write the same function in just one line:

Option A:

my_fun() { echo "Hello, SUSER!"; echo "Your path is: $PATH"; }

Option B:

function my_fun { echo "Hello, SUSER!"; echo "Your path is: $PATH"; }

Invoke the function:

my_fun

Unset the function:

unset -f my_fun

This is a modified version of the  special_vars function:

$ special_vars2() {
> echo $#
>echo $_
> echo $1
> echo $4
> echo $6

Version: 2026-03-26 EEE | EEE Licensed un@ BY-NC-ND 4.0 EEE | Ekning.Ipi.org EEF
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> echo $7
>echo $_
> echo $@
> echo $?

>}

This is the command we use to invoke it:

$ special_vars2 crying cockles and mussels alive alive oh

Guess the outputs:

Reference Value

echo $# 7

echo $_ 7

echo $1 crying

echo $4 mussels

echo $6 alive

echo $7 oh

echo $_ oh

echo $@ crying cockles and mussels alive
alive oh

echo $? 0

16. Based on the sample function ( check_vids ) in section OA Function within a FunctionO, write a
function named check _music to include into a bash startup script that accepts positional
parameters so that we can modify easily:

# the type of file being checked: ogg
# the directory in which files are saved: ~/Music
# the type of file being kept:  music

# the number of files being saved: 7

check_music() {
E Is-1~/$1/*.$2 > ~/.mkv.log 2>&1

E if["$?"="0"]ithen
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E echo -e "Remember, you must not keep more than $3 $4 files in your $1
folder.\nThanks."

E else

E echo -e "You do not have any $4 files in the $1 folder. You can keep up to
$3.\nThanks."

E fi
}

check_music Music ogg 7 music

PN Linux
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Answers to Explorational Exercises

1. Read-only functions are those whose contents we cannot modify. Do a research on readonly
functions and complete the following table:

Function Name Make it readonly List all readonly Functions

my_fun readonly -f my_fun readonly -f

2. Search the web for how to modify ~ PS1 and anything else you may need to write a function
called fyi (to be placed in a startup script) which gives the user the following information:

# name of the user

# home directory

# name of the host

# operating system type

# search path for executables

# mail directory

# how often mail is checked

# how many shells deep the current session is

# prompt (you should modify it so that it shows <user>@<host-date> )

fyi() {

E echo -e "For your Information:\n

E Username: $USER

E Home directory: $HOME

E Host: $SHOSTNAME

E Operating System: $OSTYPE

E Path for executable files: $PATH

E Your mail directory is $SMAIL and is searched every $MAILCHECK seconds.
E The current level of your shell is: $SHLVL"
E PS1="u@\h-\d"

}
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Linux
Professional
Institute

105.2 Customize or write simple scripts

Reference to LPI objectives

LPIC-1 5.0, Exam 102, Objective 105.2

Weight
4

Key knowledge areas

¥ Use standard sh syntax (loops, tests).

¥ Use command substitution.

¥ Test return values for success or failure or other information provided by a command.
¥ Execute chained commands.

¥ Perform conditional mailing to the superuser.

¥ Correctly select the script interpreter through the shebang ( #1) line.

¥ Manage the location, ownership, execution and suid-rights of scripts.

Partial list of the used files, terms and utilities
¥ for

¥ while
¥ test
¥ if

¥ read
¥ seq

¥ exec

AAAAAAAAAAAAAAAAAAAAAAA
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¥l
¥ &&
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Linux
Professional
Institute

105.2 Lesson 1

Certificate: LPIC-1

Version: 5.0

Topic: 105 Shells and Shell Scripting

Objective: 105.2 Customize or write simple scripts

Lesson: lof2

Introduction

The Linux shell environment allows the use of files!N!called scripts IN!containing commands from

any available program in the system combined with shell builtin commands to automate a userOs
and/or a systemOs custom tasks. Indeed, many of the operating system maintenance tasks are
performed by scripts consisting of sequences of commands, decision structures and conditional
loops. Although scripts are most of the time intended for tasks related to the operating system
itself, they are also useful for user oriented tasks, like mass renaming of files, data collecting and
parsing, or any otherwise repetitive command line activities.

Scripts are nothing more than text files that behave like programs. An actual program!N!the
interpreter!N!Ireads and executes the instructions listed in the script file. The interpreter can also
start an interactive session where commands!N!lincluding scripts!N!are read and executed as they
are entered, as is the case with Linux shell sessions. Script files can group those instructions and
commands when they grow too complex to be implemented as an alias or a custom shell function.
Furthermore, script files can be maintained like conventional programs and, being just text files,
they can be created and modified with any simple text editor.
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Script Structure and Execution

Basically, a script file is an ordered sequence of commands that must be executed by a
corresponding command interpreter. How an interpreter reads a script file varies and there are

distinct ways of doing so in a Bash shell session, but the default interpreter for a script file will be

the one indicated in the first line of the script, just after the characters #! (known as shebang). In a
script with instructions for the Bash shell, the first line should be #l/bin/bash . By indicating this
line, the interpreter for all the instructions in the file will be /bin/bash . Except for the first line,
all other lines starting with the hash character # will be ignored, so they can be used to place
reminders and comments. Blank lines are also ignored. A very concise shell script file can
therefore be written as follows:

#!/bin/bash
# A very simple script
echo "Cheers from the script file! Current time is: "

date +%H:%M

This script has only two instructions for the /bin/bash interpreter: the builtin command echo
and the command date . The most basic way to run a script file is to execute the interpreter with

the script path as the argument. So, assuming the previous example was saved in a script file
named script.sh in the current directory, it will be read and interpreted by Bash with the
following command:

$ bash script.sh
Cheers from the script file! Current time is:
10:57

Command echo will automatically add a new line after displaying the content, but the option -n
will suppress this behaviour. Thus, using echo -n in the script will make the output of both
commands to appear in the same line:

$ bash script.sh
Cheers from the script file! Current time is: 10:57

Although not required, the suffix .sh helps to identify shell scripts when listing and searching for
files.
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Bash will call whatever command is indicated after the #!1 as the interpreter for the
1P script file. It may be useful, for example, to employ the shebang for other scripting
languages, like Python (#!/usr/bin/python ), Perl (#!/usr/bin/perl ) or awk

(#!/usr/bin/awk ).

If the script file is intended to be executed by other users in the system, it is important to check if

the proper reading permissions are set. The command chmod o+r script.sh will give reading
permission to all users in the system, allowing them to execute script.sh by placing the path to
the script file as the argument of command bash . Alternatively, the script file may have the
execution bit permission set so the file can be executed as a conventional command. The
execution bit is activated on the script file with the command chmod:

$ chmod +x script.sh

With the execution bit enabled, the script file named script.sh in the current directory can be
executed directly with the command Jscript.sh . Scripts placed in a directory listed in the PATH
environment variable will also be accessible without their complete path.

A script performing restricted actions may have its SUID permission activated,
so ordinary users can also run the script with root privileges. In this case, it is

WARNING very important to ensure that no user other than root has the permission to
write in the file. Otherwise, an ordinary user could modify the file to perform
arbitrary and potentially harmful operations.

The placement and indentation of commands in script files are not too rigid. Every line in a shell
script will be executed as an ordinary shell command, in the same sequence as the line appears in
the script file, and the same rules that apply to the shell prompt also apply to each script line
individually. It is possible to place two or more commands in the same line, separated by
semicolons:

echo "Cheers from the script file! Current time is:" ; date +%H:%M

Although this format might be convenient at times, its usage is optional, as sequential commands
can be placed one command per line and they will be executed just as they were separated by
semicolons. In other words, the semicolon can be replaced by a new line character in Bash script
files.

When a script is executed, the commands contained therein are not executed directly in the
current session, but instead they are executed by a new Bash process, called a sub-shell. It
prevents the script from overwriting the current sessionOs environment variables and from
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leaving unattended modifications in the current session. If the goal is to run the scriptOs contents
in the current shell session, then it should be executed with source script.sh or . script.sh
(note that there is a space between the dot and the script name).

As it happens with the execution of any other command, the shell prompt will only be available

again when the script ends its execution and its exit status code will be available in the $?
variable. To change this behaviour, so the current shell also ends when the script ends, the
script!Nlor any other command!N!can be preceded by the exec command. This command will
also replace the exit status code of the current shell session with its own.

Variables

Variables in shell scripts behave in the same way as in interactive sessions, given that the
interpreter is the same. For example, the format SOLUTION=42 (without spaces around the equal
sign) will assign the value 42 to the variable named SOLUTION By convention, uppercase letters
are used for variable names, but itOs not mandatory. Variable names can not, however, start with

non alphabetical characters.

In addition to the ordinary variables created by the user, Bash scripts also have a set of special
variables called parameters . Unlike ordinary variables, parameter names start with a non-
alphabetical character that designates its function. Arguments passed to a script and other useful
information are stored in parameters like $0, $*, $?, etc, where the character following the dollar
sign indicates the information to be fetched:

$~k
All the arguments passed to the script.
$@

All the arguments passed to the script. If used with double quotes, as in "$@", every argument
will be enclosed by double quotes.

$#
The number of arguments.

$0
The name of the script file.

$!
PID of the last executed program.
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$3
PID of the current shell.

$?
Numerical exit status code of the last finished command. For POSIX standard processes, a

numerical value of 0 means that the last command was successfully executed, which also
applies to shell scripts.

A positional parameter is a parameter denoted by one or more digits, other than the single digit 0.
For example, the variable $1 corresponds to the first argument given to the script (positional
parameter one), $2 corresponds to the second argument, and so on. If the position of a parameter

is greater than nine, it must be referenced with curly braces, as in ${10} , ${11} , etc.

Ordinary variables, on the other hand, are intended to store manually inserted values or the
output generated by other commands. Command read , for example, can be used inside the script
to ask the user for input during script execution:

echo "Do you want to continue (y/n)?"
read ANSWER

The returned value will be stored in the ANSWERyariable. If the name of the variable is not
supplied, the variable name REPLY will be used by default. It is also possible to use command
read to read more than one variable simultaneously:

echo "Type your first name and last name:"
read NAME SURNAME

In this case, each space separated term will be assigned to the variables NAMEand SURNAME
respectively. If the number of given terms is greater than the number of variables, the exceeding
terms will be stored in the last variable. read itself can display the message to the user with

option -p , making the echo command redundant in this case:

read -p "Type your first name and last name:" NAME SURNAME

Scripts performing system tasks will often require information provided by other programs. The
backtick notation can be used to store the output of a command in a variable:

$ OS="uname -0

AAAAAAAAAAAAAAAAAAAAAAA



LPIC-1 (102) (Version 5.0) | Topic 105: Shells and Shell Scripting

In the example, the output of command uname -0 will be stored in the OSvariable. An identical
result will be produced with  $() :

$ OS=$(uname -0)

The length of a variable, that is, the quantity of characters it contains, is returned by prepending a
hash # before the name of the variable. This feature, however, requires the use of the curly braces
syntax to indicate the variable:

$ OS=$(uname -0)
$ echo $0S
GNU/Linux

$ echo ${#OS}

9

Bash also features one-dimensional array variables, so a set of related elements can be stored with

a single variable name. Every element in an array has a numerical index, which must be used to
write and read values in the corresponding element. Different from ordinary variables, arrays

must be declared with the Bash builtin command declare . For example, to declare a variable
named SIZES as an array:

$ declare -a SIZES

Arrays can also be implicitly declared when populated from a predefined list of items, using the
parenthesis notation:

$ SIZES=(1048576 1073741824 )

In the example, the two large integer values were stored in the SIZES array. Array elements must
be referenced using curly braces and square brackets, otherwise Bash will not change or display

the element correctly. As array indexes start at 0, the content of the first element is in
${SIZES[0]} , the second elementisin ${SIZES[1]} , and so on:

$ echo ${SIZES[O]}
1048576

$ echo ${SIZES[1]}
1073741824
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Unlike reading, changing an array elementOs content is performed without the curly braces (e.g.,
SIZES[0]=1048576 ). As with ordinary variables, the length of an element in an array is returned

with the hash character (e.g., ${#SIZES[0]}  for the length of the first element in SIZES array).
The total number of elements in an array is returned if @or * are used as the index:

$ echo ${#SIZES[@]}
2

$ echo ${#SIZES[*]}
2

Arrays can also be declared using the output of a command as the initial elements through
command substitution. The following example shows how to create a Bash array whose elements
are the current systemOs supported filesystems:

$ FS=($(cut -f 2 < /proc/filesystems) )

The command cut -f 2 < /proc/filesystems will display all the filesystems currently
supported by the running kernel (as listed in the second column of the file /proc/filesystems ),
so the array FS now contains one element for each supported filesystem. Any text content can be

used to initialize an array as, by default, any terms delimited by space, tab or newline characters

will become an array element.

Bash treats each character of an environment variableOs  $IFS (Input Field Separator )
TIP as a delimiter. To change the field delimiter to newline characters only, for example,
the IFS variable should be reset with command IFS=$"\n'

Arithmetic Expressions

Bash provides a practical method to perform integer arithmetic operations with the builtin
command expr . Two numerical variables, $VAL1 and $VAL2 for example, can be added together
with the following command:

$ SUM="expr $VAL1 + $VAL2"

The resulting value of the example will be available in the $SUMvariable. Command expr can be
replaced by $(()) , so the previous example can be rewritten as  SUM=$(( $VAL1 + $VAL2))
Power expressions are also allowed with the double asterisks operator, so the previous array
declaration SIZES=( 1048576 1073741824) could be rewritten as  SIZES=( $((1024**2))
$((1024**3)) )
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Command substitution can also be used in arithmetic expressions. For example, the file
/proc/meminfo  has detailed information about the system memory, including the number of free
bytes in RAM:

$ FREE=$(( 1000 * “sed -nre '2s/[[:digit:])//gp’ < /proc/meminfo ))

The example shows how the command sed can be used to parse the contents of /proc/meminfo
inside the arithmetic expression. The second line of the /proc/meminfo  file contains the amount
of free memory in thousands of bytes, so the arithmetic expression multiplies it by 1000 to obtain

the number of free bytes in RAM.

Conditional Execution

Some scripts usually are not intended to execute all the commands in the script file, but just those

commands that match a predefined criteria. For example, a maintenance script may send a
warning message to the administratorOs email only if the execution of a command fails. Bash
provides specific methods of assessing the success of command execution and general conditional
structures, more similar to those found in popular programming languages.

By separating commands with  &&, the command to the right will be executed only if the command
to the left did not encounter an error, that is, if its exit status was equal to 0:

COMMAND A && COMMAND B && COMMAND C

The opposite behaviour occurs if commands are separated with [| . In this case, the following
command will be executed only if the previous command did encounter an error, that is, if its
returning status code differs from 0.

One of the most important features of all programming languages is the ability to execute
commands depending on previously defined conditions. The most straightforward way to
conditionally execute commands is to use the Bash builtin command if , which executes one or
more commands only if the command given as argument returns a 0 (success) status code.
Another command, test , can be used to assess many different special criteria, so it is mostly used

in conjunction with  if . In the following example, the message  Confirmed: /bin/bash is
executable. will be displayed if the file  /bin/bash  exists and it is executable:

if test -x /bin/bash ; then
E echo "Confirmed: /bin/bash is executable."
fi
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Option -x makes command test return a status code 0 only if the given path is an executable file.
The following example shows another way to achieve the exact same result, as the square
brackets can be used as a replacement for  test

if [ -x /bin/bash ] ; then
E echo "Confirmed: /bin/bash is executable."
fi

The else instruction is optional to the if structure and can, if present, define a command or
sequence of commands to execute if the conditional expression is not true:

if [ -x /bin/bash ] ; then

E echo "Confirmed: /bin/bash is executable."
else

E echo "No, /bin/bash is not executable.”

fi

if structures must always end with fi , so the Bash interpreter knows were the conditional
commands end.

Script Output

Even when the purpose of a script only involves file-oriented operations, it is important to display
progress related messages in the standard output, so the user is kept informed of any issues and
can eventually use those messages to generate operation logs.

The Bash builtin command echo is commonly used to display simple strings of text, but it also
provides some extended features. With option -e, command echo is able to display special
characters using escaped sequences (a backslash sequence designating a special character). For
example:

#!/bin/bash

# Get the operating system's generic hame
0OS=$(uname -0)

# Get the amount of free memory in bytes
FREE=$(( 1000 * “sed -nre '2s/["[:digit:]]//gp’ < /proc/meminfo” ))

echo -e "Operating system:\t$0S"

AAAAAAAAAAAAAAAAAAAAAAA
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echo -e "Unallocated RAM:\t$(( $FREE / 1024**2 )) MB"

Whilst the use of quotes is optional when using echo with no options, it is necessary to add them
when using option -e, otherwise the special characters may not render correctly. In the previous
script, both echo commands use the tabulation character \t to align the text, resulting in the
following output:

Operating system: GNU/Linux
Unallocated RAM: 1491 MB

The newline character \n can be used to separate the output lines, so the exact same output is
obtained by combining the two  echo commands into only one:

echo -e "Operating system:\t$OS\nUnallocated RAM:\t$(( $FREE / 1024**2 )) MB"

Although fit to display most text messages, command echo may not be well suited to display more
specific text patterns. Bash builtin command printf  gives more control over how to display the
variables. Command printf uses the first argument as the format of the output, where
placeholders will be replaced by the following arguments in the order they appear in the
command line. For example, the message of the previous example could be generated with the
following printf  command:

printf "Operating system:\t%s\nUnallocated RAM:\t%d MB\n" $0OS $(( $FREE / 1024**2))

The placeholder %sis intended for text content (it will be replaced by the $OSvariable) and the %d
placeholder is intended to integer numbers (it will be replaced by the resulting number of free
megabytes in RAM). printf  does not append a newline character at the end of the text, so the
newline character \n should be placed at the end of the pattern if needed. The entire pattern
should be interpreted as a single argument, so it must be enclosed in quotes.

The format of placeholder substitution performed by printf can be customized
using the same format used by the  printf function from the C programming
language. The full reference for the  printf  function can be found in its manual page,
accessed with the command man 3 printf

TIP

With printf , the variables are placed outside the text pattern, which makes it possible to store
the text pattern in a separate variable:

MSG='Operating system:\t%s\nUnallocated RAM:\t%d MB\n'
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printf "$MSG" $0OS $(( $FREE / 1024*+2))

This method is particularly useful to display distinct output formats, depending on the userOs
requirements. It makes it easier, for example, to write a script that uses a distinct text pattern if
the user requires a CSV ( Comma Separated Values) list rather than a default output message.
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Guided Exercises

1. The -s option for the read command is useful for entering passwords, as it will not show the
content being typed on the screen. How could the read command be used to store the userOs
input in the variable PASSWORW®hile hiding the typed content?

2. The only purpose of the command whoami is to display the username of the user who called it,
so it is mostly used inside scripts to identify the user who is running it. Inside a Bash script,
how could the output of the  whoami command be stored in the variable named  WHQ®

3. What Bash operator should be between the commands apt-get dist-upgrade and
systemctl reboot if the root user wants to execute  systemctl reboot only if apt-get
dist-upgrade finished successfully?
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Explorational Exercises

1. After trying to run a newly created Bash script, a user receives the following error message:
bash: ./script.sh: Permission denied

Considering that the file ./script.sh was created by the same user, what would be the
probable cause of this error?

2. Suppose a script file named do.sh is executable and the symbolic link named undo.sh points

to it. From within the script, how could you identify if the calling flename was do.sh or
undo.sh ?

3. In a system with a properly configured email service, the command mail -s "Maintenance
Error" root <<<"Scheduled task error" sends the notice email message to the root user.
Such a command could be used in unattended tasks, like cronjobs, to inform the system
administrator about an unexpected issue. Write an if construct that will execute the

aforementioned mail command if the exit status of the previous command!N!whatever it
was!Nlis unsuccessful.
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Summary

This lesson covers the basic concepts for understanding and writing Bash shell scripts. Shell
scripts are a core part of any Linux distribution as they offer a very flexible way to automate user
and system tasks performed in the shell environment. The lesson goes through the following
steps:

¥ Shell script structure and correct script file permissions

¥ Script parameters

¥ Using variables to read user input and to store the output of commands

¥ Bash arrays

¥ Simple tests and conditional execution

¥ Output formatting
The commands and procedures addressed were:

¥ Bash builtin notation for command substitution, array expansion and arithmetic expressions
¥ Conditional command execution with the || and &&operators

¥ echo

¥ chmod

¥ exec

¥ read

¥ declare

¥ test

¥ if

¥ printf
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Answers to Guided Exercises

1. The -s option for the read command is useful for entering passwords, as it will not show the
content being typed on the screen. How could the read command be used to store the userOs
input in the variable PASSWORW®hile hiding the typed content?

read -s PASSWORD

2. The only purpose of the command  whoami is to display the username of the user who called it,
so it is mostly used inside scripts to identify the user who is running it. Inside a Bash script,
how could the output of the whoami command be stored in the variable named  WHQ

WHO="whoami" or WHO=$(whoami)

3. What Bash operator should be between the commands apt-get dist-upgrade and
systemctl reboot if the root user wants to execute  systemctl reboot only if apt-get
dist-upgrade finished successfully?

The operator &&, as in apt-get dist-upgrade && systemctl reboot

PPN Ann asa Linux aaa
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Answers to Explorational Exercises

1. After trying to run a newly created Bash script, a user receives the following error message:
bash: ./script.sh: Permission denied

Considering that the file ./script.sh was created by the same user, what would be the
probable cause of this error?

The ./script.sh file does not have the execution permission enabled.

2. Suppose a script file named do.sh is executable and the symbolic link named undo.sh points
to it. From within the script, how could you identify if the calling filename was do.sh or
undo.sh ?

The special variable $0 contains the filename used to call the script.

3. In a system with a properly configured email service, the command mail -s "Maintenance
Error" root <<<"Scheduled task error" sends the notice email message to the root user.
Such a command could be used in unattended tasks, like cronjobs, to inform the system
administrator about an unexpected issue. Write an if construct that will execute the
aforementioned mail command if the exit status of the previous command!N!whatever it
was!Nlis unsuccessful.

if [ "$?" -ne 0 ]; then mail -s "Maintenance Error" root <<<"Scheduled task
error"; fi
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Introduction

Shell scripts are generally intended to automate operations related to files and directories, the
same operations that could be performed manually at the command line. Yet, the coverage of shell
scripts are not only restricted to a userOs documents, as the configuration and interaction with
many aspects of a Linux operating system are also accomplished through script files.

The Bash shell offers many helpful builtin commands to write shell scripts, but the full power of
these scripts relies on the combination of Bash builtin commands with the many command line
utilities available on a Linux system.

Extended Tests

Bash as a script language is mostly oriented to work with files, so the Bash builtin command test
has many options to evaluate the properties of filesystem objects (essentially files and directories).
Tests that are focused on files and directories are useful, for example, to verify if the files and
directories required to perform a particular task are present and can be read. Then, associated

with an if conditional construct, the proper set of actions are executed if the test is successful.
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The test command can evaluate expressions using two different syntaxes: test expressions can

be given as an argument to command test or they can be placed inside square brackets, where
command test is given implicitly. Thus, the test to evaluate if letc is a valid directory can be
written as test -d /etc or as [ -d /etc]

$ test-d/etc
$ echo $?
0

$ [-d/etc]
$ echo $?
0

As confirmed by the exit status codes in the special variable $?!N!a value of 0 means the test was
successfullN!both forms evaluated /etc as a valid directory. Assuming the path to a file or
directory was stored in the variable $VAR the following expressions can be used as arguments to
test orinside square brackets:

-a "$VAR"

Evaluate if the path in  VARexists in the filesystem and it is a file.

-b "$VAR"
Evaluate if the path in  VARIs a special block file.

_C "$VAR"

Evaluate if the path in  VARIs a special character file.

-d "$VAR"
Evaluate if the path in  VARIs a directory.

_e "$VAR"

Evaluate if the path in  VARexists in the filesystem.

-f "$VAR"
Evaluate if the path in  VARexists and it is a regular file.

-g "$VAR"
Evaluate if the pathin  VARhas the SGID permission.

-h "$VAR"
Evaluate if the path in  VARIs a symbolic link.
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_L "$VAR"

Evaluate if the path in

-k "$VAR"

Evaluate if the path in

-p "$VAR"

Evaluate if the path in

-r "$VAR"

Evaluate if the path in

'S "$VAR"

Evaluate if the path in

-S "$VAR"

Evaluate if the path in

't "$VAR"

Evaluate if the path in

-u "$VAR"

Evaluate if the path in

'W ||$VAR||

Evaluate if the path in

-X "$VAR"

Evaluate if the path in

-0 "$VAR"

Evaluate if the path in

-G "$VAR"

Evaluate if the path in

-N "$VAR"

Evaluate if the path in

VARIis a symbolic link (like

VARhas the sticky bit permission.

VARIs a pipe file.

VARIs readable by the current user.
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-h).

VARexists and it is not empty.

VARIs a socket file.

VARIs open in a terminal.

VARhas the SUID permission.

VARIis writable by the current user.

VARIs executable by the current user.

VARIis owned by the current user.

VARDbelongs to the effective group of the current user.

VARhas been modified since the last time it was accessed.
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"$VARL" -nt "$VAR2"

Evaluate if the path in  VAR1is newer than the path in VAR2 according to their modification
dates.

"$VAR1" -ot "$VAR2"
Evaluate if the path in  VARL1is older than VAR2

"$VAR1" -ef "$VAR2"
This expression evaluates to True if the path in VARLlis a hardlinkto VAR2

It is recommended to use the double quotes around a tested variable because, if the variable
happens to be empty, it could cause a syntax error for the test command. The test options
require an operand argument and an unquoted empty variable would cause an error due to a
missing required argument. There are also tests for arbitrary text variables, described as follows:

-z "$TXT"

Evaluate if variable TXT is empty (zero size).

-n "$TXT" or test "$TXT"

Evaluate if variable TXT is not empty.

"$TXT1" = "$TXT2" or "$TXT1" == "$TXT2"
Evaluate if TXT1 and TXT2 are equal.

"$TXTL" I="$TXT2"
Evaluate if TXT1 and TXT2 are not equal.

"$TXT1" < "$TXT2"
Evaluate if TXT1 comes before TXT2, in alphabetical order.

"$TXTL" > "$TXT2"

Evaluate if TXT1 comes after TXT2, in alphabetical order.

Distinct languages may have different rules for alphabetical ordering. To obtain consistent results,
regardless of the localization settings of the system where the script is being executed, it is
recommended to set the environment variable LANGto C, as in LANG=C before doing operations
involving alphabetical ordering. This definition will also keep the system messages in the original
language, so it should be used only within script scope.

Numerical comparisons have their own set of test options:



LPIC-1 (102) (Version 5.0) | 105.2 Customize or write simple scripts

$NUM1 -It SNUM2
Evaluate if NUM1is less than NUM2

$NUML1 -gt SNUM2
Evaluate if NUM1is greater than NUM2

$NUML1 -le SNUM2
Evaluate if NUMIis less or equal to NUM2

$NUM1 -ge SNUM2
Evaluate if NUM1is greater or equal to NUM2

$NUML1 -eq $SNUM2
Evaluate if NUMlis equal to NUM2

$NUM1 -ne SNUM2
Evaluate if NUM1is not equal to NUM2

All tests can receive the following modifiers:

' EXPR

Evaluate if the expression EXPRIs false.

EXPR1 -a EXPR2
Evaluate if both EXPR1land EXPR2are true.

EXPR1 -0 EXPR2

Evaluate if at least one of the two expressions are true.

Another conditional construct, case , can be seen as a variation of the if construct. The instruction
case will execute a list of given commands if a specified item!N!the content of a variable, for
example!N!can be found in a list of items separated by pipes (the vertical bar | ) and terminated by
). The following sample script shows how the case construct can be used to indicate the
corresponding software packaging format for a given Linux distribution:

#1/bin/bash
DISTRO=%$1

echo -n "Distribution $DISTRO uses "
case "$DISTRO" in

PPN Ann asa Linux aaa A
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mp

debian | ubuntu | mint)
echo -n "the DEB"

m m

2]

m»

centos | fedora | opensuse )
echo -n "the RPM"

m[mp

mp

)

echo -n "an unknown"

m [T

esac
echo " package format."

Each list of patterns and associated commands must be terminated with L&, or & . The last
pattern, an asterisk, will match if no other previous pattern corresponded beforehand. The esac
instruction ( case backwards) terminates the case construct. Assuming the previous sample script
was named script.sh and it is executed with opensuse as the first argument, the following
output will be generated:

$ ./script.sh opensuse
Distribution opensuse uses the RPM package format.

Bash has an option called nocasematch that enables case-insensitive pattern
matching for the case construct and other conditional commands. The shopt builtin
command toggles the values of settings controlling optional shell behaviour: shopt
-s will enable ( set) the given option and shopt -u  will disable ( unset) the given
option. Therefore, placing shopt -s nocasematch before the case construct will
enable case-insensitive pattern matching. Options modified by shopt will only affect
the current session, so modified options inside scripts running in a sub-shell!N!which

is the standard way to run a script!N!do not affect the options of the parent session.

TIP

The searched item and the patterns undergo tilde expansion, parameter expansion, command
substitution and arithmetic expansion. If the searched item is specified with quotes, they will be
removed before matching is attempted.

Loop Constructs

Scripts are often used as a tool to automate repetitive tasks, performing the same set of commands
untii a stop criteria is verified. Bash has three loop instructions!N! for , until and
while !N!designed for slightly distinct loop constructions.

The for construct walks through a given list of items!N!usually a list of words or any other space-
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separated text segments!N!executing the same set of commands on each one of those items. Before
each iteration, the for instruction assigns the current item to a variable, which can then be used
by the enclosed commands. The process is repeated until there are no more items left. The syntax
of the for construct is:

for VARNAME in LIST
do

E COMMANDS
done

VARNAMEs an arbitrary shell variable name and LIST is any sequence of separated terms. The
valid delimiting characters splitting items in the list are defined by the IFS environment variable,
which are the characters space, tab and newline by default. The list of commands to be executed is

delimited by the do and done instructions, so commands can occupy as much lines as needed.

In the following example, the for command will take each item from the provided list!Nla
sequence of numbers!N!and assign ittothe  NUMvariable, one item at a time:

#!/bin/bash
forNUMin11235813

E echo-n"$NUMis "

E if [$((SNUM % 2)) -ne 0]
E then

E  echo "odd."

E else

E  echo"even."

In the example, a nested if construct is used in conjunction with an arithmetic expression to
evaluate if the number in the current NUMvariable is even or odd. Assuming the previous sample
script was named script.sh and it is in the current directory, the following output will be
generated:

$ ./script.sh
1is odd.
1is odd.

2 is even.

3 is odd.
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5is odd.
8 is even.
13 is odd.

Bash also supports an alternative format to for constructs, with the double parenthesis notation.
This notation resembles the for instruction syntax from the C programming language and it is
particularly useful for working with arrays:

#!/bin/bash
SEQ=(11235813)
for ((IDX = 0; IDX < ${#SEQ[*]}; IDX++))

E echo -n "${SEQ[$IDX]} is "

E if [$(( ${SEQ[$IDX]} % 2)) -ne 0]
E then

E  echo "odd."

E else

E echo "even."

This sample script will generate the exact same output as the previous example. However, instead

of using the NUMvariable to store one item at a time, the  IDX variable is employed to track the
current array index in ascending order, starting from 0 and continuously adding to it while it is

under the number of items in the  SEQarray. The actual item is retrieved from its array position
with ${SEQ[$IDX]}

In the same fashion, the until construct executes a command sequence until a test
command!Nllike the test command itselfiN!terminates with status O (success). For example, the
same loop structure from the previous example can be implemented with until  as follows:

#!/bin/bash
SEQ=(11235813)
IDX=0

until [ $IDX -eq ${#SEQ[*]} ]
do

::::::::
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mp

echo -n "${SEQI[$IDX]} is "
if [ $(( ${SEQ[$IDX]} % 2)) -ne 0]
then
echo "odd."
else

m M e me mp

echo "even."

E fi

E IDX=$(( $IDX + 1))
done

until  constructs may require more instructions than for constructs, but it can be more suitable
to non-numerical stop criteria provided by test expressions or any other command. It is
important to include actions that ensure a valid stop criteria, like the increment of a counter
variable, otherwise the loop may run indefinitely.

The instruction while is similar to the instruction until , but while keeps repeating the set of
commands if the test command terminates with status 0 (success). Therefore, the instruction

until [ $IDX -eq ${#SEQ[*]} ] from the previous example is equivalent to while [ $IDX

-It ${#SEQ[*1} ] , as the loop should repeat while the array index is less than the total of items
in the array.

A More Elaborate Example

Imagine a user wants to periodically sync a collection of their files and directories with another
storage device, mounted at an arbitrary mount point in the filesystem, and a full featured backup
system is considered overkill. Since this is an activity intended to be performed periodically, it is a
good application candidate for automating with a shell script.

The task is straight forward: sync every file and directory contained in a list, from an origin

directory informed as the first script argument to a destination directory informed as the second

script argument. To make it easier to add or remove items from the list, it will be kept in a
separated file, ~/.sync.list , One item per line:

$ cat ~/.sync.list
Documents

To do

Work

Family Album
.config

.ssh
.bash_profile
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.vimrc

The file contains a mixture of files and directories, some with blank spaces in their names. This is

a suitable scenario for the builtin Bash command mapfile , which will parse any given text
content and create an array variable from it, placing each line as an individual array item. The
script file will be named  sync.sh , containing the following script:

#l/bin/bash
set -ef

# List of items to sync
FILE=~/.sync.list

# Origin directory
FROM=$1

# Destination directory
TO=%$2

# Check if both directories are valid
if[!-d "$FROM" -0 ! -d "$TO" ]

then

E echo Usage:

E echo "$0 <SOURCEDIR> <DESTDIR>"
E exit 1

fi

# Create array from file
mapfile -t LIST < $FILE

# Sync items

for ((IDX = 0; IDX < ${#LIST[*]}; IDX++))

do

E echo -e "$FROM/${LIST[$IDX]} \u2192 $TO/${LIST[$IDX]}";
E rsync -ga --delete "$FROM/${LIST[$IDX]}" "$TO";

done

The first action the script does is to redefine two shell parameters with command set : option -e
will exit execution immediately if a command exits with a non-zero status and option -f will
disable file name globbing. Both options can be shortened as -ef . This is not a mandatory step,
but helps diminish the probability of unexpected behaviour.

::::::::
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The actual application oriented instructions of the script file can be divided in three parts:
1. Collect and check script parameters

The FILE variable is the path to the file containing the list of items to be copied:
~/.sync.list . Variables FROMand TO are the origin and destination paths, respectively. Since
these last two parameters are user provided, they go through a simple validation test
performed by the if construct: if any of the two is not a valid directory!N!assessed by the test [
I -d "$FROM" -0 ! -d "$TO" ] INIthe script will show a brief help message and then
terminate with an exit status of 1.

2. Load list of files and directories

After all the parameters are defined, an array containing the list of items to be copied is created

with the command mapfile -t LIST < $FILE . Option -t of mapfile will remove the trailing
newline character from each line before including it in the array variable named LIST . The
contents of the file indicated by the variable FILE !N!~/.sync.list INlis read via input
redirection.

3. Perform the copy and inform the user

A for loop using double parenthesis notation traverses the array of items, with the IDX
variable keeping track of the index increment. The echo command will inform the user of each
item being copied. The escaped unicode character!N!'  \u2192 IN!for the right arrow character is
present in the output message, so the -e option of command echo must be used. Command
rsync will selectively copy only the modified file pieces from the origin, thus its use is
recommended for such tasks. rsync options -g and -a, condensed in -ga, will inhibit rsync
messages and activate the archive mode, where all file properties are preserved. Option
--delete  will make rsync delete an item in the destination that does not exist in the origin
anymore, so it should be used with care.

Assuming all the items in the list exist in the home directory of user carol ,/home/carol , and the
destination directory  /media/carol/backup points to a mounted external storage device, the
command sync.sh /home/carol /media/carol/backup will generate the following output:

$ sync.sh /home/carol /media/carol/backup
/home/carol/Documents ! /media/carol/backup/Documents
/home/carol/"To do" ! /media/carol/backup/“To do"
/home/carol/Work ! /media/carol/backup/Work
/home/carol/"Family Alboum" ! /media/carol/backup/"Family Aloum"
/home/carol/.config ! /media/carol/backup/.config
/home/carol/.ssh ! /media/carol/backup/.ssh
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/home/carol/.bash_profile ! /media/carol/backup/.bash_profile
/home/carol/.vimrc ! /media/carol/backup/.vimrc

The example also assumes the script is executed by root or by user carol , as most of the files
would be unreadable by other users. If script.sh is not inside a directory listed in the PATH

environment variable, then it should be specified with its full path.

o EB€arning.Ipi.org  EEE | EEE Licensed underBY-NC-ND 4.0 EEE | EEE Version: 2026-03-26

m
m
m

114

| 52




LPIC-1 (102) (Version 5.0) | 105.2 Customize or write simple scripts

Guided Exercises

1. How could command test be used to verify if the file path stored in the variable FROMs newer
than a file whose path is stored in the variable TO?

2. The following script should print a number sequence from 0 to 9, but instead it indefinitely
prints 0. What should be done in order to get the expected output?

#1/bin/bash
COUNTER=0

while [ SCOUNTER -It 10 ]
do

E echo $COUNTER

done

3. Suppose a user wrote a script that requires a sorted list of usernames. The resulting sorted list
is presented as the following on his computer:

carol
Dave
emma
Frank
Grace
henry

However, the same list is sorted as the following on his colleagueOs computer:

Dave
Frank
Grace
carol
emma
henry

What could explain the differences between the two sorted lists?
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Explorational Exercises

1. How could all of the scriptOs command line arguments be used to initialize a Bash array?
2. Why is it that, counter intuitively, the command test1>2 evaluates as true?

3. How would a user temporarily change the default field separator to the newline character only,
while still being able to revert it to its original content?

PPN Ann asa Linux aaa aa
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Summary

This lesson takes a deeper look at the tests available for the test command and at other
conditional and loop constructs, necessary to write more elaborate shell scripts. A simple file
synchronization script is given as an example of a practical shell script application. The lesson
goes through the following steps:

¥ Extended tests for the if and case conditional constructs.

¥ Shell loop constructs: for ,until and while

¥ |terating through arrays and parameters.
The commands and procedures addressed were:

test

Perform a comparison between items supplied to the command.

A logic construct used in scripts to evaluate something as either true or false, then branch
command execution based on results.

case

Evaluate several values against a single variable. Script command execution is then carried out
depending on the case commandOs result.

for

Repeat execution of a command based on a given criteria.

until

Repeat the execution of a command until an expression evaluates to false.

while

Repeat the execution of a command while a given expression evaluates to true.

m
m
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Answers to Guided Exercises

1. How could command test be used to verify if the file path stored in the variable FROMs newer
than a file whose path is stored in the variable TO?

The command test "$FROM" -nt "$TO" will return a status code of 0 if the file in the FROM
variable is newer than the file in the TOvariable.

2. The following script should print a number sequence from 0 to 9, but instead it indefinitely
prints 0. What should be done in order to get the expected output?

#!/bin/bash
COUNTER=0

while [ $COUNTER -1t 10 ]
do

E echo $COUNTER

done

The COUNTERvariable should be incremented, which could be done with the arithmetic
expression COUNTER=$(( $COUNTER + 1)) , to eventually reach the stop criteria and end the
loop.

3. Suppose a user wrote a script that requires a sorted list of usernames. The resulting sorted list
is presented as the following in his computer:

carol
Dave
emma
Frank
Grace
henry

However, the same list is sorted as the following in his colleague computer:

Dave
Frank
Grace
carol
emma
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henry

What could explain the differences between the two sorted lists?

The sorting is based on the current systemOs locale. To avoid the inconsistencies, sorting tasks
should be performed with the ~ LANGenvironment variable setto  C.

| EEE
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Answers to Explorational Exercises

1. How could all of the scriptOs command line arguments be used to initialize a Bash array?

The commands PARAMS=( $*) or PARAMS=("$@") will create an array called PARAMSwith
all the arguments.

2. Why is it that, counter intuitively, the command test1>2 evaluates as true?
Operator > is intended to be used with string tests, no numerical tests.

3. How would a user temporarily change the default field separator to the newline character only,
while still being able to revert it to its original content?

A copy of the IFS variable can be stored in another variable: OLDIFS=$IFS . Then the new line
separator is defined with IFS=$"\n' and the IFS variable can be reverted back with
IFS=$OLDIFS .
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106.1 Install and configure X11

Reference to LPI objectives

LPIC-1 version 5.0, Exam 102, Objective 106.1

Weight
2

Key knowledge areas

¥ Understanding of the X11 architecture.
¥ Basic understanding and knowledge of the X Window configuration file.
¥ Overwrite specific aspects of Xorg configuration, such as keyboard layout.

¥ Understand the components of desktop environments, such as display managers and
window managers.

¥ Manage access to the X server and display applications on remote X servers.
¥ Awareness of Wayland.

Partial list of the used files, terms and utilities
¥ /etc/X11/xorg.conf

¥ /etc/X11/xorg.conf.d/
¥ ~/.xsession-errors

¥ xhost

¥ xauth

¥ DISPLAY

¥ X
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106.1 Lesson 1

Certificate: LPIC-1

Version: 5.0

Topic: 106 User Interfaces and Desktops
Objective: 106.1 Install and configure X11
Lesson: lof1l

Introduction

The X Window System is a software stack that is used to display text and graphics on a screen. The
overall look and design of an X client is not dictated by the X Window System, but is instead
handled by each individual X client, a window manager (e.g. Window Maker, Tab Window
Manager), or a complete desktop environment such as KDE, GNOME, or Xfce. Desktop
environments will be covered in a later lesson. This lesson will focus on the underlying
architecture and common tools for the X Window System that an administrator would use to
configure X.

The X Window System is cross-platform and runs on various operating systems such as Linux, the
BSDs, Solaris and other Unix-like systems. There are also implementations available for AppleOs
macOS and Microsoft Windows.

The primary version of the X protocol used in modern Linux distributions is X.org version 11,
commonly written as  X11. The X protocol is the communication mechanism between the X client
and X server. The differences between the X client and X server will be discussed below.

NOTE The X Window SystemOs predecessor was a window system called W and was a



LPIC-1 (102) (Version 5.0) | 106.1 Install and configure X11

joint development effort between IBM, DEC and MIT. This software was born out of
Project Athena in 1984. When the developers started work on a new display server,
they chose the next letter in the English alphabet: OXO. The X Window SystemOs
evolution is currently controlled by the MIT X Consortium .

X Window System Architecture

The X Window System provides the mechanisms for drawing basic two dimensional shapes (and
three dimensional shapes through extensions) on a display. It is divided into a client and a server,
and in most installations where a graphical desktop is needed both of these components are on
the same computer. The client component takes the form of an application, such as a terminal
emulator, a game or a web browser. Each client application informs the X server about its window
location and size on a computer screen. The client also handles what goes into that window, and
the X server puts the requested drawing up on the screen. The X Window System also handles
input from devices such as mice, keyboards, trackpads and more.

Basic Structure of an X Window System

e — = —— e e e e e s s e

. | . | . | .
- Xclient | X client | | X client : | X client l
|
} | | : L |
. . | || [ |
: Remote : .
‘ ‘ | | Window Manager/ | | ‘ Web Browser “
| LR T ' Display Manager ' auag . !
! i I Desktop Enironment |, “Tomkits: GTK+, Qt etc“
I : » Qt, etc. |
| . I \ . [ |
» i . }Toolklts. GTK+, Qt, etc. ‘i | ‘Toolklts. GTK+, Qt, etc.‘ : } Xlib / xcb :
T . I i : L !
" Network. "= }‘ Xlib / xch ‘! ! Xlib / xcb L A |
O xomepor | P y L |
a— :Jlgiunauun:_ ,,,,, E, . L S SO I
Starts the X
ey and X11 Prdtocol X11 Protocol
running
y A Y
X Server Xorg Extensions
Y
Linux Kernel

-«—»| Hardware: display, mouse, keyboard, etc.

Display Input
Drivers Drivers

The X Window System is network-capable and multiple X clients from different computers on a
network can make drawing requests to a single remote X server. The reasoning behind this is so
that an administrator or user can have access to a graphical application on a remote system that
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may not be available on their local system.

A key feature of the X Window System is that it is modular. Over the course of the X Window
SystemOs existence newer features have been developed and added to its framework. These new
components were only added as extensions to the X server, leaving the core X11 protocol intact.
These extensions are contained within Xorg library files. Examples of Xorg libraries include:
libXrandr , libXcursor |, libX11 |, libxkbfile as well as several others, each providing extended
functionality to the X server.

A display manager provides a graphical login to a system. This system can either be a local
computer or a computer across a network. The display manager is launched after the computer
boots and will start an X server session for the authenticated user. The display manager is also
responsible for keeping the X server up and running. Example display managers include GDM,
SDDM and LightDM.

Each instance of a running X server has a  display name to identify it. The display name contains
the following:

hostname:displaynumber.screennumber

The display nhame also instructs a graphical application where it should be rendered and on which
host (if using a remote X connection).

The hostname refers to the name of the system that will display the application. If a hostname is
missing from the display name, then the local host is assumed.

The displaynumber  references the collection of OscreensO that are in use, whether that is a single
laptop screen or multiple screens on a workstation. Each running X server session is given a
display number starting at 0.

The default screennumber is 0. This can be the case if only one physical screen or multiple
physical screens are configured to work as one screen. When all screens in a multi-monitor setup
are combined into one logical screen, application windows can be moved freely between the
screens. In situations where each screen is configured to work independently of one another, each
screen will house the application windows that open within them and the windows can not be
moved from one screen to another. Each independent screen will have its own number assigned

to it. If there is only one logical screen in use, then the dot and the screen number are omitted.

The display name of a running X session is stored in the DISPLAY environment variable:

$ echo $DISPLAY
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The output details the following:

1. The X server in use is on the local system, hence there is nothing printed to the left of the colon.
2. The current X server session is the first as indicated by the 0 immediately following the colon.

3. There is only one logical screen in use, so a screen number is not visible.
To further illustrate this concept, refer to the following diagram:

Example Display Configurations

0 0

(A) (B) )

(A)

A single monitor, with a single display configuration and only one screen.

(B)
Configured as a single display, with two physical monitors configured as one screen.
Application windows can be moved freely between the two monitors.

©)
A single display configuration (as indicated by the :0 ) however each monitor is an independent
screen. Both screens will still share the same input devices such as a keyboard and mouse,

however an application opened on screen 0.0 can not be moved to screen :0.1 and vice
versa.

To start an application on a specific screen, assign the screen number to the DISPLAY
environment variable prior to launching the application:

$ DISPLAY=:0.1 firefox &

This command would start the Firefox web browser on the screen to the right in the diagram
above. Some toolkits also provide command line options to instruct an application to run on a
specified screen. See --screen and --display in the gtk-options(7) man page for an example.
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X Server Configuration

Traditionally, the primary configuration file that is used to configure an X server is the
/etc/X11/xorg.conf file. On modern Linux distributions, the X server will configure itself at
runtime when the X server is started and so no xorg.conf  file may exist.

The xorg.conf  file is divided up into separate stanzas called sections. Each section begins with
the term Section and following this term is the  section name which refers to a componentOs
configuration. Each Section is terminated by a corresponding EndSection . The typical
xorg.conf  file contains the following sections:

InputDevice

Used to configure a specific model of keyboard or mouse.

InputClass

In modern Linux distributions this section is typically found in a separate configuration file

located under /etc/X11/xorg.conf.d/ . The InputClass is used to configure a class of
hardware devices such as keyboards and mice rather than a specific piece of hardware. Below
is an example /etc/X11/xorg.conf.d/00-keyboard.conf file:

Section "InputClass”

E Identifier "system-keyboard"
E  MatchlsKeyboard "on"

E  Option "XkbLayout" "us"

E  Option "XkbModel" "pc105"
EndSection

The option for XkbLayout determines the layout of the keys on a keyboard, such as Dvorak, left
or right handed, QWERTY and language. The option for ~ XkbModel is used to define the type of
keyboard in use. A table of models, layouts and their descriptions can be found within
xkeyboard-config(7) . The files associated with keyboard layouts can be found within
fusr/share/X11/xkb . An example Greek Polytonic keyboard layout on a Chromebook
computer would look like the following:

Section "InputClass"

E Identifier "system-keyboard"

E  MatchlsKeyboard "on"

E Option "XkbLayout" "gr(polytonic)"
E  Option "XkbModel" "chromebook"
EndSection
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Alternatively, a keyboardOs layout can be modified during a running X session with the
setxkbmap command. Here is an example of this command setting up the Greek Polytonic
layout on a Chromebook computer:

$ setxkbmap -model chromebook -layout "gr(polytonic)"

This setting will only last as long as the X session in use. To make such changes permanent,
modify the /etc/X11/xorg.conf.d/00-keyboard.conf file to include the settings required.

The setxkbmap command makes use of the X Keyboard Extension (XKB). This is
NOTE an example of the additive functionality of the X Window System through its use
of extensions.

Modern Linux distributions provide the localectl command via systemd which can also be
used to modify a keyboard layout and will automatically create the
/etc/X11/xorg.conf.d/00-keyboard.conf configuration file. Once more, here is an

example setting up a Greek Polytonic keyboard on a Chromebook, this time using the
localectl command:

$ localectl --no-convert set-x11-keymap "gr(polytonic)" chromebook

The --no-convert option is used here to prevent localectl from modifying the hostOs
console keymap.

Monitor

The Monitor section describes the physical monitor that is used and where it is connected.
Here is an example configuration showing a hardware monitor connected to the second
display port and is used as the primary monitor.

Section "Monitor"

E  Identifier "DP2"

E  Option "Primary" "true"
EndSection

Device

The Device section describes the physical video card that is used. The section will also contain
the kernel module used as the driver for the video card, along with its physical location on the
motherboard.
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Section "Device"

E Identifier "Device0"
E Driver  "i915"
E BuslD "PCl:0:2:0"
EndSection

Screen

The Screen section ties the Monitor and Device sections together. An example Screen section
could look like the following;

Section "Screen”

E Identifier "Screen0"
E Device "Device0Q"
E Monitor "DP2"
EndSection
ServerLayout

The ServerLayout  section groups all of the sections such as mouse, keyboard and screens into
one X Window System interface.

Section "ServerLayout"

E Identifier "Layout-1"

E Screen  "Screen0"00

E InputDevice "mousel" "CorePointer"

E InputDevice "system-keyboard" "CoreKeyboard"
EndSection

Not all sections may be found within a configuration file. In instances where a
NOTE section is missing, default values are provided by the running X server instance

instead.
User-specified configuration files also reside in /etc/X11/xorg.conf.d/ . Configuration files
provided by the distribution are located in /usr/share/X11/xorg.conf.d/ . The configuration
files located within  /etc/X11/xorg.conf.d/ are parsed prior to the /etc/X11/xorg.conf file if

it exists on the system.

The xdpyinfo command is used on a computer to display information about a running X server
instance. Below is sample output from the command:

::::::::



$ xdpyinfo

name of display: :0

version number: 11.0

vendor string: The X.Org Foundation
vendor release number: 12004000
X.Org version: 1.20.4

maximum request size: 16777212 bytes
motion buffer size: 256

bitmap unit, bit order, padding: 32, LSBFirst, 32
image byte order: LSBFirst

number of supported pixmap formats: 7
supported pixmap formats:

mp

depth 1, bits_per_pixel 1, scanline_pad 32

m»

depth 4, bits_per_pixel 8, scanline_pad 32

mp

depth 8, bits_per_pixel 8, scanline_pad 32

m»

depth 15, bits_per_pixel 16, scanline_pad 32

mp

depth 16, bits_per_pixel 16, scanline_pad 32

mp

depth 24, bits_per_pixel 32, scanline_pad 32

>

depth 32, bits_per_pixel 32, scanline_pad 32
keycode range: minimum 8, maximum 255
focus: None

number of extensions: 25
BIG-REQUESTS
Composite

DAMAGE
DOUBLE-BUFFER

DRI3

GLX

Generic Event Extension
MIT-SCREEN-SAVER
MIT-SHM

Present

RANDR

RECORD

RENDER

SECURITY

SHAPE

SYNC

X-Resource

XC-MISC

XFIXES
XFree86-VidModeExtension
XINERAMA
XInputExtension
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mp

XKEYBOARD

XTEST

XVideo

default screen number: 0

m m

number of screens: 1

screen #0:

E dimensions:
E resolution:
E depths (7):
E root window id:

96x96 dots per inch
24,1, 4,8, 15, 16, 32
0x39e
E depth of root window: 24 planes
E number of colormaps: minimum 1, maximum 1
E default colormap: 0x25

E default number of colormap cells: 256

E preallocated pixels: black 0, white 16777215

3840x1080 pixels (1016x286 millimeters)

E options: backing-store WHEN MAPPED, save-unders NO

E largest cursor:  3840x1080

E current input event mask:  0xda0033

E KeyPressMask KeyReleaseMask EnterWindowMask

E LeaveWindowMask StructureNotifyMask  SubstructureNotifyMask
E SubstructureRedirectMask PropertyChangeMask ColormapChangeMask
E number of visuals: 270

The more relevant portions of the output are in bold, such as the name of the display (which is the
same as the contents of the DISPLAY environment variable), the versioning information of the X
server in use, the number and listing of Xorg extensions in use, and further information about the

screen itself.

Creating a Basic Xorg Configuration File

Even though X will create its configuration after system startup on modern Linux installations, an

xorg.conf
following command:

$ sudo Xorg -configure

file can still be used. To generate a permanent

/etc/X11/xorg.conf

file, run the

If there is already an X session running, you will need to specify a different

NOTE

3
>
3

132 | EEfEpe

DISPLAY in your command, for example:

o EB€arning.Ipi.org  EEE | EEE Licensed underBY-NC-ND 4.0 EEE | EEE Version: 2026-03-26



LPIC-1 (102) (Version 5.0) | 106.1 Install and configure X11

$ sudo Xorg :1 -configure

On some Linux distributions, the X command can be used in place of Xorg, as X is a symbolic link
to Xorg .

An xorg.conf.new file will be created in your current working directory. The contents of this file

are derived from what the X server has found to be available in hardware and drivers on the local
system. To use this file, it will need to be moved to the letc/X11/ directory and renamed to
xorg.conf

$ sudo mv xorg.conf.new /etc/X11/xorg.conf

The following manual pages provide further information on components of the X

NOTE
Window System: xorg.conf(5) , Xserver(l) ,X(1) and Xorg(1)

Wayland

Wayland is the newer display protocol designed to replace the X Window System. Many modern
Linux distributions are using it as their default display server. It is meant to be lighter on system
resources and have a smaller installation footprint than X. The project began in 2010 and is still
undergoing active development, including work from active and former X.org developers.

Unlike the X Window System, there is no server instance that runs between the client and kernel.
Instead, a client window works with its own code or that of a toolkit (such as Gtk+ or Qt) to
provide the rendering. In order to do the rendering, a request is made to the Linux kernel via the
Wayland protocol. The kernel forwards the request via the Wayland protocol to the Wayland
compositor , which handles device input, window management and composition. The compositor
is the part of the system that combines the rendered elements into visual output on the screen.

Most modern toolkits such Gtk+ 3 and Qt 5 have been updated to allow for rendering to either an

X Window System or a computer running Wayland. Not all standalone applications have been
written to support rendering in Wayland as of yet. For applications and frameworks that are still
targeting the X Window System to run, the application can run within XWayland . The XWayland
system is a separate X server that runs within a Wayland client and thus renders a client
windowOs contents within a standalone X server instance.

Just as the X Window System uses a DISPLAY environment variable to keep track of screens in
use, the Wayland protocol uses a WAYLAND_DISPLAYenvironment variable. Below is sample
output from a system running a Wayland display:

PPN Ann asa Linux aaaaa o

nnnnnnnnn



LPIC-1 (102) (Version 5.0) | Topic 106: User Interfaces and Desktops

$ echo $WAYLAND_DISPLAY
wayland-0

This environment variable is not available on systems running X.

ot EBEarning.Ipi.org  EEE | EEE Licensed underBY-NC-ND 4.0 EEE | EEE Version: 2026-03-26
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Guided Exercises

1. What command would you use to determine what Xorg extensions are available on a system?

2. You have just received a brand new 10-button mouse for your computer, however it will
require extra configuration in order to get all of the buttons to function properly. Without
modifying the rest of the X server configuration, what directory would you use to create a hew
configuration file for this mouse, and what specific configuration section would be used in this
file?

3. What component of a Linux installation is responsible for keeping an X server running?

4. What command line switch is used with the X command to create a new xorg.conf
configuration file?

PPN Ann asa Linux aaa A
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Explorational Exercises

1.

What would the contents of the  DISPLAY environment variable be on a system named lab01
using a single display configuration? Assume that the DISPLAY environment variable is being
viewed in a terminal emulator on the third independent screen.

What command can be used to create a keyboard configuration file for use by the X Window
System?

On a typical Linux installation a user can switch to a virtual terminal by pressing the cul "+ Alt
"+r1-r6 keys on a keyboard. You have been asked to set up a kiosk system with a graphical
interface and need this feature disabled to prevent unauthorized tampering with the system.

You decide to create a /etc/X11/xorg.conf.d/10-kiosk.conf configuration file. Using a
ServerFlags  section (which is used to set global Xorg options on the server), what option
would need to be specified? Review the xorg(l) man page to locate the option.
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Summary

This lesson covered the X Window System as it is used on Linux. The X Window System is used to
draw images and text on screens, as they are defined in various configuration files. The X Window
System is often used to configure input devices such as mice and keyboards. This lesson discussed
the following points:

¥ The X Window System architecture at a high level.

¥ What configuration files are used to configure an X Windows System, and their location on the
filesystem.

¥ How to use the DISPLAY environment variable on a system running X.
¥ A brief introduction to the Wayland display protocol.
The commands and configuration files addressed were:
¥ Modification of a keyboardOs layout within an Xorg installation with setxkbmap and
localectl

¥ The Xorg command for creating a new /etc/X11/xorg.conf configuration file.

¥ The contents of the Xorg configuration files located at: letc/X11/xorg.conf :
letc/X11/xorg.conf.d/ and /usr/share/X11/xorg.conf.d/

¥ The xdpyinfo command for displaying general information about a running X server session.
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Answers to Guided Exercises

1. What command would you use to determine what Xorg extensions are available on a system?
$ xdpyinfo

2. You have just received a brand new 10-button mouse for your computer, however it will
require extra configuration in order to get all of the buttons to function properly. Without
modifying the rest of the X server configuration, what directory would you use to create a new
configuration file for this mouse, and what specific configuration section would be used in this
file?

User-defined configurations should be located in /etc/X11/xorg.conf.d/ and the specific
section needed for this mouse configuration would be InputDevice

3. What component of a Linux installation is responsible for keeping an X server running?
The display manager.

4. What command line switch is used with the X command to create a new xorg.conf
configuration file?

-configure

Remember that the X command is a symbolic link to the  Xorg command.
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Answers to Explorational Exercises

1. What would the contents of the  DISPLAY environment variable be on a system named lab01
using a single display configuration? Assume that the DISPLAY environment variable is being
viewed in a terminal emulator on the third independent screen.

$ echo $DISPLAY
lab01:0.2

2. What command can be used to create a keyboard configuration file for use by the X Window
System?

$ localectl

3. On a typical Linux installation a user can switch to a virtual terminal by pressing the cul "+ Alt
"+r1-r6 keys on a keyboard. You have been asked to set up a kiosk system with a graphical
interface and need this feature disabled to prevent unauthorized tampering with the system.

You decide to create a /etc/X11/xorg.conf.d/10-kiosk.conf configuration file. Using a
ServerFlags  section (which is used to set global Xorg options on the server), what option
would need to be specified? Review the  xorg.conf(5) man page to locate the option.

Section "ServerFlags"
E Option "DontVTSwitch" "True"
EndSection
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Linux based operating systems are known for their advanced command line interface, but it can
be intimidating for non-technical users. Intending to make computer usage more intuitive, the
combination of high resolution displays with pointing devices gave birth to picture driven user
interfaces. Whilst the command line interface requires prior knowledge about program names

and their configuration options, with a

graphical user interface (GUI) program functionality can be

triggered by pointing to familiar visual elements, making the learning curve less steep.
Furthermore, the graphical interface is best suited for multimedia and other visually oriented

activities.

Indeed, the graphical user interface is almost a synonym to computer interface and most Linux
distributions come with the graphical interface installed by default. There is not, however, a single
monolithic program accountable for the full featured graphical desktops available in Linux
systems. Instead, each graphical desktop is in fact a large collection of programs and their
dependencies, varying from distributionOs choices to the userOs personal taste.
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X Window System

In Linux and other Unix-like operating systems where itOs employed, the X Window System (also
known as X11 or just X) provides the low-level resources related to the graphical interface
rendering and the user interaction with it, such as:

¥ The handling of the input events, like mouse movements or keystrokes.
¥ The ability to cut, copy and paste text content between separate applications.

¥ The programming interface other programs resort to draw the graphic elements.

Although the X Window System is in charge of controlling the graphic display (the video driver
itself is part of X), it is not intended to draw complex visual elements on its own. Shapes, colors,
shades and any other visual effects are generated by the application running on top of X. This
approach gives applications a lot of room to create customized interfaces, but it can also lead to
development overhead that is beyond the application scope and to inconsistencies in appearance
and behaviour when compared to other program interfaces.

From the developerOs perspective, the introduction of the desktop environment facilitates the GUI
programming bound to the underlying application development, whereas from the userOs
perspective it gives a consistent experience among distinct applications. Desktop environments
bring together programming interfaces, libraries and supporting programs that cooperate to
deliver traditional but still evolving design concepts.

Desktop Environment

The traditional desktop computer GUI consists of various windows!N!the term window is used
here to refer to any autonomous screen areal!Nlassociated with running processes. As the X
Window System alone offers only basic interactive features, the full user experience depends on

the components provided by the desktop environment.

Probably the most important component of a desktop environment, the window manager controls
window placement and decorations. It is the window manager that adds the title bar to the
window, the control buttons!N!generaIIy associated with the minimize, maximize and close
actions!N!and manages the switching between open windows.

The basic concepts found in graphic interfaces of desktop computers came from
ideas taken from actual office workspaces. Metaphorically speaking, the computer
screen is the desktop, where objects like documents and folders are placed. An
application window with the content of a document mimics physical acts like
filling in a form or painting a picture. As actual desktops, computer desktops also

NOTE
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have software accessories like notepads, clocks, calendars, etc., most of them based
on their OrealO counterparts.

All desktop environments provide a window manager that matches the look and feel of its widget
toolkit . Widgets are informative or interactive visual elements, like buttons or text input fields,
distributed inside the application window. The standard desktop components!N!like the
application launcher, taskbar, etc.!Nland the window manager itself rely on such widget toolkits

to assemble their interfaces.

Software libraries, like GTK+and Qt, provide widgets that programmers can use to build elaborate
graphical interfaces for their applications. Historically, applications developed with GTK+ didnOt
look like applications made with Qt and vice-versa, but the better theme support of todayOs
desktop environments make the distinction less obvious.

Overall, GTK+ and Qt offer the same features regarding widgets. Simple interactive elements can
be indistinguishable, whereas composite widgets!N!such as the dialog window used by
applications to open or save files!N!can, however, look quite different. Nonetheless, applications
built with distinct toolkits can run simultaneously, regardless of the widget toolkit used by the
other desktop components.

In addition to the basic desktop components, which could be considered individual programs on
their own, desktop environments pursue the desktop metaphor by providing a minimal set of
accessory applications developed under the same design guidelines. Variations of the following
applications are commonly provided by all major desktop environments:

System related applications

Terminal emulator, file manager, package installation manager, system configuration tools.

Communication and Internet

Contacts manager, email client, web browser.

Office applications

Calendar, calculator, text editor.

Desktop environments may include many other services and applications: the login screen
greeter, session manager, inter-process communication, keyring agent, etc. They also incorporate
features provided by third-party system services, such as PulseAudio for sound and CUPS for
printing. These features do not need the graphical environment to work, but the desktop
environment provides graphical frontends to facilitate the configuration and operation of such
resources.
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Popular Desktop Environments

Many proprietary operating systems support only a single official desktop environment, which is
tied to their particular release and it is not supposed to be changed. Unlike them, Linux-based
operating systems support different desktop environment options that can be used in conjunction
with X. Each desktop environment has its own features, but they usually share some common
design concepts:

¥ An application launcher listing the builtin and third-party applications available in the system.

¥ Rules defining the default applications associated to file types and protocols.

¥ Configuration tools to customize the appearance and behaviour of the desktop environment.
Gnome is one of the most popular desktop environments, being the first choice in distributions
like Fedora, Debian, Ubuntu, SUSE Linux Enterprise, Red Hat Enterprise Linux, CentOS, etc. In its

version 3, Gnome brought major changes in its look and structure, moving away from the desktop
metaphor and introducing the ~ Gnome Shell as its new interface.
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Figure 1. Gnome Shell Activities

The general purpose full-screen launcher Gnome Shell Activities replaced the traditional
application launcher and taskbar. However, it is still possible to use Gnome 3 with the old look by
choosing the Gnome Classic option in the login screen.

KDE is a large ecosystem of applications and development platform. Its latest desktop
environment version, KDE Plasma, is used by default in openSUSE, Mageia, Kubuntu, etc. The
employment of the Qt library is KDEOs striking feature, giving it its unmistakable appearance and

a plethora of original applications. KDE even provides a configuration tool to ensure visual
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cohesion with GTK+ applications.

GNOME Application Style (GTK) — System Settings
B < Allsettings [ Help

- Widget Style of GNOME/GTK Applications

Widget Style

GTK Themes Behaviour

Select a GTK2 Theme: | Breeze GTK style toolbar: | Icons Only v
Window Decorations

Show icons in GTK buttons: [H]

n‘ Select a GTK3 Theme: | Breeze v B

Show icons in GTK menus: [H]
GNOME Application Prefer Dark GTK3 Theme [ ] -
Syle (GTK) On left-clicking the scroll bar: () jump to the mouse cursor position

Font: | Noto Sans 10 Choose...
@ scroll one page up/down

[3

Icon Themes
Cursor theme: | Breeze
Icon theme: | B3 Breeze

Fallback theme: | Hicolor

% Get New Themes

D+ Defaults & v

® = B GNOME Application Style (GTK) .. D E ¢ ~ 3:45PM =

Figure 2. KDE GTK Settings

Xfce is a desktop environment that aims to be aesthetically pleasing while not consuming a lot of
machine resources. Its structure is highly modularized, allowing a user to activate and to
deactivate components according to the userOs needs and preferences.
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Figure 3. The Xfce desktop

There are many other desktop environments for Linux, usually provided by alternative
distribution spins. The Linux Mint distribution, for example, provides two original desktop
environments: Cinnamon (a fork of Gnome 3) and MATE (a fork of Gnome 2). LXDE is a desktop
environment tailored to low resource consumption, which makes it a good choice for installation

PN Linux
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on older equipment or single board computers. While not offering all the features of heavier
desktop environments, LXDE offers all the basic features expected from a modern graphical user
interface.

Keyboard shortcuts play an important role in the interaction with the desktop
environment. Some keyboard shortcuts!N!such as At "+ Tab t0 switch between windows
or cu "+c to copy text!Nlare universal across desktop environments, but each desktop
environment has its own keyboard shortcuts too. Keyboard shortcuts are found in the
keyboard configuration tool provided by the desktop environment, where shortcuts

can be added or modified.

TIP

Desktop Interoperability

The diversity of desktop environments in Linux-based operating systems imposes a challenge:
how to make them work correctly with third-party graphical applications or system services
without having to implement specific support for each of them. Shared methods and
specifications across desktop environments greatly improve user experience and settles many
development issues, as graphical applications must interact with the current desktop
environment regardless of the desktop environment they originally were designed for. In addition

to that, it is important to keep general desktop settings if the user eventually changes their
desktop environment choice.

A large body of specifications for desktop interoperability is maintained by the freedesktop.org
organization. The adoption of the full specification is not mandatory, but many of them are widely
used:

Directories locations

Where the personal settings and other user-specific files are located.

Desktop entries

Command line applications can run in the desktop environment through any terminal
emulator, but it would be too confusing to make all of them available in the application
launcher. Desktop entries are text files ending with .desktop  which are used by the desktop
environment to gather information about the available desktop applications and how to use
them.

Application autostart

Desktop entries indicating the application that should start automatically after the user has
logged in.
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Drag and drop

How applications should handle drag and drop events.

Trash can

The common location of files deleted by the file manager, as well as the methods to store and
remove files from there.

Icon themes

The common format for interchangeable icon libraries.

The ease of use provided by desktop environments has a downside compared to text interfaces
such as the shell: the ability to provide remote access. While a remote machine command-line
shell environment can be easily accessed with tools such as ssh, remote access to graphical
environments requires different methods and may not achieve satisfactory performance on
slower connections.

Non-Local Access

The X Window Systems adopts a design based on autonomous  displays, where the same X display
manager can control more than one graphical desktop session at the same time. In essence, a
display is analogous to a text terminal: both refer to a machine or software application used as an

entry point to establish an independent operating system session. Although the most common

setup involves a singular graphical session running in the local machine, other less conventional

setups are also possible:

¥ Switch between active graphical desktop sessions in the same machine.

¥ More than one set of display devices (e.g. screen, keyboard, mouse) connected to the same
machine, each one controlling its own graphical desktop session.

¥ Remote graphical desktop sessions, where the graphical interface is sent through the network
to a remote display.

Remote desktop sessions are supported natively by X, which employs the X Display Manager
Control Protocol (XDMCP) to communicate with remote displays. Due to its high bandwidth usage,
XDMCP is rarely used through the internet or in low-speed LANs. Security issues are also a
concern with XDMCP: the local display communicates with a privileged remote X display manager

to execute remote procedures, so an eventual vulnerability could make it possible to execute
arbitrary privileged commands on the remote machine.

Furthermore, XDMCP requires X instances running on both ends of the connection, which can
make it unfeasible if the X Windows System is not available for all the machines involved. In
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practice, other more efficient and less invasive methods are used to establish remote graphical
desktop sessions.

Virtual Network Computing (VNC) is a platform-independent tool to view and control remote
desktop environments using the  Remote Frame Buffer protocol (RFB). Through it, events produced
by the local keyboard and mouse are transmitted to the remote desktop, which in turn sends back

any screen updates to be displayed locally. It is possible to run many VNC servers in the same
machine, but each VNC server needs an exclusive TCP port in the network interface accepting
incoming session requests. By convention, the first VNC server should use TCP port 5900, the
second should use 5901, and so on.

The VNC server does not need special privileges to run. An ordinary user can, for example, log in

to their remote account and start their own VNC server from there. Then, in the local machine,

any VNC client application can be used to access the remote desktop (assuming the corresponding
network ports are reachable). The  ~/.vnc/xstartup file is a shell script executed by the VNC
server when it starts and can be used to define which desktop environment the VNC server will
make available for the VNC client. It is important to note that VNC does not provide modern
encryption and authentication methods natively, so it should be used in conjunction with a third-

party application that provides such features. Methods involving VPN and SSH tunnels are often
used to secure VNC connections.

The Remote Desktop Protocol (RDP) is mainly used to remotely access the desktop of a  Microsoft
Windows operating system through the TCP 3389 network port. Although it uses MicrosoftOs
proprietary RDP protocol, the client implementation used in Linux systems are open-source
programs licensed under the GNU General Public License (GPL) and has no legal restrictions on
use.

Simple Protocol for Independent Computing Environments  (Spice) comprises a suite of tools aimed
at accessing the desktop environment of  virtualised systems, either in the local machine or in a
remote location. In addition to that, the Spice protocol offers native features to integrate the local

and remote systems, like the ability to access local devices (for example, the sound speakers and
the connected USB devices) from the remote machine and file sharing between the two systems.

There are specific client commands to connect to each one of these remote desktop protocols, but
the Remmina remote desktop client provides an integrated graphical interface that facilitates the
connection process, optionally storing the connection settings for later use. Remmina has plugins
for each individual protocol and there are plugins for XDMCP, VNC, RDP and Spice. The choice of
the right tool depends on the operating systems involved, the quality of the network connection
and what features of the remote desktop environment should be available.
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Guided Exercises

1. What type of application provides windowed shell sessions in the desktop environment?

2. Due to the variety of Linux desktop environments, the same application may have more than
one version, each of them best suited for a particular widget toolkit. For example, the bittorrent
client Transmission has two versions: transmission-gtk and transmission-qt . Which of the two
should be installed to ensure maximum integration with KDE?

3. What Linux desktop environments are recommended for low-cost single board computers with
little processing power?
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Explorational Exercises

1.

There are two ways to copy and paste text in the X Window System: using the traditional cn M+
and cm "+v keystrokes (also available in the window menu) or to use the mouse middle-button

click to paste the currently selected text. WhatOs the appropriate way to copy and paste text
from a terminal emulator?

Most desktop environments assign the  ar "+r2 keyboard shortcut to the  Run program window,
where programs can be executed in a command line fashion. In KDE, what command would
execute the default terminal emulator?

What protocol is best suited to access a remote Windows desktop from a Linux desktop
environment?

::::::::
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Summary

This lesson is an overview of graphical desktops available for Linux systems. The X Window
System alone provides only simple interface features, so desktop environments extend the user

experience in the graphical windowed interface. The lesson goes through the following topics:

¥ Graphic interface and X Window System concepts.
¥ Desktop environments available for Linux.
¥ Similarities and differences between desktop environments.

¥ How to access a remote desktop environment.
The concepts and programs addressed were:

¥ X Window System.
¥ Popular desktop environments: KDE, Gnome, Xfce.

¥ Remote access protocols: XDMCP, VNC, RDP, Spice.

Institute
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Answers to Guided Exercises

1. What type of application provides windowed shell sessions in the desktop environment?

Any terminal emulator like Konsole, Gnome terminal, xterm, etc., will give access to a local
interactive shell session.

2. Due to the variety of Linux desktop environments, the same application may have more than
one version, each of them best suited for a particular widget toolkit. For example, the bittorrent
client Transmission has two versions: transmission-gtk and transmission-qt . Which of the two
should be installed to ensure maximum integration with KDE?

KDE is built on top of the Qt library, so the Qt version!N! transmission-gt !N!should be installed.

3. What Linux desktop environments are recommended for low-cost single board computers with
little processing power?

Basic desktop environments that donOt use too much visual effects, such as Xfce and LXDE.
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Answers to Explorational Exercises

1.

There are two ways to copy and paste text in the X Window System: using the traditional cn M+
and cm "+v keystrokes (also available in the window menu) or to use the mouse middle-button

click to paste the currently selected text. WhatOs the appropriate way to copy and paste text
from a terminal emulator?

Interactive shell sessions assign the cm "+c¢ keystroke to stop program execution, so the middle-
button method is recommended.

Most desktop environments assign the  ar "+r2 keyboard shortcut to the  Run program window,
where programs can be executed in a command line fashion. In KDE, what command would
execute the default terminal emulator?

The command konsole executes KDEOs terminal emulator, but generic terms like  terminal also
works.

What protocol is best suited to access a remote Windows Desktop from a Linux desktop
environment?

The Remote Desktop Protocol (RDP), as it is natively supported by both Windows and Linux.
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Reference to LPI objectives

LPIC-1 version 5.0, Exam 102, Objective 106.3

Weight
1

Key knowledge areas

¥ Basic knowledge of visual settings and themes.
¥ Basic knowledge of assistive technology.

Partial list of the used files, terms and utilities
¥ High Contrast/Large Print Desktop Themes.

¥ Screen Reader.

¥ Braille Display.

¥ Screen Magnifier.

¥ On-Screen Keyboard.

¥ Sticky/Repeat keys.

¥ Slow/Bounce/Toggle keys.
¥ Mouse keys.

¥ Gestures.

¥ Voice recognition.
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Introduction

The Linux desktop environment has many settings and tools to adapt the user interface for people
with  disabilities. The ordinary human interface devices!NIscreen, keyboard and
mouse/touchpad!N!can be individually reconfigured to overcome visual impairments or reduced
mobility.

It is possible, for example, to adjust the desktop color scheme to better serve color-blind people.
Also, people suffering from repetitive strain injury may take advantage of alternative typing and
pointing methods.

Some of these accessibility features are provided by the desktop environment itself, like Gnome or
KDE, and others are provided by additional programs. In the latter case, it is important to pick the
tool that best integrates the desktop environment, so that the aid is of better quality.

Accessibility Settings

All major Linux distributions provide about the same accessibility features, which can be
customized with a configuration module found in the settings manager that come with the
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desktop environment. The accessibility settings module is called Universal Access in the Gnome
desktop, whereas in KDE is under System Settings, Personalization , Accessibility . Other desktop
environments, like Xfce, also call it Accessibility in their graphical settings manager. However,
they offer a reduced set of functionalities compared to Gnome and KDE.

Gnome, for instance, can be configured to permanently show the Universal Access menu in the
top-right corner of the screen, where the accessibility options can be quickly switched on. It can
be used, for example, to replace the sound alert by a visual one, so users with hearing impairment
will be able to perceive system alerts more easily. Although KDE does not have a similar quick-
access menu, the visual alert feature is also available, but is called visual bell instead.

Keyboard and Mouse Assist

The default keyboard and mouse behaviour can be modified to get around specific mobility
difficulties. Key combinations, key auto repeat rate and unintended key presses can be significant
obstacles for users with reduced hand mobility. These typing shortcomings are addressed by three
keyboard related accessibility features:  Sticky keys, Bounce keys and Slow keys.

The Sticky keys feature, found in the Typing Assist section of GnomeOs Universal Access
configuration, allows the user to type keyboard shortcuts one key at a time. When enabled, key
combinations like cm "+c do not need to be held down at the same time. The user may first press

the cu key, release it and then press the ¢ key. In KDE, this option is inthe  Modifier Keys tab of the
Accessibility settings window. KDE also offers the Locking Keys option: if enabled, the At , ci  and
Shift keys will stay OdownO if the user presses them twice, similar to the Caps lock key behaviour.

Like the Caps Lock feature, the user will need to press the corresponding key again to release it.

The Bounce keys feature tries to inhibit unintended key presses by placing a delay between them,
that is, a new key press will be accepted only after a specified length of time has passed since the
last key press. Users with hand tremors may find the Bounce keys feature helpful to avoid

pressing a key multiple times when they only intend to press it once. In Gnome, this feature

concerns only same key repetitions, while in KDE it concerns any other key press as well and is
found in the Keyboard Filters tab.

The Slow keys feature also helps to avoid accidental key strokes. When enabled, Slow keys will
require the user to hold down the key for a specified length of time before it is accepted.
Depending on the userOs needs, it may also be helpful to adjust the automatic repetition while
holding a key down, available in the keyboard settings.

The Sticky keys and Slow keys accessibility features can be turned on and off with Activation
Gestures performed in the keyboard. In KDE, the  Use gestures for activating sticky keys and slow
keys option should be checked to enable Activation Gestures, while in Gnome this feature is called
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Enable by Keyboard in the Typing Assist configuration window. Once the Activation Gestures are
enabled, the Sticky keys feature will be activated after pressing the Shift key five consecutive
times. To activate the Slow keys feature, the Shift key must be held down for eight consecutive
seconds.

Users who find it more comfortable to use keyboard over the mouse or touchpad can resort to
keyboard shortcuts to get around in the desktop environment. Furthermore, a feature called
Mouse Keys allows the user to control the mouse pointer itself with the numerical keypad, which
is present in full-sized desktop keyboards and in larger laptops.

The numerical keypad is arranged into a square grid, so each number corresponds to a direction: 2
moves the cursor downwards, 4 moves the cursor to the left, 7 moves do cursor north-west, etc. By
default, number s corresponds to the left mouse click.

Whilst in Gnome there is only a switch to enable the Mouse Keys option at the Universal Access
settings window, in KDE the Mouse Keys settings are located at System Settings, Mouse, Keyboard
Navigation , and options like speed and acceleration can be customized.

The Slow keys, Stick keys, Bounce keys and Mouse keys are accessibility features
provided by AccessX, a resource within the X keyboard extension of the X Window
System. AccessX settings can also be modified from the command line, with the
xkbset command.

TIP

The mouse or touchpad can be used to generate keyboard input when keyboard usage is too
uncomfortable or not possible. If the Screen Keyboard switch in GnomeOs Universal Access settings
is enabled, then an on-screen keyboard will appear every time the cursor is in a text field and new

text is entered by clicking the keys with the mouse or touchscreen, much like the virtual keyboard

of smartphones.

KDE and other desktop environments may not provide the screen keyboard by default, but the
onboard package can be manually installed to provide a simple on-screen keyboard that can be
used in any desktop environment. After installation, it will be available as a regular application in
the application launcher.

The pointer behaviour can also be modified if clicking and dragging the mouse causes pain or is
impracticable for any other reason. If the user is not able to click the mouse button quick enough

to trigger a double-click event, for example, the time interval to press the mouse button a second
time to double-click can be increased in the Mouse Preferences in the system configuration
window.

If the user is not able to press one of the mouse buttons or none of the mouse buttons, then mouse
clicks can be simulated using different techniques. In the Click Assist section of the Gnome
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Universal Access, the Simulate a right mouse click option will generate a right-click if the user
presses and holds the left mouse button. With the Simulate clicking by hovering option enabled, a
click event will be triggered when the user holds the mouse still. In KDE, the KMouseTool
application will provide these same features to assist mouse actions.

Visual Impairments

Users with reduced eyesight may still be able to use the monitor screen to interact with the
computer. Depending on the userOs needs, many visual adjustments can be made to improve the
otherwise hard to see details of the standard graphical desktop.

GnomeOsSeeing section of Universal Access settings provide options that can help people with
reduced eyesight:

High Contrast

will make windows and buttons easier to see by drawing them in sharper colors.

Large Text
will enlarge the standard screen font size.

Cursor Size

allows to choose a bigger mouse cursor, making it easier to locate on the screen.

Some of these adjustments are not strictly related to accessibility features, thus can be found in
the appearance section of the configuration utility provided by other desktop environments. A
user having difficulties discerning between visual elements can choose a high-contrast theme to
make it easier to identify buttons, overlapping windows, etc.

If appearance adjustments alone are not enough to improve screen readability, then a screen
magnifier program can be used to zoom in on parts of the screen. This feature is called Zoom in
GnomeOs Universal Access settings, where options like magnification ratio, position of the
magnifier and color adjustments can be customized.

In KDE, the KMagnifier program provides the same features, but it is available as an ordinary
application through the application launcher. Other desktop environments may provide their own
screen magnifiers. Xfce, for example, will zoom in and out the screen by rotating the mouse
scrolling wheel while the  at  key is down.

Finally, users for whom the graphical interface is not an option can use a screen reader to interact
with the computer. Regardless of the chosen desktop environment, the most popular screen
reader for Linux systems is  Orca, which is usually installed by default in most distributions. Orca
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generates a synthesized voice to report screen events and to read the text under the mouse cursor.
Orca also works with refreshable braille displays , special devices that display braille characters by
raising small pins that can be felt with the fingertips. Not all desktop applications are fully
adapted for screen readers and not all users will find it easy to use them, so it is important to
provide as many screen reading strategies as possible for users to choose from.
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Guided Exercises

1. What accessibility feature could help a user to alternate between open windows using the
keyboard, considering that the user is unable to press the At and Tab keys at the same time?

2. How could the Bounce keys accessibility feature help users whose involuntary hand tremors
disturb their typing?

3. What is the most common Activation Gestures for the Sticky keys accessibility feature?

::::::::
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Explorational Exercises

1. Accessibility features may not be provided by a single application and may vary from one
desktop environment to another. In KDE, what application helps those with repetitive strain
injuries by clicking the mouse whenever the mouse cursor pauses briefly?

2. What appearance aspects of the graphical environment can be modified to make it easier for
people to read text on the screen?

3. In what ways can the Orca application help visually impaired users to interact with the desktop
environment?
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Summary

This lesson covers general accessibility features available in Linux systems. All major desktop
environments, specially Gnome and KDE, provide many builtin and third-party applications to
assist people with visual impairments or reduced mobility. The lesson goes through the following
topics:

¥ How to change accessibility settings.

¥ Alternative ways to use the keyboard and mouse.

¥ Desktop enhancements for the visually impaired.
The commands and procedures addressed were:

¥ Keyboard accessibility settings: Sticky keys, Slow keys, Bounce keys.
¥ Artificially generate mouse events.

¥ On-screen keyboard.

¥ Visual settings to enhance readability.

¥ High Contrast/Large Print Desktop Themes.

¥ Screen magnifiers.

¥ The Orca screen reader.
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Answers to Guided Exercises

1. What accessibility feature could help a user to alternate between open windows using the
keyboard, considering that the user is unable to press the At and Tab keys at the same time?

The Sticky keys feature, which allows the user to type keyboard shortcuts one key at a time.

2. How could the Bounce keys accessibility feature help users whose involuntary hand tremors
disturb their typing?

With Bounce keys enabled, a new key press will be accepted only after a specified length of
time has passed since the last key press.

3. What is the most common Activation Gestures for the Sticky keys accessibility feature?

If Activation Gestures are enabled, the Sticky keys feature will be activated after pressing the
shit  key five consecutive times.
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Answers to Explorational Exercises

1. Accessibility features may not be provided by a single application and may vary from one
desktop environment to another. In KDE, what application helps those with repetitive strain
injuries by clicking the mouse whenever the mouse cursor pauses briefly?

The KMouseTool application.

2. What appearance aspects of the graphical environment can be modified to make it easier for
people to read text on the screen?

Setting a large screen font size in the desktop configuration will make all screen texts easier to
read.

3. In what ways can the Orca application help visually impaired users to interact with the desktop
environment?

Orca is a screen reader that generates a synthesized voice to report screen events and to read
the text under the mouse cursor. It also works with devices called refreshable braille displays
so the user can identify the text with tactile patterns.
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Reference to LPI objectives

LPIC-1 version 5.0, Exam 102, Objective 107.1

Weight
5

Key knowledge areas

¥ Add, modify and remove users and groups.
¥ Manage user/group info in password/group databases.
¥ Create and manage special purpose and limited accounts.

Partial list of the used files, terms and utilities

¥ [etc/passwd
¥ /etc/shadow
¥ [etc/group
¥ /etc/skel/

¥ chage

¥ getent

¥ groupadd

¥ groupdel

¥ groupmod
¥ passwd

¥ useradd
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¥ userdel

¥ usermod

Linux
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Introduction

User and group administration is a very important part of any system administratorOs job. Modern
Linux distributions implement graphical interfaces that allow you to manage all the activities
related to this key aspect quickly and easily. These interfaces are different from each other in
terms of graphical layouts, but the features are the same. With these tools you can view, edit, add,
and delete local users and groups. However for more advanced management you need to work
through the command line.

Adding User Accounts

In Linux, you can add a new user account with the useradd command. For example, acting with
root privileges, you can create a new user account named michael with a default setting, using
the following:

# useradd michael



LPIC-1 (102) (Version 5.0) | 107.1 Manage user and group accounts and related system files

When you run the useradd command, the user and group information stored in the password
and group databases are updated for the newly created user account and, if specified, the home
directory of the new user is created as well. A group with the same name of the new user account
is also created.

Once you have created the new user, you can set its password using the passwd command. You
can review its User ID (UID), Group ID (GID) and the groups it belongs to through the id and
groups commands.

# passwd michael

Changing password for user michael.

New UNIX password:

Retype new UNIX password:

passwd: all authentication tokens updated successfully.

# id michael

uid=1000(michael) gid=100(michael) groups=100(michael)
# groups michael

michael : michael

Remember that any user can review their UID, GID and the groups they belong to
by simply using the id and groups commands without arguments, and that any

NOTE . .
user can change their password using the  passwd command. However only users
with root privileges can change  any userOs password.
The most important options which apply to the useradd command are:

-C

Create a new user account with custom comments (for example the userOs full name).

-d

Create a new user account with a custom home directory.

s

Create a new user account by setting a specific date on which it will be disabled.

Create a new user account by setting the number of days after a password expires during
which the user should update the password (otherwise the account will be disabled).

-9
Create a new user account with a specific GID.

PPN Ann asa Linux aaa aa o
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-G
Create a new user account by adding it to multiple secondary groups.

-k
Create a new user account by copying the skeleton files from a specific custom directory (this
option is only valid if the ~ -m or --create-home  option is specified).

-m

Create a new user account with its home directory (if it does not exist).

-M

Create a new user account without its home directory.

=S

Create a new user account with a specific login shell.

-u

Create a new user account with a specific UID.

See the manual pages for the useradd command for the complete list of options.

Modifying User Accounts

Sometimes you need to change an attribute of an existing user account, such as the login name,
login shell, password expiry date and so on. In such cases, you need to use the usermod command.

# usermod -s /bin/tcsh michael
# usermod -c "Michael User Account" michael

Just as with the useradd command, the usermod command requires root privileges.

In the examples above, the login shell of  michael is changed first and then a brief description is
added to this user account. Remember that you can modify multiple attributes at once, specifying
them in a single command.

The most important options which apply to the usermod command are:

-C

Add a brief comment to the specified user account.

::::::::
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-d
Change the home directory of the specified user account. When used with the -m option, the

contents of the current home directory are moved to the new home directory, which is created
if it does not already exist.

-e

Set the expiration date of the specified user account.

Set the number of days after a password expires during which the user should update the
password (otherwise the account will be disabled).

-9
Change the primary group of the specified user account (the group must exist).

-G
Add secondary groups to the specified user account. Each group must exist and must be
separated from the next by a comma, with no intervening whitespace. If used alone, this option
removes all existing groups to which the user belongs, while when used with the -a option, it
simply appends new secondary groups to the existing ones.

Change the login name of the specified user account.

Lock the specified user account. This puts an exclamation mark in front of the encrypted
password within the /etc/shadow file, thus disabling access with a password for that user.

Change the login shell of the specified user account.

-u

Change the UID of the specified user account.

-U
Unlock the specified user account. This removes the exclamation mark in front of the
encrypted password with the  /etc/shadow file.

See the manual pages for the usermod command for the complete list of options.

TIP Remember that when you change the login name of a user account, you should
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probably rename the home directory of that user and other user-related items such
as mail spool files. Also remember that when you change the UID of a user account,
you should probably fix the ownership of files and directories outside the userOs
home directory (the user ID is changed automatically for the userOs mailbox and for
all files owned by the user and located in the userOs home directory).

Deleting User Accounts

If you want to delete a user account, you can use the userdel command. In particular, this
command updates the information stored in the account databases, deleting all entries referring

to the specified user. The -r option also removes the userOs home directory and all its contents,
along with the user®Os mail spool. Other files, located elsewhere, must be searched for and deleted
manually.

# userdel -r michael

As for useradd and usermod , you need root authority to delete user accounts.

Adding, Modifying and Deleting Groups

Just as with user management, you can add, modify and delete groups using the groupadd
groupmod and groupdel commands with root privileges. If you want to create a new group
named developer , you can run the following command:

# groupadd -g 1090 developer

The -g option of this command creates a group with a specific GID.

Remember that when you add a new user account, the primary group and the

WARNING secondary groups to which it belongs  must exist before launching the useradd
command.
Later, if you want to rename the group from developer to web-developer and change its GID,

you can run the following:

# groupmod -n web-developer -g 1050 developer

Remember that if you change the GID using the  -g option, you should change the GID
of all files and directories that must continue to belong to the group.



LPIC-1 (102) (Version 5.0) | 107.1 Manage user and group accounts and related system files

Finally, if you want to delete the  web-developer  group, you can run the following:

# groupdel web-developer

You cannot delete a group if it is the primary group of a user account. Therefore, you must remove
the user before removing the group. As for users, if you delete a group, the files belonging to that
group remain in your filesystem and are not deleted or assigned to another group.

The Skeleton Directory

When you add a new user account, even creating its home directory, the newly created home
directory is populated with files and folders that are copied from the skeleton directory (by
default /etc/skel ). The idea behind this is simple: a system administrator wants to add new
users having the same files and directories in their home folder. Therefore, if you want to
customize the files and folders that are created automatically in the home directory of new user
accounts, you must add these new files and folders to the skeleton directory.

Note that if you want to list all the files and directories in the skeleton directory, you

TIP
must use the Is -al command.
The /etc/login.defs File
In Linux, the /etc/login.defs file specifies the configuration parameters that control the

creation of users and groups. In addition, the commands shown in the previous sections take
default values from this file.

The most important directives are:

UID_MIN and UID_MAX

The range of user IDs that can be assigned to new ordinary users.

GID_MIN and GID_MAX

The range of group IDs that can be assigned to new ordinary groups.

CREATE_HOME

Specify whether a home directory should be created by default for new users.

USERGROUPS_ENAB

Specify whether the system should by default create a new group for each new user account
with the same name as the user, and whether deleting the user account should also remove the
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userOs primary group if it no longer contains members.

MAIL_DIR

The mail spool directory.

PASS _MAX_DAYS
The maximum number of days a password may be used.

PASS_MIN_DAYS

The minimum number of days allowed between password changes.

PASS_MIN_LEN

The minimum acceptable password length.

PASS_WARN_AGE

The number of warning days before a password expires.

When managing users and groups, always check this file to view and eventually

TIP
change the default behavior of the system if needed.

The passwd Command

This command is primarily used to change a userOs password. As described before, any user can
change their own password, but only root can change any userOs password. This happens because
the passwd command has the SUID bit set (an s in the place of the executable flag for the owner),
which means that it executes with the privileges of the fileOs owner (thus root).

# Is -l Jusr/bin/passwd
-rwsr-xr-x 1 root root 42096 mag 17 2015 /usr/bin/passwd

Depending on the passwd options used, you can control specific aspects of password aging:

-d
Delete the password of a user account (thus disabling the user).

-€

Force the user account to change the password.

Set the number of days of inactivity after a password expires during which the user should



LPIC-1 (102) (Version 5.0) | 107.1 Manage user and group accounts and related system files

update the password (otherwise the account will be disabled).

Lock the user account (the encrypted password is prefixed with an exclamation mark in the
letc/shadow file).

-Nn

Set the minimum password lifetime.

o

Output information about the password status of a specific user account.

Unlock the user account (the exclamation mark is removed from the password field in the
letc/shadow  file).

Set the maximum password lifetime.

Set the number of days of warning before the password expires during which the user is
warned that the password must be changed.

Groups can also have a password, which can be set using the  gpasswd command.
Users, who are not members of a group but know its password, can join it

NOTE temporarily using the newgrp command. Remember that gpasswd is also used to
add and remove users from a group and to set the list of administrators and
ordinary members of the group.

The chage Command

This command, which stands for Ochange ageO, is used to change the password aging information
of a user. The chage command is restricted to root, except for the -l option, which can be used by
ordinary users to list password aging information of their own account.

The other options which apply tothe  chage command are:

-d

Set the last password change for a user account.
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-E
Set the expiration date for a user account.

Set the number of days of inactivity after a password expires during which the user should
update the password (otherwise the account will be disabled).

-m
Set the minimum password lifetime for a user account.

-M
Set the maximum password lifetime for a user account.

-W
Set the number of days of warning before the password expires during which the user is
warned that the password must be changed.

m
m
m
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Guided Exercises

1. For each of the following commands, identify the corresponding purpose:

usermod -L
passwd -u
chage -E
groupdel
useradd -s
groupadd -g
userdel -r
usermod -|
groupmod -n

useradd -m
2. For each of the following passwd commands, identify the corresponding  chage command:

passwd -n
passwd -X
passwd -w
passwd -i

passwd -S

3. Explain in detail the purpose of the commands in the previous question:

4. What commands can you use to lock a user account? And which commands to unlock it?

PPN Ann asa Linux aaa s
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Explorational Exercises

1.

Using the groupadd command, create the administrators and developers groups. Assume
you are working as root.

Now that you have created these groups, run the following command: useradd -G
administrators,developers kevin . What operations does this command perform? Assume
that CREATE_HOM&nhd USERGROUPS_ENAB /etc/login.defs are setto yes.

Create a new group named designers , rename it to web-designers and add this new group
to the secondary groups of the kevin user account. Identify all the groups  kevin belongs to
and their IDs.

Remove only the developers group from the secondary groups of  kevin .

Set the password for the kevin user account.

Using the chage command, first check the expiry date of the kevin user account and then
change it to December 31st 2022. What other command can you use to change the expiration
date of a user account?

Add a new user account named emmawith UID 1050 and set administrators as its primary
group and developers and web-designers  as its secondary groups.

Change the login shell of emmato /bin/sh

Delete the emmaand kevin user accounts and the administrators , developers and web-
designers  groups.
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Summary

In this lesson you learned:

¥ The fundamentals of user and group management in Linux.
¥ How to add, modify and remove user accounts.

¥ How to add, modify and remove group accounts.

¥ Maintain the skeleton directory.

¥ Edit the file that controls the creation of users and groups.
¥ Change the passwords of user accounts.

¥ Change the password aging information of user accounts.

The following files and commands were discussed in this lesson:

useradd

Create a new user account.

usermod

Modify a user account.

userdel

Delete a user account.

groupadd
Create a hew group account.

groupmod

Modify a group account.

groupdel

Delete a group account.

passwd

Change the password of user accounts and control all aspects of password aging.

chage

Change user password expiry information.
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/etc/skel

The default location of the skeleton directory.

/etc/login.defs

The file that controls the creation of users and groups and provides default values for several
user account parameters.
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Answers to Guided Exercises

1. For each of the following commands, identify the corresponding purpose:

usermod -L Lock the user account

passwd -u Unlock the user account

chage -E Set the expiration date for the user account

groupdel Delete the group

useradd -s Create a new user account with a specific login
shell

groupadd -g Create a new group with a specific GID

userdel -r Remove the user account and all files in its

home directory, the home directory itself and
the userOs mail spool

usermod - Change the login name of the user account

groupmod -n Change the name of the group

useradd -m Create a new user account and its home
directory

2. For each of the following passwd commands, identify the corresponding  chage command:

passwd -n chage -m
passwd -X chage -M
passwd -w chage -W
passwd -i chage -I
passwd -S chage -l

3. Explain in detail the purpose of the commands in the previous question:

In Linux, you can use the passwd -n command (or chage -m ) to set the minimum number of
days between password changes, the passwd -x command (or chage -M ) to set the maximum
number of days during which a password is valid, the passwd -w command (or chage -W ) to
set the number of days of warning before the password expires, the passwd -i command (or
chage -1 ) to set the number of days of inactivity during which the user should change the
password and the passwd -S command (or chage -I ) to show brief information about the

PPN Ann asa Linux aaa A n
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password of the user account.
4. What commands can you use to lock a user account? And which commands to unlock it?

If you want to lock an user account, you can use one of these commands: usermod -L
usermod --lock and passwd -I . Instead, if you want to unlock it, you can use usermod -U |,
usermod --unlock and passwd -u

3
>
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Answers to Explorational Exercises

1. Using the groupadd command, create the administrators and developers groups. Assume
you are working as root.

# groupadd administrators
# groupadd developers

2. Now that you have created these groups, run the following command: useradd -G
administrators,developers kevin . What operations does this command perform? Assume
that CREATE_HOM&hd USERGROUPS_ ENAB/etc/login.defs are setto yes.

The command adds a new user, named kevin , to the list of users in the system, creates its
home directory ( CREATE_HOMIES set to yes and therefore you can omit the -m option) and
creates a new group, named kevin , as the primary group of this user account
(USERGROUPS_ENAB set to yes). Finally, the files and folders contained in the skeleton
directory are copied to the home dir of  kevin

3. Create a new group named designers , rename it to web-designers and add this new group
to the secondary groups of the kevin user account. ldentify all the groups  kevin belongs to
and their IDs.

# groupadd designers

# groupmod -n web-designers designers

# usermod -a -G web-designers kevin

# id kevin

uid=1010(kevin) gid=1030(kevin)
groups=1030(kevin),1028(administrators),1029(developers),1031(web-designers)

4. Remove only the developers group from the secondary groups of  kevin

# usermod -G administrators,web-designers kevin

# id kevin

uid=1010(kevin) gid=1030(kevin) groups=1030(kevin),1028(administrators),1031(web-
designers)

The usermod command does not have an option to remove only one group; therefore, you need
to specify all the secondary groups to which the user belongs.

5. Set the password for the kevin user account.
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# passwd kevin

Changing password for user kevin.

New UNIX password:

Retype new UNIX password:

passwd: all authentication tokens updated successfully.

6. Using the chage command, first check the expiry date of the kevin user account and then
change it to December 31st 2022. What other command can you use to change the expiration
date of a user account?

# chage -l kevin | grep "Account expires"
Account expires  : never

# chage -E 2022-12-31 kevin

# chage -l kevin | grep "Account expires"
Account expires  : dec 31, 2022

The usermod command with the -e option is equivalentto chage -E

7. Add a new user account named emmawith UID 1050 and set administrators as its primary
group and developers and web-designers  as its secondary groups.

# useradd -u 1050 -g administrators -G developers,web-designers emma
# id emma

uid=1050(emma) gid=1028(administrators)
groups=1028(administrators),1029(developers),1031(web-designers)

8. Change the login shell of emmato /bin/sh

# usermod -s /bin/sh emma

9. Delete the emmaand kevin user accounts and the administrators , developers and web-
designers  groups.

userdel -r emma
userdel -r kevin
groupdel administrators
groupdel developers

H OH OH OB

groupdel web-designers
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The command line tools discussed in the previous lesson and the graphical applications provided
by each distribution that perform the same tasks update a series of files that store information

about users and groups.
These files are located under the

/etc/passwd

/etc/  directory and are:

A file of seven colon-delimited fields containing basic information about users.

letc/group

A file of four colon-delimited fields containing basic information about groups.

/etc/shadow

A file of nine colon-delimited fields containing encrypted user passwords.

Institute
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/etc/gshadow

A file of four colon-delimited fields file containing encrypted group passwords.

Although these four files are in plain text, they should not be edited directly, but always through
the tools provided by the distribution you are using.

/etc/passwd

This is a world-readable file that contains a list of users, each on a separate line. Each line consists
of seven colon-delimited fields:

Username

The name used when the user logs into the system.

Password

The encrypted password (or an  x if shadow passwords are used).

User ID (UID)

The ID number assigned to the user in the system.

Group ID (GID)

The primary group number of the user in the system.

GECOS

An optional comment field, which is used to add extra information about the user (such as the
full name). The field can contain multiple comma-separated entries.

Home Directory

The absolute path of the userOs home directory.

Shell

The absolute path of the program that is automatically launched when the user logs into the
system (usually an interactive shell such as  /bin/bash ).

/etc/group

This is a world-readable file that contains a list of groups, each on a separate line. Each line
consists of four colon-delimited fields:
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Group Name

The name of the group.

Group Password

The encrypted password of the group (or an  x if shadow passwords are used).

Group ID (GID)

The ID number assigned to the group in the system.

Member List

A comma-delimited list of users belonging to the group, except those for whom this is the
primary group.

/etc/shadow

This is a file readable only by root and by users with root privileges that contains encrypted user
passwords, each on a separate line. Each line consists of nine colon-delimited fields:

Username

The name used when the user logs into the system.

Encrypted Password

The encrypted password of the user (if the value starts with I, the account is locked).

Date of Last Password Change

The date of the last password change, as number of days since 01/01/1970 (a value of 0 means
that the user must change the password when they next login).

Minimum Password Age

The minimum number of days, after a password change, which must pass before the user will
be allowed to change the password again.

Maximum Password Age

The maximum number of days that must pass before a password change is required.

Password Warning Period

The number of days, before the password expires, during which the user is warned that the
password must be changed.

PPN Ann asa Linux aaa o
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Password Inactivity Period

The number of days after a password expires during which the user should update the
password. After this period, if the user does not change the password, the account will be
disabled.

Account Expiration Date

The date, expressed as the number of days since 01/01/1970, in which the user account will be
disabled (an empty field means that the user account will never expire).

A reserved field

A field that is reserved for future use.

/etc/gshadow

This is a file readable only by root and by users with root privileges that contains encrypted group
passwords, each on a separate line. Each line consists of four colon-delimited fields:

Group Name

The name of the group.

Encrypted Password

The encrypted password for the group (it is used when a user, who is not a member of the
group, wants to join the group using the newgrp command!N!if the password starts with I, no
one is allowed to access the group with  newgrp ).

Group Administrators

A comma-delimited list of the administrators of the group (they can change the password of the
group and can add or remove group members with the gpasswd command).

Group Members

A comma-delimited list of the members of the group.

Filter the Password and Group Databases

Very often it may be necessary to review information on users and groups stored in these four
files and search for specific records. To perform this task, you can use the grep command or
alternatively concatenate cat and grep .

# grep emma /etc/passwd
emma:x:1020:1020:User Emma:/home/emma:/bin/bash
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# cat /etc/group | grep db-admin
db-admin:x:1050:grace,frank

Another way to access these databases is to use the getent command. In general, this command
displays entries from databases supported by the Name Service Switch (NSS) libraries and requires
the name of the database and a lookup key. If no key argument is provided, all entries in the
specified database are displayed (unless the database does not support enumeration). Otherwise,

if one or more key arguments are provided, the database is filtered accordingly.

# getent passwd emma

emma:x:1020:1020:User Emma:/home/emma:/bin/bash
# getent group db-admin

db-admin:x:1050:grace,frank

The getent command does not require root authority; you just need to be able to read the
database from which you want to retrieve records.

Remember that getent can only access databases configured in the
/etc/nsswitch.conf file.

NOTE
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Guided Exercises

1. Observe the following output and answer the following questions:

# cat /etc/passwd | grep "\(root\|mail\|catherine\|kevin\)'

root:x:0:0:root:/root:/bin/bash

mail:x:8:8:mail:/var/spool/mail:/shin/nologin

catherine:x:1030:1025:User Chaterine:/home/catherine:/bin/bash

kevin:x:1040:1015:User Kevin:/lhome/kevin:/bin/bash

# cat /etc/group | grep "\(root\|mail\|db-admin\|app-developer\)'

root:x:0:

mail:x:8:

db-admin:x:1015:emma,grace

app-developer:x:1016:catherine,dave,christian

# cat /etc/shadow | grep "\(root\|mail\|catherine\|kevin\)'
root:$6$1u36Ipok$ljt8ooPMLewAhkQPf.IYgGopAB.jCITO6ljsdczxvkLPkpi/amgp.zyfAN680zrLLp2avvpd
KAOIlIpssdfcPppOp:18015:0:99999:7:::

mail:*:18015:0:99999:7:::
catherine:$6$ABCD25jlld14hpPthEFGnnssEWw1234yioMpliABCdef1f3478kAfhhAfgbAMjY1/BAeeAsl/FeE
dddKd12345g6kPACcik:18015:20:90:5:::
kevin:$6$DEFGabc123WrLp223fsvp0ddx3dbA7pPPc4LMaal23u6Lp02Lpvm123456pyphhh5ps012vbArL245.P
R1345kkA3Gas12P:18015:0:60:7:2::

# cat /etc/gshadow | grep "\(root\|mail\|db-admin\|app-developer\)'

root:*::

mail:*::

db-admin:!:emma:emma,grace

app-developer:!::catherine,dave,christian

# What is the User ID (UID) and the Group ID (GID) of root and catherine ?

# What is the name of the primary group of kevin ? Are there other members in this group?

# Which shell is set for mail ? What does it mean?

# Who are the members of the app-developer  group? Which of these members are group
administrators and which are ordinary members?

::::::::
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# What is the minimum password lifetime for catherine  ? And what is the maximum
password lifetime?

# What is the password inactivity period for kevin ?

2. By convention, which IDs are assigned to system accounts and which to ordinary users?

3. How do you find out if a user account, which was previously able to access the system, is now
locked? Assume your system uses shadow passwords.
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Explorational Exercises

1. Create a user account named christian using the useradd -m command and identify its User
ID (UID), Group ID (GID) and shell.

2. ldentify the name of the primary group of christian . What can you deduce?

3. Using the getent command, review password aging information for the christian user
account.

4. Add the editor group to the secondary groups of christian . Assume that this group already

contains emma dave and frank as ordinary members. How can you verify that there are no
administrators for this group?

5. Run the Is -l /etc/passwd /etc/group /etc/shadow /etc/gshadow command and
describe the output that it gives you in terms of file permissions. Which of these four files are
shadowed for security reasons? Assume your system uses shadow passwords.
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Summary

In this lesson you learned:

¥ The location of files that store information about users and groups.

¥ Manage user and group information stored in password and group databases.

¥ Retrieve information from password and group databases.
The following files and commands were discussed in this lesson:

/etc/passwd

The file containing basic information about users.

letc/group
The file containing basic information about groups.

/etc/shadow

The file containing encrypted user passwords.

/etc/gshadow

The file containing encrypted group passwords.

getent

Filter the password and group databases.
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Answers to Guided Exercises

1. Observe the following output and answer the following questions:

# cat /etc/passwd | grep "\(root\|mail\|catherine\|kevin\)'

root:x:0:0:root:/root:/bin/bash

mail:x:8:8:mail:/var/spool/mail:/shin/nologin

catherine:x:1030:1025:User Chaterine:/home/catherine:/bin/bash

kevin:x:1040:1015:User Kevin:/lhome/kevin:/bin/bash

# cat /etc/group | grep "\(root\|mail\|db-admin\|app-developer\)'

root:x:0:

mail:x:8:

db-admin:x:1015:emma,grace

app-developer:x:1016:catherine,dave,christian

# cat /etc/shadow | grep "\(root\|mail\|catherine\|kevin\)'
root:$6$1u36Ipok$ljt8ooPMLewAhkQPf.IYgGopAB.jCITO6ljsdczxvkLPkpi/amgp.zyfAN680zrLLp2avvpd
KAOIlIpssdfcPppOp:18015:0:99999:7:::

mail:*:18015:0:99999:7:::
catherine:$6$ABCD25jlld14hpPthEFGnnssEWw1234yioMpliABCdef1f3478kAfhhAfgbAMjY1/BAeeAsl/FeE
dddKd12345g6kPACcik:18015:20:90:5:::
kevin:$6$DEFGabc123WrLp223fsvp0ddx3dbA7pPPc4LMaal23u6Lp02Lpvm123456pyphhh5ps012vbArL245.P
R1345kkA3Gas12P:18015:0:60:7:2::

# cat /etc/gshadow | grep "\(root\|mail\|db-admin\|app-developer\)'

root:*::

mail:*::

db-admin:!:emma:emma,grace

app-developer:!::catherine,dave,christian

# What is the User ID (UID) and the Group ID (GID) of root and catherine ?

The UID and GID of root are 0 and O, while the UID and GID of catherine are 1030 and
1025.

# What is the name of the primary group of kevin ? Are there other members in this group?
The group name is db-admin . Also emmaand grace are in this group.
# Which shell is set for mail ? What does it mean?

mail is a system user account and its shell is  /shin/nologin . In fact, system user accounts
such as mail , ftp , news and daemon are used to perform administrative tasks and therefore
normal login should be prevented for these accounts. This is why the shell is usually set to

::::::::
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/sbin/nologin or /bin/false

# What are the members of the  app-developer group? Which of these are group
administrators and which are ordinary members?

The members are catherine , dave and christian and they are all ordinary members.

# What is the minimum password lifetime for catherine  ? And what is the maximum
password lifetime?

The minimum password lifetime is 20 days, while the maximum password lifetime is 90
days.

# What is the password inactivity period for kevin ?

The password inactivity period is 2 days. During this period kevin should update the
password, otherwise the account will be disabled.

2. By convention, which IDs are assigned to system accounts and which to ordinary users?

System accounts usually have UIDs less than 100 or between 500 and 1000, while ordinary
users have UIDs starting at 1000 although some legacy systems may start numbering at 500.
The root wuser has UID 0. Remember that the UID_MIN and UID_MAX values in
letc/login.defs define the range of UIDs used for the creation of ordinary users. From the
standpoint of LPI Linux Essentials and LPIC-1, system accounts have UIDs less than 1000 and
ordinary users have UIDs greater than 1000.

. How do you find out if a user account, which was previously able to access the system, is now
locked? Assume your system uses shadow passwords.

When shadow passwords are used, the second field in  /etc/passwd  contains the x character
for each user account, because the encrypted user passwords are stored in letc/shadow . In
particular, the encrypted password of a user account is stored in the second field of this file

and, if it starts with an exclamation mark, the account is locked.
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Answers to Explorational Exercises

1. Create a user account named christian using the useradd -m command and identify its User
ID (UID), Group ID (GID) and shell.

# useradd -m christian
# cat /etc/passwd | grep christian
christian:x:1050:1060::/home/christian:/bin/bash

The UID and GID of christian are 1050 and 1060 respectively (the third and fourth fields in
letc/passwd ). /bin/bash is the shell set for this user account (the seventh field in
letc/passwd ).

2. ldentify the name of the primary group of christian . What can you deduce?

# cat /etc/group | grep 1060
christian:x:1060:

The name of the primary group of  christian is christian (the first field in  /etc/group ).
Therefore, USERGROUPS_ENAB /etc/login.defs is set to yes so that useradd creates by
default a group with the same name of the user account.

3. Using the getent command, review password aging information for the christian user
account.

# getent shadow christian
christian:!:18015:0:99999:7:::

The christian user account does not have the password set and is now locked (the second
field in /etc/shadow  contains an exclamation mark). There is no minimum and maximum
password age for this user account (the fourth and fifth fields in /etc/shadow  are set to 0 and
99999 days), while the password warning period is set to 7 days (the sixth field in
letc/shadow ). Finally, there is no inactivity period (the seventh field in /etc/shadow ) and the
account never expires (the eighth field in /etc/shadow ).

4. Add the editor group to the secondary groups of christian . Assume that this group already
contains emmadave and frank as ordinary members. How can you verify that there are no
administrators for this group?
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# cat /etc/group | grep editor
editor:x:1100:emma,dave,frank

# usermod -a -G editor christian

# cat /etc/group | grep editor
editor:x:1100:emma,dave,frank,christian
# cat /etc/gshadow | grep editor
editor:!::emma,dave,frank,christian

The third and fourth fields in  /etc/ghadow  contain administrators and ordinary members for
the specified group. Therefore, since the third field is empty for editor , there are no
administrators for this group (  emmadave, frank and christian are all ordinary members).

. Run the Is -l /etc/passwd /etc/group /etc/shadow /etc/gshadow command and
describe the output that it gives you in terms of file permissions. Which of these four files are
shadowed for security reasons? Assume your system uses shadow passwords.

# Is -l /etc/passwd /etc/group /etc/shadow /etc/gshadow
-rw-r--r-- 1 root root 853 mag 1 08:00 /etc/group
-PW-r----- 1 root shadow 1203 mag 1 08:00 /etc/gshadow
-rw-r--r-- 1 root root 1354 mag 1 08:00 /etc/passwd
-W-r----- 1 root shadow 1563 mag 1 08:00 /etc/shadow

The /etc/passwd  and /etc/group files are world readable and are shadowed for security
reasons. When shadow passwords are used, you can see an X in the second field of these files,
because the encrypted passwords for users and groups are stored in /etc/shadow and
letc/gshadow , which are readable only by root and, in my system, even by members
belonging to the shadow group.
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Key knowledge areas

¥ Manage cron and at jobs.
¥ Configure user access to cron and at services.
¥ Understand systemd timer units.

Partial list of the used files, terms and utilities
¥ [etc/cron.{d,daily,hourly,monthly,weekly}/

¥ /etc/at.deny

¥ /etc/at.allow

¥ /etc/crontab

¥ /etc/cron.allow
¥ /etc/cron.deny
¥ /var/spool/cron/
¥ crontab

¥ at

¥ atq

¥ atrm
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¥ systemctl

¥ systemd-run
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Introduction

One of the most important tasks of a good system administrator is to schedule jobs that must be
executed on a regular basis. For example, an administrator can create and automate jobs for
backups, system upgrades and to perform many other repetitive activities. To do this you can use
the cron facility, which is useful to automate periodic job scheduling.

Schedule Jobs with Cron

In Linux, cron is a daemon that runs continuously and wakes up every minute to check a set of
tables to find tasks to execute. These tables are known as  crontabs and contain the so-called cron
jobs. Cron is suitable for servers and systems that are constantly powered on, because each cron

job is executed only if the system is running at the scheduled time. It can be used by ordinary
users, each of whom has their own  crontab , as well as the root user who manages the system

crontabs.

In Linux there is also the anacron facility, which is suitable for systems that can be
NOTE powered off (such as desktops or laptops). It can only be used by root. If the
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machine is off when the anacron jobs must be executed, they will run the next
time the machine is powered on. anacron is out of scope for the LPIC-1
certification.

User Crontabs

User crontabs are text files that manage the scheduling of user-defined cron jobs. They are always
named after the user account that created them, but the location of these files depends on the
distribution used (generally a subdirectory of Ivar/spool/cron ).

Each line in a user crontab contains six fields separated by a space:

¥ The minute of the hour (0-59).

¥ The hour of the day (0-23).

¥ The day of the month (1-31).

¥ The month of the year (1-12).

¥ The day of the week (0-7 with Sunday=0 or Sunday=7).
¥ The command to run.

For the month of the year and the day of the week you can use the first three letters of the name
instead of the corresponding number.

The first five fields indicate when to execute the command that is specified in the sixth field, and
they can contain one or more values. In particular, you can specify multiple values using:

* (asterisk)

Refers to any value.

, (comma)

Specifies a list of possible values.

- (dash)

Specifies a range of possible values.

/ (slash)

Specifies stepped values.

Many distributions include the  /etc/crontab file which can be used as a reference for the layout
of a cron file. Here is an example /etc/crontab file from a Debian installation:
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SHELL=/bin/sh
PATH=/usr/local/sbin:/usr/local/bin:/sbin:/bin:/usr/sbin:/usr/bin

# Example of job definition:

B minute (0 - 59)

#| - hour (0 - 23)

#| | - day of month (1 - 31)

#1|| .- month (1 - 12) OR jan,feb,mar,apr ...

#| || | .--—-- day of week (0 - 6) (Sunday=0 or 7) OR sun,mon,tue,wed,thu,fri,sat
#IL

#* * * * *yser-name command to be executed

System Crontabs

System crontabs are text files that manage the scheduling of system cron jobs and can only be

edited by the root user. /etc/crontab and all files in the /etc/cron.d directory are system
crontabs.
Most distributions also include the [etc/cron.hourly , letc/cron.daily , letc/cron.weekly
and /etc/cron.monthly directories that contain scripts to be run with the appropriate
frequency. For example, if you want to run a script daily you can place it in /etc/cron.daily
Some distributions use letc/cron.d/hourly , letc/cron.d/daily ,
WARNING letc/cron.d/weekly and /etc/cron.d/monthly . Always remember to
check for the correct directories in which to place scripts you would like cron
to run.

The syntax of system crontabs is similar to that of user crontabs, however it also requires an
additional mandatory field that specifies which user will run the cron job. Therefore, each line in
a system crontab contains seven fields separated by a space:

¥ The minute of the hour (0-59).

¥ The hour of the day (0-23).

¥ The day of the month (1-31).

¥ The month of the year (1-12).

¥ The day of the week (0-7 with Sunday=0 or Sunday=7).

¥ The name of the user account to be used when executing the command.

¥ The command to run.



LPIC-1 (102) (Version 5.0) | 107.2 Automate system administration tasks by scheduling jobs

As for user crontabs, you can specify multiple values for the time fields using the * , ,- and/
operators. You may also indicate the month of the year and the day of the week with the first
three letters of the name instead of the corresponding number.

Particular Time Specifications

When editing crontab files, you can also use special shortcuts in the first five columns instead of
the time specifications:

@reboot
Run the specified task once after reboot.

@hourly
Run the specified task once an hour at the beginning of the hour.

@daily (or @midnight )
Run the specified task once a day at midnight.

@weekly

Run the specified task once a week at midnight on Sunday.

@monthly

Run the specified task once a month at midnight on the first day of the month.

@yearly (or @annually )
Run the specified task once a year at midnight on the 1st of January.

Crontab Variables

Within a crontab file, there are sometimes variable assignments defined before the scheduled
tasks are declared. The environment variables commonly set are:

HOME

The directory where cron invokes the commands (by default the userOs home directory).

MAILTO

The name of the user or the address to which the standard output and error is mailed (by
default the crontab owner). Multiple comma-separated values are also allowed and an empty
value indicates that no mail should be sent.
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PATH

The path where commands can be found.

SHELL
The shell to use (by default /bin/sh ).

Creating User Cron Jobs

The crontab command is used to maintain crontab files for individual users. In particular, you
can run the crontab -e command to edit your own crontab file or to create one if it doesnOt
already exist.

$ crontab -e
no crontab for frank - using an empty one

Select an editor. To change later, run 'select-editor'.
E 1. /bin/ed

E 2. /bin/nano <" easiest

E 3. /usr/bin/emacs24

E 4. /usr/bin/vim.tiny

Choose 1-4 [2]:

By default, the crontab command opens the editor specified by the VISUAL or EDITOR
environment variables so you can start editing your crontab file with the preferred editor. Some
distributions, as shown in the example above, allow you to choose the editor from a list when
crontab is run for the first time.

If you want to run the foo.sh script located in your home directory every day at 10:00 am, you
can add the following line to your crontab file:

0 10 * * * /nome/frank/foo.sh
Consider the following sample crontab entries:

0,15,30,45 08 * * 2 /home/frank/bar.sh
30 20 1-15 1,6 1-5 /home/frank/foobar.sh

In the first line the  bar.sh script is executed every Tuesday at 08:00 am, at 08:15 am, at 08:30 am

::::::::
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and at 08:45 am. On the second line the foobar.sh  script is executed at 08:30 pm from Monday to
Friday for the first fifteen days of January and June.

Although crontab files can be edited manually, it is always recommended to
WARNING use the crontab command. The permissions on the crontab files usually only
allow them to be edited viathe crontab command.

In addition to the -e option mentioned above, the crontab command has other useful options:

Display the current crontab on standard output.

Remove the current crontab.

-u
Specify the name of the user whose crontab needs to be modified. This option requires root
privileges and allows the root user to edit user crontab files.

Creating System Cron Jobs

Unlike user crontabs, system crontabs are updated using an editor: therefore, you do not need to

run the crontab command to edit /etc/crontab and the files in /etc/cron.d . Remember that
when editing system crontabs, you must specify the account that will be used to run the cron job
(usually the root user).

For example, if you want to run the barfoo.sh  script located in the /root directory every day at
01:30 am, you can open /etc/crontab with your preferred editor and add the following line:

30 01 * * * root /root/barfoo.sh >>/root/output.log 2>>/root/error.log

In the above example, output of the job is appended to /root/output.log , While errors are
appended to /root/error.log

Unless output is redirected to a file as in the example above (or the MAILTO
variable is set to a blank value), all output from a cron job will be sent to the
user via e-mail. A common practice is to redirect standard output to

WARNING
/dev/null (or to a file for later review if necessary) and to not redirect
standard error. This way the user will be notified immediately by e-mail of
any errors.
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Configure Access to Job Scheduling

In Linux the /etc/cron.allow and /etc/cron.deny files are used to set crontab restrictions.
In particular, they are used to allow or disallow the scheduling of cron jobs for different users. If
/etc/cron.allow exists, only non-root users listed within it can schedule cron jobs using the
crontab command. If /etc/cron.allow does not exist but /etc/cron.deny exists, only non-
root users listed within this file cannot schedule cron jobs using the crontab command (in this
case an empty /etc/cron.deny means that each user is allowed to schedule cron jobs with
crontab ). If neither of these files exist, the userOs access to cron job scheduling depends on the
distribution used.

The /etc/cron.allow and /etc/cron.deny files contain of a list of usernames,

NOTE .
each on a separate line.

An Alternative to Cron

Using systemd as the system and service manager, you can set timers as an alternative to cron to
schedule your tasks. Timers are systemd unit files identified by the timer  suffix, and for each of
these there must be a corresponding unit file which describes the unit to be activated when the

timer elapses. By default, a timer activates a service with the same name, except for the suffix.

A timer includes a [Timer] section that specifies when scheduled jobs should run. Specifically,
you can use the OnCalendar= option to define real-time timers which work in the same way as
cron jobs (they are based on calendar event expressions). The OnCalendar= option requires the
following syntax:

DayOfWeek Year-Month-Day Hour:Minute:Second

with DayOfWeek being optional. The *,/ and , operators have the same meaning as those used for
cron jobs, while you can use .. between two values to indicate a contiguous range. For
DayOfWeek specification, you can use the first three letters of the name or the full name.

You can also define monotonic timers that activate after some time has elapsed
NOTE from a specific start point (for example, when the machine was booted up or when
the timer itself is activated).

For example, if you want to run the service named letc/systemd/system/foobar.service at
05:30 on the first Monday of each month, you can add the following lines in the corresponding
letc/systemd/system/foobar.timer unit file.
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[Unit]
Description=Run the foobar service

[Timer]
OnCalendar=Mon *-*-1..7 05:30:00
Persistent=true

[Install]
WantedBy=timers.target

Once you have created the new timer, you can enable it and start it by running the following
commands as root:

# systemctl enable foobar.timer
# systemctl start foobar.timer

You can change the frequency of your scheduled job, modifying the OnCalendar value and then
typing the systemctl daemon-reload command.

Finally, if you want to view the list of active timers sorted by the time they elapse next, you can
use the systemctl list-timers command. You can add the --all  option to see the inactive
timer units as well.

Remember that timers are logged to the systemd journal and you can review the

NOTE logs of the different units using the  journalctl command. Also remember that if
you are acting as an ordinary user, you need to use the --user  option of the
systemctl  and journalctl commands.

Instead of the longer normalized form mentioned above, you can use some special expressions
which describe particular frequencies for job execution:

hourly

Run the specified task once an hour at the beginning of the hour.

daily

Run the specified task once a day at midnight.

weekly

Run the specified task once a week at midnight on Monday.
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monthly
Run the specified task once a month at midnight on the first day of the month.

yearly
Run the specified task once a year at midnight on the first day of January.

You can see the manual pages for the full list of time and date specifications at
systemd.timer(5)

::::::::
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Guided Exercises

1. For each of the following crontab shortcuts, indicate the corresponding time specification (i.e.
the first five columns in auser  crontab file):

@hourly
@daily
@weekly
@monthly

@annually

2. For each of the following OnCalendar shortcuts, indicate the corresponding time specification
(the longer normalized form):

hourly
daily
weekly
monthly

yearly
3. Explain the meaning of the following time specifications found in a crontab file:

3013 **1-5

00 09-18 * * *
300811+
0,20,40 11 * * Sun
0009 10-201-3 *
*[D(Q * * * *

4. Explain the meaning of the following time specifications used in the OnCalendar option of a
timer file:

*-*.* 08:30:00
Sat,Sun *-*-* 05:00:00
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*-*-01 13:15,30,45:00

Fri *-09..12-* 16:20:00
Mon, Tue *-*-1,15 08:30:00
*-*-* *:00/05:00
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Explorational Exercises

1.

Assuming that you are authorized to schedule jobs with cron as an ordinary user, what
command would you use to to create your own crontab file?

Create a simple scheduled job that executes the date command every Friday at 01:00 pm.
Where can you see the output of this job?

Create another scheduled job that executes the  foobar.sh  script every minute, redirecting the
output to the output.log file in your home directory so that only standard error is sent to you
by e-mail.

Look at the crontab entry of the newly created scheduled job. Why is it not necessary to
specify the absolute path of the file in which the standard output is saved? And why can you
use the ./foobar.sh command to execute the script?

Edit the previous crontab entry by removing the output redirection and disable the first cron
job you have created.

How can you send the output and errors of your scheduled job to the emmauser account via e-
mail? And how can you avoid sending the standard output and error via e-mail?

Execute the command Is -l /usr/bin/crontab . Which special bit is set and what is its
meaning?
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Summary

In this lesson, you learned:

¥ Usecron to run jobs at regular intervals.
¥ Manage cron jobs.
¥ Configure user access to cron job scheduling.

¥ Understand the role of systemd timer units as an alternative to cron .
The following commands and files were discussed in this lesson:

crontab

Maintain crontab files for individual users.

/etc/cron.allow and /etc/cron.deny

Particular files used to set crontab restrictions.

/etc/crontab

System crontab file.

/etc/cron.d

The directory that contains system crontab files.

systemctl

Control the systemd system and service manager. In relation to timers, it can be used to enable
and start them.
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Answers to Guided Exercises

1. For each of the following crontab shortcuts, indicate the corresponding time specification (the
first five columnsina crontab file):

@hourly Q****
@daily 00***
@weekly 00**0
@monthly 001**
@annually 0011~

2. For each of the following OnCalendar shortcuts, indicate the corresponding time specification
(the longer normalized form):

hourly *.*.* *:00:00
daily *.*.* 00:00:00
weekly Mon *-*-* 00:00:00
monthly *-*.01 00:00:00
yearly *-01-01 00:00:00
3. Explain the meaning of the following time specifications for a crontab file:
3013**1-5 At 01:30 pm every day of the week from
Monday to Friday
00 09-18 * * * Every day and every hour from 09 am to 06
pm
300811+ At 08:30 am on the first day of January
0,20,40 11 * * Sun Every Sunday at 11:00 am, 11:20 am and 11:40
am
0009 10-20 1-3 * At 09:00 am from the 10th to the 20th of
January, February and March
*[20 * * * * Every twenty minutes
4. Explain the meaning of the following time specifications used in the OnCalendar option of a
timer file:

nnnnnnnnn
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*-*-*08:30:00
Sat,Sun *-*-* 05:00:00
*-*-01 13:15,30,45:00

Fri *-09..12-* 16:20:00

Mon,Tue *-*-1,15 08:30:00

*_*.* *:00/05:00

Every day at 08:30 am
At 05:00 am on Saturday and Sunday

At 01:15 pm, 01:30 pm and 01:45 pm on the
first day of the month

At 04:20 pm every Friday in September,
October, November and December

At 08.30 am on the first or fifteenth day of
each month only if the day is a Monday or
Tuesday

Every five minutes
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Answers to Explorational Exercises

1. Assuming that you are authorized to schedule jobs with cron as an ordinary user, what
command would you use to to create your own crontab file?

dave@hostname ~$ crontab -e
no crontab for dave - using an empty one

Select an editor. To change later, run 'select-editor".
E 1. /bin/ed

E 2. /bin/nano < ---- easiest

E 3. /usr/bin/emacs24

E 4. Jusr/bin/vim.tiny

Choose 1-4 [2]:

2. Create a simple scheduled job that executes the date command every Friday at 01:00 pm.
Where can you see the output of this job?

00 13 ** 5 date

The output is mailed to the user; to view it, you can use the mail command.

3. Create another scheduled job that executes the  foobar.sh  script every minute, redirecting the
output to the output.log file in your home directory so that only standard error is sent to you
by e-mail.

*/1 **** [foobar.sh >> output.log

4. Look at the crontab entry of the newly created scheduled job. Why is it not necessary to
specify the absolute path of the file in which the standard output is saved? And why can you
use the ./foobar.sh command to execute the script?

cron invokes the commands from the userOs home directory, unless another location is
specified by the HOMEenvironment variable within the crontab file. For this reason, you can
use the relative path of the output file and run the script with Jfoobar.sh

5. Edit the previous crontab entry by removing the output redirection and disable the first cron
job you have created.
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#00 13 * * 5 date
*/1 **** [foobar.sh

To disable a cron job, you can simply comment the corresponding line within the crontab file.

6. How can you send the output and errors of your scheduled job to the emmauser account via e-
mail? And how can you avoid sending the standard output and error via e-mail?

To send the standard output and error to ~ emma you must set the MAILTO environment variable
in your crontab file as follows:

MAILTO="emma"

To tell cron that no mail should be sent, you can assign an empty value to the MAILTO
environment variable.

MAILTO=""

7. Execute the command Is -l /usr/bin/crontab . Which special bit is set and what is its
meaning?

$ Is -l fusr/bin/crontab
-rwxr-sr-x 1 root crontab 25104 feb 10 2015 /usr/bin/crontab

The crontab command has the SGID bit set (the s character instead of the executable flag for
the group), which means that it is executed with the privileges of the group (thus crontab ).
This is why ordinary users can edit their crontab file using the crontab command. Note that
many distributions have file permissions set such that crontab files can only be edited via the
crontab command.

::::::::
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As you learned in the previous lesson, you can schedule regular jobs using cron or systemd timers,
but sometimes you may need to run a job at a specific time in the future only once. To do this, you
can use another powerful utility: the at command.

Schedule Jobs with at

The at command is used for one-time task scheduling and only requires that you specify when the

job should be run in the future. After entering

specification, you will enter the
You can exit the prompt with the

$ at now +5 minutes

at on the command line followed by the time

at prompt where you can define the commands to be executed.

crl "+p key-sequence.

warning: commands will be executed using /bin/sh

at> date
at> Ctrl+D

Institute
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job 12 at Sat Sep 14 09:15:00 2019

The at job in the above example simply executes the  date command after five minutes. Similar to
cron , the standard output and error is sent to you via e-mail. Note that the atd daemon will need
to be running on the system in order for you to use at job scheduling.

In Linux, the batch command is similar to at , however batch jobs are executed

NOTE
only when the system load is low enough to allow it.

The most important options which apply to the at command are:

-C
Print the commands of a specific job ID to the standard output.

-d
Delete jobs based on their job ID. It is an alias for  atrm .

-f
Read the job from a file instead of the standard input.

-l
List the pending jobs of the user. If the user is root, all jobs of all users are listed. It is an alias
for atq .

-m
Send mail to the user at the end of the job even if there was no output.

-q
Specify a queue in the form of a single letter from a to z and from Ato Z (by default a for at
and b for batch ). Jobs in the queues with the highest letters are executed with increased
niceness. Jobs submitted to a queue with a capital letter are treated as batch jobs.

-V

Show the time at which the job will run before reading the job.

List Scheduled Jobs with  atq

Now let us schedule two more at jobs: the first executes the foo.sh script at 09:30 am, while the
second executes the bar.sh script after one hour.



LPIC-1 (102) (Version 5.0) | 107.2 Automate system administration tasks by scheduling jobs

$ at 09:30 AM

warning: commands will be executed using /bin/sh
at> ./foo.sh

at> Ctrl+D

job 13 at Sat Sep 14 09:30:00 2019

$ at now +2 hours

warning: commands will be executed using /bin/sh
at> ./bar.sh

at> Citrl+D

job 14 at Sat Sep 14 11:10:00 2019

To list your pending jobs, you can use the atqg command which shows the following information
for each job: job ID, job execution date, job execution time, queue, and username.

$ atq

14  Sat Sep 14 11:10:00 2019 a frank
13  Sat Sep 14 09:30:00 2019 a frank
12  Sat Sep 14 09:15:00 2019 a frank

Remember thatthe at-lI command is an alias for atq .

NOTE If you run atg as root, it will display the queued jobs for all users.

Delete Jobs with atrm

If you want to delete an at job, you can use the atrm command followed by the job ID. For
example, to delete the job with ID 14, you can run the following:

$ atrm 14

You can delete multiple jobs with  atrm by specifying multiple IDs separated by spaces. Remember
thatthe at-d command is an alias for atrm .

NOTE If you run atrm as root you can delete the jobs of all users.

Configure Access to Job Scheduling

Authorization for ordinary users to schedule at jobs is determined by the /etc/at.allow and
letc/at.deny files. If /etc/at.allow exists, only non-root users listed within it can schedule at
jobs. If /etc/at.allow does not exist but /etc/at.deny exists, only non-root users listed within
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it cannot schedule at jobs (in this case an empty /etc/at.deny file means that each user is
allowed to schedule at jobs). If neither of these files exist, the userOs access to at job scheduling
depends on the distribution used.

Time Specifications

You can specify when to execute a particular  at job using the form HH:MM optionally followed by
AM or PM in case of 12-hour format. If the specified time has already passed, the next day is
assumed. If you want to schedule a particular date on which the job will run, you must add the

date information after the time using one of the following forms: month-name day-of-month ,
month-name day-of-month year , MMDDYMM/DD/YY, DD.MM.YYand YYYY-MM-DD.

The following keywords are also accepted:  midnight , noon, teatime (4 pm) and now followed by

a plus sign (+) and a time period (minutes, hours, days and weeks). Finally, you can tell at to run
the job today or tomorrow by suffixing the time with the words today or tomorrow . For example,
you can use at 07:15 AM Jan 01 to execute a job at 07:15 am on 01 January and at now +5

minutes to execute a job five minutes from now. You can read the timespec file under the

/usr/share tree for more information about the exact definition of time specifications.

An Alternative to  at

Using systemd as the system and service manager, you can also schedule one-time tasks with the
systemd-run  command. It is typically used to create a transient timer unit so that a command
will be executed at a specific time without the need to create a service file. For example, acting as
root, you can run the date command at 11:30 AM on 2019/10/06 using the following:

# systemd-run --on-calendar='2019-10-06 11:30' date

If you want to run the  foo.sh  script, located in your current working directory, after two minutes
you can use:

# systemd-run --on-active="2m" ./foo.sh

Consult the manual pages to learn all possible uses of  systemd-run  with systemd-run(1)

Remember that timers are logged to the systemd journal and you can review the

NOTE logs of the different units using the  journalctl command. Also remember that if
you are acting as an ordinary user, you need to use the --user option of the
systemd-run  and journalctl commands.
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Guided Exercises

1. For each of the following time specifications, indicate which is valid and which is invalid for
at :

at 08:30 AM next week
at midday

at 01-01-2020 07:30 PM
at 21:50 01.01.20

at now +4 days

at 10:15 PM 31/03/2021
at tomorrow 08:30 AM

2. Once you have scheduled a job with  at , how can you review its commands?

3. Which commands can you use to review your pending at jobs? Which commands would you
use to delete them?

4. With systemd, which command is used as an alternative to at ?

PPN Ann asa Linux aaa A

Institute



LPIC-1 (102) (Version 5.0) | Topic 107: Administrative Tasks

Explorational Exercises

1.

Create an at job that runs the foo.sh script, located in your home directory, at 10:30 am on
coming October 31st. Assume you are acting as an ordinary user.

Login to the system as another ordinary user and create another at job that runs the bar.sh
script tomorrow at 10:00 am. Assume the script is located in the userOs home directory.

Login to the system as another ordinary user and create another at job that runs the
foobar.sh  script just after 30 minutes. Assume the script is located in the userOs home
directory.

Now as root, run the atq command to review the scheduled at jobs of all users. What happens
if an ordinary user executes this command?

As root, delete all these pending at jobs using a single command.

Run the Is -l /usr/bin/at command and examine its permissions.
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Summary

In this lesson, you learned:

¥ Useat to run one-time jobs at a specific time.
¥ Manage at jobs.
¥ Configure user access to at job scheduling.

¥ Usesystemd-run  as an alternative to at .
The following commands and files were discussed in this lesson:

at

Execute commands at a specified time.

atq

List the userOs pending at jobs, unless the user is the superuser.

atrm

Delete at jobs, identified by their job number.

/etc/at.allow and /etc/at.deny

Particular files used to set at restrictions.

systemd-run

Create and start a transient timer unit as an alternative to at for one-time scheduling.



LPIC-1 (102) (Version 5.0) | Topic 107: Administrative Tasks

Answers to Guided Exercises

1. For each of the following time specifications, indicate which is valid and which is invalid for
at :

at 08:30 AM next week Valid
at midday Invalid
at 01-01-2020 07:30 PM Invalid
at 21:50 01.01.20 Valid
at now +4 days Valid
at 10:15 PM 31/03/2021 Invalid
at tomorrow 08:30 AM monotonic Invalid

2. Once you have scheduled a job with  at , how can you review its commands?

You can use the at -c  command followed by the ID of the job whose commands you want to
review. Note that the output also contains most of the environment that was active at the time
the job was scheduled. Remember that root can review the jobs of all users.

3. Which commands can you use to review your pending at jobs? Which commands would you
use to delete them?

You can use the at -l command to review your pending jobs, and you can use the at -d
command to delete your jobs. at -l is an alias for atq and at -d is an alias for atrm .
Remember that root can list and delete the jobs of all users.

4. With systemd, which command is used as an alternative to at ?

The systemd-run  command can be used as an alternative to  at to schedule one-time jobs. For
example, you can use it to run commands at a specific time, defining a calendar timer or a
monotonic timer relative to different starting points.
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Answers to Explorational Exercises

1. Create an at job that runs the foo.sh script, located in your home directory, at 10:30 am on
coming October 31st. Assume you are acting as an ordinary user.

$ at 10:30 AM October 31

warning: commands will be executed using /bin/sh
at> ./ffoo.sh

at> Ctrl+D

job 50 at Thu Oct 31 10:30:00 2019

2. Login to the system as another ordinary user and create another at job that runs the bar.sh
script tomorrow at 10:00 am. Assume the script is located in the userOs home directory.

$ at 10:00 AM tomorrow

warning: commands will be executed using /bin/sh
at> ./bar.sh

at> Ctrl+D

job 51 at Sun Oct 6 10:00:00 2019

3. Login to the system as another ordinary user and create another at job that runs the

foobar.sh  script just after 30 minutes. Assume the script is located in the userOs home
directory.

$ at now +30 minutes

warning: commands will be executed using /bin/sh
at> ./foobar.sh

at> Ctrl+D

job 52 at Sat Oct 5 10:19:00 2019

4. Now as root, run the atqg command to review the scheduled at jobs of all users. What happens
if an ordinary user executes this command?

# atq

52  SatOct 510:19:00 2019 a dave
50  Thu Oct 31 10:30:00 2019 a frank
51  Sun Oct 6 10:00:00 2019 a emma

If you run the atq command as root, all pending at jobs of all users are listed. If you run it as

nnnnnnnnn
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an ordinary user, only your own pending at jobs are listed.

5. As root, delete all of these pending at jobs using a single command.

# atrm 50 51 52

6. As root, run the Is -l /usr/bin/at command and examine its permissions.

# Is -l lusr/bin/at
-rwsr-sr-x 1 daemon daemon 43762 Dec 1 2015 /usr/bin/at

In this distribution, the at command has both the SUID (the s character instead of the
executable flag for the owner) and SGID (the s character instead of the executable flag for the
group) bits set, which means that it is executed with the privileges of the owner and group of

the file ( daemon for both). This is why ordinary users are able to schedule jobs with at .

::::::::
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Key knowledge areas

¥ Configure locale settings and environment variables.
¥ Configure timezone settings and environment variables.

Partial list of the used files, terms and utilities

¥ /etc/timezone
¥ /etc/localtime
¥ /usr/share/zoneinfo/
¥ LC *

¥ LC_ALL

¥ LANG

¥TZ

¥ Jusr/bin/locale
¥ tzselect

¥ timedatectl

¥ date

¥ iconv
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¥ UTF-8

¥ |SO-8859
¥ ASCII

¥ Unicode
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Lesson: lof1l

Introduction

All major Linux distributions can be configured to use custom localisation settings These settings
include region and language related definitions such as the time zone, interface language as well
as character encoding can be modified during the installation of the operating system or anytime

after that.

Applications rely on environment variables, system configuration files and commands to decide
the proper time and language to use; hence most Linux distribution share a standardized way to
adjust time and localisation settings. These adjustments are important not only to improve user
experience, but also to ensure that the timing of system events!Nlimportant, for example, for
reporting security related issues!N!are correctly calculated.

To be able to represent any written text, regardless of the spoken language, modern operating
systems need a reference character encoding standard , and Linux systems are no different. As
computers are only able to deal with numbers, a text character is nothing more than a number
associated with a graphic symbol. Distinct computer platforms may associate distinct number
values to the same character, so a common character encoding standard is necessary to make
them compatible. A text document created in one system will be readable in another system only
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if both agree on the encoding format and on what number is associated to what character, or at
least if they know how to convert between the two standards.

The heterogeneous nature of the localisation settings in Linux-based systems result in subtle
differences between the distributions. Despite these differences, all distributions share the same
basic tools and concepts to setup the internationalisation aspects of a system.

Time Zones

Time zones are roughly proportional discrete bands of EarthOs surface spanning the equivalent to

one hour, that is, regions of the world experiencing the same hour of the day at any given time.

Since there is not a single longitude that can be considered as the beginning of the day for the
whole world, time zones are relative to the prime meridian , where the EarthOs longitude angle is
defined to be 0. The time at the prime meridian is called the Coordinated Universal Time , by
convention abbreviated to UTC. Due to practical reasons, time zones do not follow the exact
longitudinal distance from the reference point (the prime meridian). Instead, time zones are
artificially adapted to follow the borders of countries or other significant subdivisions.

The political subdivisions are so relevant that time zones are named after some major
geographical agent in that particular area, usually based on the name of a large country or city
inside the zone. Yet, time zones are divided according to their time offset relative to UTC and this
offset can also be used to indicate the zone in question. The time zone GMT-5, for example,
indicates a region for which UTC time is five hours ahead, i.e. that region is 5 hours behind UTC.
Likewise, the time zone GMT+3 indicates a region for which UTC time is three hours behind. The
term GMTIN!from Greenwich Mean Time Nlis used as a synonym for UTC in the offset based zone
names.

A connected machine can be accessed from different parts of the world, so it is a good practice to
set the hardware clock to UTC (the GMT+0 time zone) and leave the choice of the time zone to each
particular case. Cloud services, for example, are commonly configured to use UTC, as it can help to
mitigate occasional inconsistencies between local time and time at clients or at other servers. In
contrast, users who open a remote session on the server may want to use their local time zone.
Thus, it will be up to the operating system to set up the correct time zone according to each case.

In addition to the current date and time, command date will also print the currently configured
time zone:

$ date
Mon Oct 21 10:45:21 -03 2019
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The offset relative to UTC is given by the -03 value, meaning that the displayed time is three hours
less than UTC. Therefore, UTC time is three hours ahead, making =~ GMT-3 the corresponding time
zone for the given time. Command timedatectl , which is available in distributions using
systemd, shows more details about the system time and date:

$ timedatectl

E Local time: Sat 2019-10-19 17:53:18 -03

E Universal time: Sat 2019-10-19 20:53:18 UTC
E RTC time: Sat 2019-10-19 20:53:18

E Time zone: America/Sao_Paulo (-03, -0300)
E  System clock synchronized: yes

systemd-timesyncd.service active: yes

E RTC in local TZ: no

As shown in the Time zone entry, time zone names based on localities!N!like
America/Sao_Paulo !Nlare also accepted. The default time zone for the system is kept in the file
/etc/timezone , either by the zoneOs full descriptive name or offset. Generic time zone names
given by the UTC offset must include Etc as the first part of the name. So, to set the default time
zone to GMT+3, the name of the time zone must be  Etc/GMT+3 :

$ cat /etc/timezone
Etc/GMT+3

Although time zone names based on localities do not require the time offset to work, they are not

so straight forward to choose from. The same zone can have more than one name, which can
make it difficult to remember. In order to ease this issue, command tzselect offers an
interactive method which will guide the user towards the correct time zone definition. Command
tzselect should be available by default in all Linux distributions, as it is provided by the
package that contains necessary utility programs related to the GNU C Library.

Command tzselect  will be useful, for example, for a user who wants to identify the time zone
for OS&0 Paulo CityO in OBrazilO.tzselect  starts by asking the macro region of the desired
location:

$ tzselect

Please identify a location so that time zone rules can be set correctly.
Please select a continent, ocean, "coord", or "TZ".

E1) Africa

E2) Americas

E3) Antarctica

Ana ana Ann asa Linux aaa A
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E4) Asia

E5) Atlantic Ocean

E6) Australia

E7) Europe

E8) Indian Ocean

E9) Pacific Ocean

10) coord - | want to use geographical coordinates.

11) TZ - | want to specify the time zone using the Posix TZ format.
#? 2

Option 2 is for (North and South) American locations, not necessarily in the same time zone. It is
also possible to specify the time zone with geographical coordinates or with the offset notation,
also known as the Posix TZ format . The next step is to choose the country:

Please select a country whose clocks agree with yours.

E1) Anguilla 19) Dominican Republic  37) Peru

E2) Antigua & Barbuda  20) Ecuador 38) Puerto Rico

E3) Argentina 21) El Salvador 39) St Barthelemy

E4) Aruba 22) French Guiana 40) St Kitts & Nevis
E5) Bahamas 23) Greenland 41) St Lucia

E6) Barbados 24) Grenada 42) St Maarten (Dutch)
E7) Belize 25) Guadeloupe 43) St Martin (French)
E8) Bolivia 26) Guatemala 44) St Pierre & Miquelon
E9) Brazil 27) Guyana 45) St Vincent

10) Canada 28) Haiti 46) Suriname

11) Caribbean NL 29) Honduras 47) Trinidad & Tobago
12) Cayman Islands 30) Jamaica 48) Turks & Caicos Is
13) Chile 31) Martinique 49) United States

14) Colombia 32) Mexico 50) Uruguay

15) Costa Rica 33) Montserrat 51) Venezuela

16) Cuba 34) Nicaragua 52) Virgin Islands (UK)
17) Curacao 35) Panama 53) Virgin Islands (US)
18) Dominica 36) Paraguay

#?9

BrazilOs territory spans four time zones, so the country information alone is not enough to set the
time zone. In the next step tzselect  will require the user to specify the local region:

Please select one of the following time zone regions.
E1) Atlantic islands

E2) Para (east); Amapa

E3) Brazil (northeast: MA, PI, CE, RN, PB)

m
m
m
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E4) Pernambuco

E5) Tocantins

E6) Alagoas, Sergipe
E7) Bahia

E8) Brazil (southeast: GO, DF, MG, ES, RJ, SP, PR, SC, RS)
E9) Mato Grosso do Sul
10) Mato Grosso

11) Paréa (west)

12) Ronddnia

13) Roraima

14) Amazonas (east)
15) Amazonas (west)
16) Acre

#? 8

Not all locality names are available, but choosing the closest region will be good enough. The
given information will then be used by tzselect  to display the corresponding time zone:

The following information has been given:

E  Brazil
Brazil (southeast: GO, DF, MG, ES, RJ, SP, PR, SC, RS)

m

Therefore TZ='"America/Sao_Paulo' will be used.
Selected time is now: sex out 18 18:47:07 -03 2019.
Universal Time is now: sex out 18 21:47:07 UTC 2019.
Is the above information OK?

1) Yes

2) No

#?2 1

You can make this change permanent for yourself by appending the line
E  TZ='America/Sao_Paulo’; export TZ
to the file ".profile' in your home directory; then log out and log in again.

Here is that TZ value again, this time on standard output so that you
can use the /usr/bin/tzselect command in shell scripts:
America/Sao_Paulo

The resulting time zone name, America/Sao_Paulo , can also be used as the content of the
/etc/timezone to inform the default time zone for the system:

Version: 2026-03-26 EEE | EEE Licensed un@t BY-NC-ND 4.0 EEE | Efhing.Ipi.org EEF
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$ cat /etc/timezone
America/Sao_Paulo

As stated by the output of tzselect , the environment variable  TZ defines the time zone for the
shell session, whatever the systemOs default time zone is. Adding the line
TZ='America/Sao_Paulo'; export TZ to the file ~/.profile will make America/Sao_Paulo
the time zone for the userOs future sessions. The TZ variable can also be temporarily modified
during the current session, in order to display the time in a different time zone:

$ env TZ='Africa/Cairo' date
Mon Oct 21 15:45:21 EET 2019

In the example, command env will run the given command in a new sub-shell session with the
same environment variables of the current session, except for the variable TZ, modified by the
argument TZ='Africa/Cairo’

Daylight Savings Time

Many regions adopt daylight savings time for part of the year!N!when clocks are typically
adjusted by an hour!N!that could lead a misconfigured system to report the wrong time during
that season of the year.

The /etc/localtime file contains the data used by the operating system to adjust its clock
accordingly. Standard Linux systems have files for all time zones in the directory
lusr/share/zoneinfo/ , S0 /etc/localtime is just a symbolic link to the actual data file inside
that directory. The files in lusr/share/zoneinfo/ are organized by the name of the
corresponding time zone, so the data file for the America/Sao_Paulo time zone will be
/usr/share/zoneinfo/America/Sao_Paulo

As the definitions for the daylight savings time may change, it is important to keep the files in
lusr/share/zoneinfo/ up to date. The upgrade command of the package management tool
provided by the distribution should update them every time a new version is available.

Language and Character Encoding

Linux systems can work with a wide variety of languages and non-western character encodings,
definitions known as locales. The most basic locale configuration is the definition of the
environment variable  LANG from which most shell programs identify the language to use.
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The content of the LANGvariable follows the format  ab_CD, where ab is the language code and CD
is the region code. The language code should follow the 1SO-639 standard and the region code
should follow the 1SO-3166 standard. A system configured to use Brazilian Portuguese, for
example, should have the LANGvariable definedto pt BR.UTF-8 :

$ echo $LANG
pt_ BR.UTF-8

As seen in the sample output, the LANGvariable also holds the character encoding intended for the
system. ASCII, short for American Standard Code for Information Interchange , was the first widely
used character encoding standard for electronic communication. However, since ASCII has a very
limited range of available numerical values and it was based on the English alphabet, it does not
contain characters used by other languages or an extended set of non-alphabetical symbols. The
UTF-8 encoding is a Unicode Standard for the ordinary western characters, plus many other non-
conventional symbols. As stated by the  Unicode Consortium , the maintainer of the Unicode
Standard , it should be adopted by default to ensure compatibility between computer platforms:

The Unicode Standard provides a unique number for every character, no matter what
platform, device, application or language. It has been adopted by all modern software
providers and now allows data to be transported through many different platforms, devices
and applications without corruption. Support of Unicode forms the foundation for the
representation of languages and symbols in all major operating systems, search engines,
browsers, laptops, and smart phones!N!plus the Internet and World Wide Web (URLs, HTML,
XML, CSS, JSON, etc.). (E) the Unicode Standard and the availability of tools supporting it are
among the most significant recent global software technology trends.

Some systems may still use 1SO defined standards!Nllike the 1SO-8859-1 standard!N!for the
encoding of non-ASCIl characters. However, such character encoding standards should be
deprecated in favor of Unicode encodings standards. Nevertheless, all major operating systems

tend to adopt the Unicode standard by default.

System wide locale settings are configured in the file /etc/locale.conf . Variable LANG and
other locale related variables are assigned in this file like an ordinary shell variable, for example:

$ cat /etc/locale.conf
LANG=pt_BR.UTF-8

Users can use a custom locale configuration by redefining the LANGenvironment variable. It can

Ana ana Ann asa Linux aaa aa
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be done for the current session only or for future sessions, by adding the new definition to the
userOs Bash profile in ~/.bash_profile or ~/.profile . Until the user logs in, however, the
default system locale will still be used by user independent programs, like the display managerOs
login screen.

The command localectl , available on systems employing systemd as the system
TIP manager, can also be used to query and change the system locale. For example:
localectl set-locale LANG=en_US.UTF-8

In addition to the LANGyvariable, other environment variables have an affect on specific locale
aspects, like which currency symbol to use or the correct thousand separator for numbers:

LC_COLLATE

Sets the alphabetical ordering. One of its purposes is to define the order files and directories
are listed.

LC_CTYPE

Sets how the system will treat certain sets of characters. It defines, for example, which
characters to consider as uppercase or lowercase .

LC_MESSAGES

Sets the language to display program messages (mostly GNU programs).

LC_MONETARY

Sets the money unit and currency format.

LC_NUMERIC

Sets the numerical format for non-monetary values. Its main purpose is to define the thousand
and decimal separators.

LC TIME
Sets the time and date format.

LC_PAPER

Sets the standard paper size.

LC_ALL
Overrides all other variables, including LANG

The locale command will show all defined variables in the current locale configuration:
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$ locale

LANG=pt_BR.UTF-8
LC_CTYPE="pt_BR.UTF-8"
LC_NUMERIC=pt_BR.UTF-8
LC_TIME=pt_ BR.UTF-8
LC_COLLATE="pt BR.UTF-8"
LC_MONETARY=pt_BR.UTF-8
LC_MESSAGES="pt_BR.UTF-8"
LC_PAPER=pt_ BR.UTF-8
LC_NAME=pt_BR.UTF-8
LC_ADDRESS=pt_ BR.UTF-8
LC_TELEPHONE=pt_BR.UTF-8
LC_MEASUREMENT=pt_BR.UTF-8
LC_IDENTIFICATION=pt_BR.UTF-8
LC_ALL=

The only undefined variable is  LC_ALL, which can be used to temporarily override all the other
locale settings. The following example shows how the date command!N!running in a system
configured to pt BR.UTF-8 locale!N! will modify its output to comply with the new LC_ALL
variable:

$ date

seg out 21 10:45:21 -03 2019

$ envLC_AlLL=en US.UTF-8 date
Mon Oct 21 10:45:21 -03 2019

The modification of the LC_ALL variable made both abbreviations for the day of the week and
month name to be shown in American English (  en_US). It is not mandatory, however, to set the
same locale for all variables. It is possible, for example, to have the language defined to pt BR and
the numerical format ( LC_NUMERIQ set to the American standard.

Some localisation settings change how programs deal with alphabetical ordering and number
formats. Whilst conventional programs are usually prepared to correctly choose a common locale

for such situations, scripts can behave unexpectedly when trying to correctly alphabetically order

a list of items, for example. For this reason, it is recommended to set the environment variable
LANG to the common C locale, as in LANG=C so the script produces unambiguous results,
regardless the localisation definitions used in the system where it is executed. The C locale only
conducts a simple bytewise comparison, so it will also perform better than the others.

Ana ana Ann asa Linux aaa Ao
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Encoding Conversion

Text may appear with unintelligible characters when displayed on a system with a character
encoding configuration other than the system where the text was created. The command iconv
can be used to solve this issue, by converting the file from its original character encoding to the
desired one. For example, to convert a file named original.txt from the ISO-8859-1 encoding to
the file named converted.txt using UTF-8 encoding, the following command can be used:

$ iconv -f ISO-8859-1 -t UTF-8 original.txt > converted.txt

The option -f ISO-8859-1 (or --from-code=ISO-8859-1 ) sets the encoding of the original file
and option -t UTF-8 (or --to-code=UTF-8 ) sets the encoding for the converted file. All encoding

supported by command iconv are listed with command iconv -| or iconv --list . Instead of
using the output redirection, like in the example, option -0 converted.txt or --output
converted.txt could also be used.
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Guided Exercises

1. Based on the following output of the command date , what is the time zone of the system in
GMT notation?

$ date
Mon Oct 21 18:45:21 +05 2019

2. To what file should the symbolic link /etc/localtime point to in order to make
Europe/Brussels the systemOs default local time?

3. Characters in text files may not be rendered correctly in a system with a character encoding
different from that used in the text document. How could iconv be used to convert the
WINDOWS-1252 encoded file old.txt  to the file new.txt using UTF-8 encoding?

PPN Ann asa Linux aaa Ao
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Explorational Exercises

1. What command will make Pacific/Auckland the default time zone for the current shell
session?

2. Command uptime shows, among other things, the load average of the system in fractional
numbers. It uses the current locale settings to decide if the decimal place separator should be a
dot or a comma. If, for example, the current locale is set to de DE.UTF-8 (the standard locale of
Germany), uptime will use a comma as the separator. Knowing that in the American English
language the dot is used as the separator, what command will make uptime display the
fractions using a dot instead of a comma for the rest of the current session?

3. Command iconv will replace all characters outside the target character set with a question
mark. If //TRANSLIT is appended to the target encoding, characters not represented in the
target character set will be replaced (transliterated) by one or more similar looking characters.

How could this method be used to convert a UTF-8 text file named readme.txt  to a plain ASCII
file named ascii.txt ?
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Summary

This lesson covers how to set up a Linux system to work with custom languages and time settings.
Character encoding concepts and settings are also covered, as they are very important to correctly
render text content. The lesson goes through the following topics:

¥ How Linux systems select the language to display shell messages.

¥ Understanding how time zones affect the local time.

¥ How to identify the appropriate time zone and modify system settings accordingly.

¥ What character encodings are and how to convert between them.
The commands and procedures addressed were:

¥ Locale and time related environment variables, such as LC_ALL, LANGand TZ.
¥ /etc/timezone

¥ /etc/localtime

¥ Jusr/share/zoneinfo/

¥ locale

¥ tzselect

¥ timedatectl

¥ date

¥ iconv
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Answers to Guided Exercises

1. Based on the following output of the command date , what is the time zone of the system in
GMT notation?

$ date
Mon Oct 21 18:45:21 +05 2019

1tOs theEtc/GMT+5 time zone.

2. To what file should the symbolic link /etc/localtime point to in order to make
Europe/Brussels the systemOs default local time?

The link /etc/localtime should point to /usr/share/zoneinfo/Europe/Brussels

3. Characters in text files may not be rendered correctly in a system with a character encoding
different from that used in the text document. How could iconv be used to convert the
WINDOWS-1252 encoded file old.txt  to the file new.txt using UTF-8 encoding?

Command iconv -f WINDOWS-1252 -t UTF-8 -0 new.txt old.txt will perform the
desired conversion.
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Answers to Explorational Exercises

1.

What command will make Pacific/Auckland the default time zone for the current shell
session?

export TZ=Pacific/Auckland

Command uptime shows, among other things, the load average of the system in fractional
numbers. It uses the current locale settings to decide if the decimal place separator should be a

dot or a comma. If, for example, the current locale is set to de DE.UTF-8 (the standard locale of
Germany), uptime will use a comma as the separator. Knowing that in the American English
language the dot is used as the separator, what command will make uptime display the
fractions using a dot instead of a comma for the rest of the current session?

The command export LC_NUMERIC=en_US.UTF-8 or export LC_ALL=en_ US.UTF-8

Command iconv will replace all characters outside the target character set with a question
mark. If //TRANSLIT is appended to the target encoding, characters not represented in the
target character set will be replaced (transliterated) by one or more similar looking characters.

How this method can be used to convert a UTF-8 text file named readme.txt  to a plain ASCII
file named ascii.txt ?

Command iconv -f UTF-8 -t ASCII//TRANSLIT -o ascii.txt readme.txt will
perform the desired conversion.

PPN Ann asa Linux aaa oaa o
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Weight
3

Key knowledge areas

¥ Set the system date and time.

¥ Set the hardware clock to the correct time in UTC.
¥ Configure the correct timezone.

¥ Basic NTP configuration using ntpd and chrony.

¥ Knowledge of using the pool.ntp.org service.

¥ Awareness of the ntpg command.

Partial list of the used files, terms and utilities

¥ /usr/share/zoneinfo/
¥ /etc/timezone

¥ /etc/localtime

¥ /etc/ntp.conf

¥ /etc/chrony.conf

¥ date

¥ hwclock

¥ timedatectl
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¥ ntpd
¥ ntpdate
¥ chronyc

¥ pool.ntp.org
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Introduction

Accurate timekeeping is absolutely crucial for modern computing. The implementation of keeping
time, however, is surprisingly complex. The practice of keeping time seems trivial to an end-user,
but the system needs to be able to handle many idiosyncrasies and edge cases intelligently.
Consider that time zones are not static, but may be changed by an administrative or political
decision. A country may choose to stop observing Daylight Savings Time. Any program must be
able to handle those changes logically. Fortunately for system administrators, the solutions for
timekeeping on the Linux operating system are mature, robust and usually work without much
interference.

When a Linux computer boots up, it starts keeping time. We refer to this as a system clock, since it
is updated by the operating system. In addition, modern computers will also have a hardware or
real time clock . This hardware clock is often a feature of the motherboard and keeps time
regardless if the computer is running or not. During boot, the system time is set from the
hardware clock, but for the most part these two clocks run independently of each other. In this

lesson we will be discussing methods of interacting with both the system and hardware clocks.

On most modern Linux systems, system time and hardware time are synchronised to network

nnnnnnnnn



LPIC-1 (102) (Version 5.0) | Topic 108: Essential System Services

time, which is implemented by the  Network Time Protocol (NTP). In the vast majority of cases, the
only configuration a normal user will be required to do is to set their time zone and NTP will take

care of the rest. However, we will cover some ways of working with time manually and the
specifics of configuring network time will be covered in the next lesson.

Local Versus Universal Time

The system clock is set to Coordinated Universal Time (UTC), which is the local time at Greenwich,
United Kingdom. Usually a user wants to know their local time . Local time is calculated by taking
UTC time and applying an offset based on time zone and Daylight Savings. In this way, a lot of
complexity can be avoided.

The system clock can be set to either UTC time or local time, but it is recommended that it also be
set to UTC time.

Date

date is a core utility which simply prints local time:

$ date
Sun Nov 17 12:55:06 EST 2019

Modifying the options of the  date command will change the format of the output.

For example, a user can use date -u to view the current UTC time.

$ date -u
Sun Nov 17 18:02:51 UTC 2019

Some other commonly-used options will return the local time in a format which adheres to an
accepted RFC format:

-|
Date/time in ISO 8601 format. Appending date (-Idate ) will limit the output to date only.
Other formats are hours , minutes , seconds and ns for nanoseconds.

-R
Returns date and time in RFC 5322 format.
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--rfc-3339
Returns date and time in RFC 3339 format.

The format of date can be customized by the user with sequences specified in the man page. For
example, the current time can be formatted as Unix time thusly:

$ date +%s
1574014515

From date 's man page we can see that %srefers to Unix time.

Unix time is used internally on most Unix-like systems. It stores UTC time as the number of
seconds since Epoch, which has been defined as January 1st, 1970.

The number of bits required to store Unix time at the present moment is 32 bits.
There is a future issue when 32 bits will become insufficient to contain the current

time in Unix format. This will cause serious issues for any 32-bit Linux systems.
Fortunately, this will not occur until January 19, 2038.

NOTE

Using these sequences, we are able to format date and time in almost any format required by any
application. Of course, in most cases it is far preferable to stick with an accepted standard.

Additionally, date --date can be used to format a time that is not the current time. In this
scenario, a user can specify the date to be applied to the system using Unix time for example:

$ date --date='@1564013011"
Wed Jul 24 20:03:31 EDT 2019

Using the --debug option can be very useful for ensuring that a date can be successfully parsed.
Observe what happens when passing a valid date to the command:

$ date --debug --date="Fri, 03 Jan 2020 14:00:17 -0500"

date: parsed day part: Fri (day ordinal=0 number=5)

date: parsed date part: (Y-M-D) 2020-01-03

date: parsed time part: 14:00:17 UTC-05

date: input timezone: parsed date/time string (-05)

date: using specified time as starting value: '14:00:17"

date: warning: day (Fri) ignored when explicit dates are given

date: starting date/time: '(Y-M-D) 2020-01-03 14:00:17 TZ=-05'

date: '(Y-M-D) 2020-01-03 14:00:17 TZ=-05' = 1578078017 epoch-seconds
date: timezone: system default

PPN Ann asa Linux aaaaa o
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date: final: 1578078017.000000000 (epoch-seconds)
date: final: (Y-M-D) 2020-01-03 19:00:17 (UTC)
date: final: (Y-M-D) 2020-01-03 14:00:17 (UTC-05)

This can be a handy tool when troubleshooting an application that generates a date.

Hardware Clock

A user may run the hwclock command to view the time as maintained on the real-time clock. This
command will require elevated privileges, so we will use sudo to call the command in this case:

$ sudo hwclock
2019-11-20 11:31:29.217627-05:00

Using the option --verbose  will return more output which might be useful for troubleshooting:

$ sudo hwclock --verbose

hwclock from util-linux 2.34

System Time: 1578079387.976029

Trying to open: /dev/rtcO

Using the rtc interface to the clock.

Assuming hardware clock is kept in UTC time.
Waiting for clock tick...

...got clock tick

Time read from Hardware Clock: 2020/01/03 19:23:08
Hw clock time : 2020/01/03 19:23:08 = 1578079388 seconds since 1969
Time since last adjustment is 1578079388 seconds
Calculated Hardware Clock drift is 0.000000 seconds
2020-01-03 14:23:07.948436-05:00

Note the Calculated Hardware Clock drift . This output can tell you if system time and
hardware time are deviating from one another.

timedatectl

timedatectl is a command that can be used to check the general status of time and date,
including whether or not network time has been synchronised (Network Time Protocol will be
covered in the next lesson).

By default timedatectl returns information similar to date , but with the addition of the RTC

::::::::
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(hardware) time as well as the status of the NTP service:

$ timedatectl

E Local time: Thu 2019-12-05 11:08:05 EST
E Universal time: Thu 2019-12-05 16:08:05 UTC
E RTC time: Thu 2019-12-05 16:08:05

E Time zone: America/Toronto (EST, -0500)

System clock synchronized: yes

E NTP service: active
E RTC in local TZ: no

Setting Time Using timedatectl

If NTP is unavailable, it is recommended to use timedatectl rather than date or hwclock to set
time:

# timedatectl set-time '2011-11-25 14:00:00'

The process is similar to that of date . The user can also set time independent of date using the
format HH:MM:SS.

Setting Timezone Using timedatectl

timedatectl is the preferred way of setting the local time zone on systemd based Linux systems
when no GUI exists. timedatectl will list possible time zones and then the time zone can be set
using one of these as an argument.

First we will list possible timezones:

$ timedatectl list-timezones
Africa/Abidjan

Africa/Accra

Africa/Algiers

Africa/Bissau

Africa/Cairo

The list of possible time zones is long, so the use of the grep command is recommended in this
case.

nnnnnnnnn
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Next we can set the timezone using one of the elements of the list that was returned:

$ timedatectl set-timezone Africa/Cairo
$ timedatectl

E Local time: Thu 2019-12-05 18:18:10 EET
E Universal time: Thu 2019-12-05 16:18:10 UTC
E RTC time: Thu 2019-12-05 16:18:10

E Time zone: Africa/Cairo (EET, +0200)

System clock synchronized: yes

E NTP service: active
E RTC in local TZ: no

Keep in mind that the name of the time zone must be exact. Africa/Cairo for example will
change the time zone, but cairo or africa/cairo will not.

Disabling NTP Using timedatectl

In some cases it might be necessary to disable NTP. This could be done using systemctl  but we
will demonstrate this using  timedatectl

# timedatectl set-ntp no
$ timedatectl

E Local time: Thu 2019-12-05 18:19:04 EET Universal time: Thu 2019-12-05 16:19:04
uTC

E RTC time: Thu 2019-12-05 16:19:04

E Time zone: Africa/Cairo (EET, +0200)

E NTP enabled: no

E  NTP synchronized: no

E  RTCinlocal TZ: no

E DST active: n/a

Setting Time Zone Without timedatectl

Setting time zone information is a standard step when installing Linux on a new machine. If there
is a graphical installation process, this will most likely be handled without any further user input.

The /usr/share/zoneinfo directory contains information for the different time zones that are
possible. In the zoneinfo directory, there are subdirectories that contain the names of continents
as well as other symbolic links. It is recommended to find your regionOs zoneinfo  starting from

your continent.
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zoneinfo files contain rules required to calculate the local time offset in relation to UTC, and they
also are important if your region observes Daylight Savings Time. The contents of
/etc/localtime will be read when Linux needs to determine the local time zone. In order to set
the time zone without the use of a GUI, the user should create a symbolic link for their location
from /usr/share/zoneinfo to /etc/localtime . For example:

$ In -s Jusr/share/zoneinfo/Canada/Eastern /etc/localtime
After setting the correct time zone, it is often recommended to run:
# hweclock --systohc

This will set the hardware clock from the system clock (that is, the real-time clock will be set to the
same time as date ). Please note that this command is run with root privileges, in this case by
being logged in as root.

/etc/timezone is similar to /etc/localtime . It is a data representation of the local time zone,
and as such it can be read using cat :

$ cat /etc/timezone
America/Toronto

Note that this file is not used by all Linux distributions.

Setting Date and Time Without timedatectl

Most modern Linux systems use systemd for its configuration and services and as
such it is not recommended that you use date or hwclock for setting time.
systemd uses timedatectl for this. Nonetheless it is important to know these
legacy commands in the event that you must administer an older system.

NOTE

Using date

date has an option to set the system time. Use --set or -s to set the date and time. You may also
choose to use --debug to verify the correct parsing of the command:

# date --set="11 Nov 2011 11:11:11"

Ana ana Ann asa Linux aaa Ao
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Note that root privileges are required to set the date here. We may also choose to change to time
or date independently:

# date +%Y%m%d -s "20111125"

Here we must specify the sequences so that our string is parsed properly. For example %Yrefers to
the year, and so the first four digits 2011 will be interpreted as the year 2011. Similarly, %Tis the
sequence for time, and it is demonstrated here by setting time:

# date +%T -s "13:11:00"

After changing system time, it is recommended to also set the hardware clock so that both system
and hardware clocks are synchronised:

# hwclock --systohc

systohc means Osystem clock to hardware clockO.

Using hwclock

Rather than setting the system clock and updating the hardware clock, you may choose to reverse
the process. We will start by setting the hardware clock:

# hwclock --set --date "4/12/2019 11:15:19"
# hwclock
Fri 12 Apr 2019 6:15:19 AM EST -0.562862 seconds

Notice that by default hwclock is expecting UTC time, but returns the local time by default.

After setting the hardware clock, we will need to update the system clock from it. hctosys can be
understood to mean Ohardware clock to system clockO.

# hweclock --hctosys

::::::::
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Guided Exercise

1. Indicate whether the following commands are displaying or modifying

hardware time :

Com

date

mand(s) System Hardware Both

-u

hweclock --set
--date "12:00:00"

timedatectl

timedatectl | grep

RTC

hwclock --hctosys

date

+%T -s

"08:00:00"

timedatect! set-

time

1980-01-10

2. Observe the following output, and then correct the format of the argument so that the
command is successful:

$ date --debug --date "20/20/12 0:10 -3"

date:
date:
date:
date:
date:
date:
date:
date:
date:
date:
date:
date:

date

warning: value 20 has less than 4 digits. Assuming MM/DD/YY[YY]
parsed date part: (Y-M-D) 0002-20-20
parsed time part: 00:10:00 UTC-03
input timezone: parsed date/time string (-03)
using specified time as starting value: '00:10:00'
error: invalid date/time value:
user provided time: '(Y-M-D) 0002-20-20 00:10:00 TZ=-03'
normalized time: '(Y-M-D) 0003-08-20 00:10:00 TZ=-03'
possible reasons:
numeric values overflow;
incorrect timezone
:invalid date $20/20/2 0:10 -30

nnnnnnnnn
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3. Use the date command and sequences so that the systemOs month is set to February. Leave the
rest of the date and time unchanged.

4. Assuming that the command above was successful, use  hwclock to set the hardware clock from
the system clock.

5. There is a location called eucla . What continent is it part of? Use the grep command to find
out.

6. Set your current timezone to that of  eucla .
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Explorational Exercises

1. Which method of setting time is optimal? In what scenario might the preferred method be
impossible?

2. Why do you think there are so many methods to accomplish the same thing, i.e. setting system
time?

3. After January 19, 2038, Linux System Time will require a 64-bit number to store. However, it is
possible that we could simply choose to set a ONew EpochO. For example, January 1st, 2038 at
midnight could be set to a New Epoch Time of 0. Why do you think this has not become the
preferred solution?

PPN Ann asa Linux aaa Ao
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Summary

In this lesson you learned:

¥ How to display the time in different formats from the command line.

¥ The difference between the system clock and the hardware clock in Linux.
¥ How to manually set the system clock.

¥ How to manually set the hardware clock.

¥ How to change the systemOs time zone.
Commands used in this lesson:

date

Display or the change the system clock. Other options:

-u

Display UTC time.

+9%s

Use a sequence to display Epoch time.

--date=

Specify a specific time to display, as opposed to current time.

--debug
Display debug messages when parsing a user-inputted date.

Set system clock manually.

hwclock

Display or change the hardware clock.

--systohc

Use system clock to set hardware clock.

--hctosys

Use hardware clock to set system clock.
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--set --date

Set hardware clock manually.

timedatectl

Display system and hardware clocks, as well as NTP configuration on systemd-based Linux
systems.

set-time

Set the time manually.

list-timezones

List possible timezones.

set-timezone

Set timzone manually.

set-ntp
Enable/disable NTP.

Version: 2026-03-26 EEE | EEE Licensed un@t BY-NC-ND 4.0 EEE | Efhing.Ipi.org EEF
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Answers to Guided Exercises

1. Indicate whether the following commands are displaying or modifying system time or
hardware time :

Command(s) System Hardware Both
date -u X
hwclock --set X

--date "12:00:00"
timedatectl X

timedatectl | grep X
RTC

hwclock --hctosys X

date +%T -s X
"08:00:00"

timedatect| set- X
time 1980-01-10

2. Observe the following output, and then correct the format of the argument so that the
command is successful:

$ date --debug --date "20/20/12 0:10 -3"

date: warning: value 20 has less than 4 digits. Assuming MM/DD/YY[YY]
date: parsed date part: (Y-M-D) 0002-20-20

date: parsed time part: 00:10:00 UTC-03

date: input timezone: parsed date/time string (-03)

date: using specified time as starting value: '00:10:00'

date: error: invalid date/time value:

date: user provided time: '(Y-M-D) 0002-20-20 00:10:00 TZ=-03'
date: normalized time: '(Y-M-D) 0003-08-20 00:10:00 TZ=-03'
date: -

date:  possible reasons:

date: numeric values overflow;

date: incorrect timezone

date: invalid date ©20/20/2 0:10 -30

date --debug --set "12/20/20 0:10 -3"
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3. Use the date command and sequences so that the systemOs month is set to February. Leave the

rest of the date and time unchanged.

date +%m -s "2"

4. Assuming that the command above was successful, use  hwclock to set the hardware clock from

the system clock.

hwclock -systohc

5. There is a location called eucla . What continent is it part of? Use the grep command to find

out. Enter the complete command below:
timedatectl list-timezones \| grep -i eucla
OR
grep -ri eucla /usr/share/zoneinfo

6. Set your current timezone to that of  eucla .
timedatectl set-timezone 'Australia/Eucla’
or

In -s /usr/share/zoneinfo/Australia/Eucla /etc/localtime
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Answers to Explorational Exercises

1. Which method of setting time is optimal? In what scenario might the preferred method be
impossible?

In most Linux distributions, NTP is enabled by default and should be left to set system time
without interference. However, if there is a Linux system that isnOt connected to the internet,
NTP will be inaccessible. For example, an embedded Linux system running on industrial
equipment might not have network connectivity.

2. Why do you think there are so many methods to accomplish the same thing, i.e. setting system
time?

Since setting time has been a requirement of all *nix systems for decades, there are many
legacy methods for setting time that are still maintained.

3. After January 19, 2038, Linux System Time will require a 64-bit number to store. However, it is
possible that we could simply choose to set a ONew EpochO. For example, January 1st, 2038 at
midnight could be set to a New Epoch Time of 0. Why do you think this has not become the
preferred solution?

By 2038 the vast majority of computers will already be running 64-bit CPUs, and using a 64-bit
number wonOt degrade performance in any significant way. However, it would be impossible to
estimate the risks of Oresetting® Epoch time in such a way. There is a lot of legacy software that
might be impacted. Banks and large businesses, for example, often have a large amount of
older programs that they rely on for internal use. So this scenario, like so many others, is a
study in trade-offs. Any 32-bit systems still running in 2038 would be impacted by an Epoch
Time overflow, but legacy software would be impacted by changing the value of Epoch.
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Introduction

While personal computers are able to keep reasonably accurate time on their own, production
computing and network environments requires that very precise time be kept. The most accurate

time is measured by reference clocks, which are typically atomic clocks. The modern world has
devised a system where all internet-connected computer systems can be synchronised to these
reference clocks using what is known as the Network Time Protocol (NTP). A computer system
with NTP will be able to synchronise their system clocks to the time provided by reference clocks.

If system time and the time as measured on these servers are different, then the computer will
speed up or slow down its internal system time incrementally until system time matches network

time.

NTP uses a hierarchical structure to disseminate time. Reference clocks are connected to servers

at the top of the hierarchy. These servers are  Stratum 1 machines and typically are not accessible
to the public. Stratum 1 machines are however accessible to Stratum 2 machines, which are
accessible to Stratum 3 machines and so on. Stratum 2 servers are accessible to the public, as are
any machines lower in the hierarchy. When setting up NTP for a large network, it is good practice

to have a small number of computers connect to Stratum 2+ servers, and then have those
machines provide NTP to all other machines. In this way, demands on Stratum 2 machines can be

nnnnnnnnn
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minimized.

There are some important terms that come up when discussing NTP. Some of these terms are used
in the commands we will use to track the status of NTP on our machines:

Offset

This refers to the absolute difference between system time and NTP time. For example, if the
system clock reads 12:00:02 and NTP time reads 11:59:58, then the offset between the two
clocks is four seconds.

Step

If the time offset between the NTP provider and a consumer is greater than 128ms, then NTP
will perform a single significant change to system time, as opposed to slowing or speeding the
system time. This is called stepping.

Slew

Slewing refers to the changes made to system time when the offset between system time and
NTP is less than 128ms. If this is the case, then changes will be made gradually. This is referred
to as slewing .

Insane Time

If the offset between system time and NTP time is greater than 17 minutes, then the system
time is considered insane and the NTP daemon will not introduce any changes to system time.
Special steps will have to be taken to bring system time within 17 minutes of proper time.

Drift

Drift refers to the phenomenon where two clocks become out of sync over time. Essentially if
two clocks are initially synchronised but then become out of sync over time, then clock drift is
occurring.

Jitter

Jitter refers to the amount of drift since the last time a clock was queried. So if the last NTP sync
occurred 17 minutes ago, and the offset between the NTP provider and consumer is 3
milliseconds, then 3 milliseconds is the jitter.

Now we will discuss some of the specific ways that Linux implements NTP.

timedatectl

If your Linux distribution uses timedatectl , then by default it implements an ~ SNTP client rather
than a full NTP implementation. This is a less complex implementation of network time and
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means that your machine will not serve NTP to other connected computers.

In this case, SNTP will not work unless the  timesyncd service is running. As with all systemd
services, we can verify that it is running with:

$ systemctl status systemd-timesyncd

# systemd-timesyncd.service - Network Time Synchronization

E Loaded: loaded (/lib/systemd/system/systemd-timesyncd.service; enabled; vendor preset:
enabled)

E Drop-In: /lib/systemd/system/systemd-timesyncd.service.d

m»

$%disable-with-time-daemon.conf
Active: active (running) since Thu 2020-01-09 21:01:50 EST; 2 weeks 1 days ago
Docs: man:systemd-timesyncd.service(8)
EMain PID: 1032 (systemd-timesyn)
E Status: "Synchronized to time server for the first time 91.189.89.198:123
(ntp.ubuntu.com)."
Tasks: 2 (limit: 4915)
Memory: 3.0M
CGroup: /system.slice/systemd-timesyncd.service

m [T

m M m e

$%1032 /lib/systemd/systemd-timesyncd

Jan 11 13:06:18 NeoMex systemd-timesyncd[1032]: Synchronized to time server for the first
time 91.189.91.157:123 (ntp.ubuntu.com).

The status of timedatectl SNTP synchronisation can be verified using  show-timesync

$ timedatectl show-timesync --all

LinkNTPServers=

SystemNTPServers=

FallbackNTPServers=ntp.ubuntu.com

ServerName=ntp.ubuntu.com

ServerAddress=91.189.89.198

RootDistanceMaxUSec=5s

PollintervalMinUSec=32s

PollintervalMaxUSec=34min 8s

PollintervalUSec=34min 8s

NTPMessage={ Leap=0, Version=4, Mode=4, Stratum=2, Precision=-23, RootDelay=8.270ms,
RootDispersion=18.432ms, Reference=91EECBOE, OriginateTimestamp=Sat 2020-01-25 18:35:49 EST,
ReceiveTimestamp=Sat 2020-01-25 18:35:49 EST, TransmitTimestamp=Sat 2020-01-25 18:35:49 EST,
DestinationTimestamp=Sat 2020-01-25 18:35:49 EST, Ignored=no PacketCount=263, Jitter=2.751ms

}
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Frequency=-211336

This configuration might be adequate for most situations, but as noted before it will be
insufficient if one is hoping to synchronise several clients in a network. In this case it is
recommended to install a full NTP client.

NTP Daemon

The system time is compared to network time on a regular schedule. For this to work we must
have a daemon running in the background. For many Linux systems, the name of this daemon is
ntpd . ntpd will allow a machine to not only be a  time consumer (that is, able to sync its own clock
from an outside source), but alsoto  provide time to other machines.

Let us assume that our computer is systemd-based and it uses  systemctl  to control daemons. We
will install ntp packages using the appropriate package manager and then ensure that our ntpd
daemon is running by checking its status:

&+

systemctl status ntpd

H

ntpd.service - Network Time Service

mp

Loaded: loaded (/usr/lib/systemd/system/ntpd.service; enabled; vendor preset: disabled)

Active: active (running) since Fri 2019-12-06 03:27:21 EST; 7h ago

E Process: 856 ExecStart=/usr/sbin/ntpd -u ntp:ntp $OPTIONS (code=exited, status=0/SUCCESS)
EMain PID: 867 (ntpd)

E CGroup: /system.slice/ntpd.service

m»

E *-867 /usr/sbin/ntpd -u ntp:ntp -g

In some cases it might be required to both start and enable ntpd . On most Linux machines this is
accomplished with:

# systemctl enable ntpd && systemctl start ntpd
NTP queries happen on TCP Port 123. If NTP fails, ensure that this port is open and listening.

NTP Configuration

NTP is able to poll several sources and to select the best candidates to use for setting system time.
If a network connection is lost, NTP uses previous adjustments from its history to estimate future
adjustments.

::::::::
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Depending on your distribution of Linux, the list of network time servers will be stored in
different places. Let us assume that ntp is installed on your machine.

The file /etc/ntp.conf contains configuration information about how your system synchronises
with network time. This file can be read and modified using Vi or nano.

By default, the NTP servers used will be specified in a section like this:

# Use public servers from the pool.ntp.org project.

# Please consider joining the pool (http://www.pool.ntp.org/join.html).
server 0.centos.pool.ntp.org iburst

server 1.centos.pool.ntp.org iburst

server 2.centos.pool.ntp.org iburst

server 3.centos.pool.ntp.org iburst

The syntax for adding NTP servers looks like this:

server (IP Address)
server server.url.localhost

Server addresses can be IP addresses or URLs if DNS has been properly configured. In this case,
the server will always be queried.

A network administrator might also consider using (or setting up) a pool. In this case, we assume
that there are several NTP providers, all running NTP daemons and with the same time. When a
client queries a pool, a provider is selected at random. This helps to distribute network load
among many machines so that no one machine in the pool is handling all NTP queries.

Commonly, /etc/ntp.conf will be populated with a server pool called pool.ntp.org . So for
example, server 0.centos.pool.ntp.org is a default NTP pool provided to CentOS machines.
pool.ntp.org

The NTP servers used by default are an open source project. More information can be found at
ntppool.org .

Consider if the NTP Pool is appropriate for your use. If business, organization or human life
depends on having correct time or can be harmed by it being wrong, you shouldnOt Ojust get
it off the internetO. The NTP Pool is generally very high quality, but it is a service run by
volunteers in their spare time. Please talk to your equipment and service vendors about
getting local and reliable service setup for you. See also our terms of service. We recommend
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time servers from Meinberg, but you can also find time servers from End Run, Spectracom
and many others.

ntpdate

During initial setup, system time and NTP might be seriously de-synchronised. If the offset
between system and NTP time is greater than 17 minutes, then the NTP daemon will not make
changes to system time. In this scenario manual intervention will be required.

Firstly, if ntpd is running it will be necessary to  stop the service. Use systemctl stop ntpd to do
so.

Next, use ntpdate pool.ntp.org to perform an initial one-time synchronisation, where
pool.ntp.org refers to the IP address or URL of an NTP server. More than one sync may be
required.

ntpq

ntpg is a utility for monitoring the status of NTP. Once the NTP daemon has been started and
configured, ntpq can be used to check on its status:

$ ntpq -p
E remote refid  sttwhen poll reach delay offset jitter

+37.44.185.42 91.189.94.4 3u 86 128 377 126.509 -20.398 6.838
+ntp2.0x00.lv 193.204.114.233 2u 82 128 377 143.885 -8.105 8.478
*inspektor-vianl 121.131.112.137 2u 17 128 377 112.878 -23.619 7.959
Ebi1-66er.matrix. 18.26.4.105 2 u 484 128 10 34.907 -0.811 16.123

In this case -p is for print and it will print a summary of peers. Host addresses can also be
returned as IP addresses using -n .

remote

hostname of the NTP provider.

refid
Reference ID of the NTP provider.
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st
Stratum of the provider.
when
Number of seconds since the last query.
poll
Number of seconds between queries.
reach
Status ID to indicate whether a server was reached. Successful connections will increase this
number by 1.
delay
Time in ms between query and response by the server.
offset
Time in ms between system time and NTP time.
jitter

Offset in ms between system time and NTP in the last query.

ntpg also has an interactive mode, which is accessed when it is run without options or argument.
The ? option will return a list of commands that ntpg will recognize.

chrony

chrony is yet another way to implement NTP. It is installed by default on some Linux systems, but

is available to download on all major distributions. chronyd is the chrony daemon, and chronyc
is the command line interface. It may be required to start and enable chronyd before interacting
with chronyc

If the chrony installation has a default configuration then using the command chronyc
tracking  will provide information about NTP and system time:

$ chronyc tracking

Reference ID : 3265FB3D (bras-vprn-toroon2638w-Ip130-11-50-101-251-61.dsl.)
Stratum 13

Ref time (UTC) : Thu Jan 09 19:18:35 2020

System time  : 0.000134029 seconds fast of NTP time

Last offset : +0.000166506 seconds

PPN Ann asa Linux aaa oaa o
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RMS offset  :0.000470712 seconds
Frequency :919.818 ppm slow
Residual freq : +0.078 ppm

Skew : 0.555 ppm

Root delay  :0.006151616 seconds
Root dispersion : 0.010947504 seconds
Update interval : 129.8 seconds

Leap status : Normal

This output contains a lot of information, more than what is available from other
implementations.

Reference ID

The reference ID and name to which the computer is currently synced.

Stratum

Number of hops to a computer with an attached reference clock.

Ref time

This is the UTC time at which the last measurement from the reference source was made.

System time

Delay of system clock from synchronized server.

Last offset

Estimated offset of the last clock update.

RMS offset

Long term average of the offset value.

Frequency

This is the rate by which the systemOs clock would be wrong if chronyd is not correcting it. It is
provided in ppm (parts per million).

Residual freq

Residual frequency indicating the difference between the measurements from reference source
and the frequency currently being used.

Skew

Estimated error bound of the frequency.
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Root delay

Total of the network path delays to the stratum computer, from which the computer is being
synced.

Leap status

This is the leap status which can have one of the following values B normal, insert second,
delete second or not synchronized.

We can also look at detailed information about the last valid NTP update:

# chrony ntpdata

Remote address :172.105.97.111 (AC69616F)
Remote port @123

Local address :192.168.122.81 (COA87A51)
Leap status : Normal

Version 14

Mode : Server

Stratum 12

Poll interval : 6 (64 seconds)

Precision : -25 (0.000000030 seconds)

Root delay  : 0.000381 seconds

Root dispersion : 0.000092 seconds
Reference ID : 61B7CE58 ()
Reference time : Mon Jan 13 21:50:03 2020
Offset : +0.000491960 seconds
Peer delay :0.004312567 seconds
Peer dispersion : 0.000000068 seconds
Response time : 0.000037078 seconds
Jitter asymmetry: +0.00

NTP tests : 111111 1111
Interleaved : No

Authenticated : No

TX timestamping : Daemon

RX timestamping : Kernel

Total TX 115

Total RX 115

Total valid RX : 15

Finally, chronyc sources will return information about the NTP servers that are used to
synchronise time:

$ chronyc sources
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210 Number of sources = 0

MS Name/IP address Stratum Poll Reach LastRx Last sample
At the moment, this machine has no sources configured. We can add sources from pool.ntp.org
by opening the chrony configuration file. This will usually be located at /etc/chrony.conf

When we open this file, we should see that some servers are listed by default:

210 Number of sources = 0
MS Name/IP address Stratum Poll Reach LastRx Last sample

# Most computers using chrony will send measurement requests to one or
# more 'NTP servers'. You will probably find that your Internet Service

# Provider or company have one or more NTP servers that you can specify.
# Failing that, there are a lot of public NTP servers. There is a list

# you can access at http://support.ntp.org/bin/view/Servers/WWebHome or

# you can use servers from the 3.arch.pool.ntp.org project.

I server 0.arch.pool.ntp.org iburst iburst
I server 1.arch.pool.ntp.org iburst iburst

I server 2.arch.pool.ntp.org iburst iburst

I pool 3.arch.pool.ntp.org iburst

These servers will also serve as a syntax guide when entering our own servers. However, in this
case we will simply remove the ! s at the beginning of each line, thus uncommenting out these
lines and using the default servers from the pool.ntp.org project.

In addition, in this file we can choose to change the default configuration regarding skew and drift
as well as the location of the driftfile and keyfile.

On this machine, we need to make a large initial clock correction. We will choose to uncomment
the following line:

I makestep 1.0 3

After making changes to the configuration file, restart the chronyd service and then use chronyc
makestep to manually step the system clock:

# chronyc makestep

3
>
3
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And then use chronyc tracking
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as before to verify that the changes have taken place.

PN Linux
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Guided Exercise

1. Enter the appropriate term for each definition:

Definition

Term

A computer that will share network time with

you

Distance from a reference clock, in hops or

steps

Difference between system time and network

time

Difference between system time and network

time since the last NTP poll

Group of servers that provide network time
and share the load between them

2. Specify which of the commands you would use to output the following values:

Value chronyc
tracking

Jitter

Drift

Interval of Poll
Offset
Stratum

IP Address of
Provider

Root Delay

timedatectl ntpq -pn chrony
show- ntpdata
timesync

--all

chronyc
sources

3. You are setting up an enterprise network consisting of a Linux server and several Linux
desktops. The server has a static IP address of 192.168.0.101. You decide that the server will

connect to pool.ntp.org

and then provide NTP time to the desktops.

configuration of the server and of the desktops.

Describe the
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4. A Linux machine has the incorrect time. Describe the steps you would take to troubleshoot
NTP.
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Explorational Exercise

1. Research the differences between SNTP and NTP.

SNTP NTP

2. Why might a system administrator choose not to use pool.ntp.org ?

3. How would a system administrator choose to join or otherwise
pool.ntp.org project?

contribute to the
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Summary

In this lesson you learned:

¥ What NTP is and why it is important.
¥ Configuring the NTP daemon from the  pool.ntp.org project.
¥ Using ntpg to verify NTP configuration.

¥ Using chrony as an alternative NTP service.
Commands used in this lesson:

timedatectl show-timesync --all

Display SNTP information if using  timedatectl

ntpdate <address>

Perform a manual one-time NTP step update.

ntpq -p
Print a history of NTP recent polls.  -n will replace URLs with IP addresses.

chronyc tracking

Displays NTP status if using chrony.

chronyc ntpdata

Displays NTP information about the last poll.

chronyc sources

Displays informations about NTP providers.

chronyc makestep

Perform a manual one-time NTP step update if using chrony.

nnnnnnnnn
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Answers Guided Exercise

1. Enter the appropriate term for each definition:

Definition

A computer that will share network time with
you

Distance from a reference clock, in hops or
steps

Difference between system time and network
time

Difference between system time and network
time since the last NTP poll

Group of servers that provide network time
and share the load between them

Value chronyc timedatectl
tracking show-

timesync
--all

Jitter X

Drift

Interval of Poll X X

Offset

Stratum X X

IP Address of X

Provider

Root Delay X

Term

Provider

Stratum

Offset

Jitter

Pool

2. Specify which of the commands you would use to output the following values:

ntpq -pn chrony
ntpdata
X
X (when X
column)
X
X X
X
X

chronyc
sources

3. You are setting up an enterprise network consisting of a Linux server and several Linux

desktops. The server has a static IP address of 192.168.0.101. You decide that the server will

connect to pool.ntp.org

and then provide NTP time to the desktops.

Describe the
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configuration of the server and of the desktops.

Ensure that the server has an ntpd service running, rather than SNTP. Use pool.ntp.org pools
in the /etc/ntp.conf or /etc/chrony.conf file. For each client, specify 192.168.0.101 in
each /etc/ntp.conf or /etc/chrony.conf file.

. A Linux machine has the incorrect time. Describe the steps you would take to troubleshoot
NTP.

First, ensure that the machine is connected to the Internet. Use ping for this. Check that an
ntpd or SNTP service is running using  systemctl status ntpd or systemctl status
systemd-timesyncd . You may see error messages that provide useful information. Finally, use

a command such as ntpq-p or chrony tracking to verify if any requests have been made. If
the system time is drastically different from network time, it may be that system time is
considered OinsaneO and will not be changed without manual intervention. In this case, use a
command from the previous lesson or a command such as ntpdate pool.ntp.org to perform
a one-time ntp synchronisation.

PPN Ann asa Linux aaa Ao
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Answers to Explorational Exercises

1. Research the differences between SNTP and NTP.

SNTP NTP

less accurate more accurate

requires fewer resources requires more resources

cannot act as a time provider can act as a time provider

steps time only steps or slews time

requests time from a single source can monitor multiple NTP servers and use the

optimal provider

2. Why might a system administrator choose not to use pool.ntp.org ?

From ntppool.org: If it is absolutely crucial to have correct time, you should consider an
alternative. Similarly, if your Internet provider has a time server, it is recommended to use that
instead.

3. How would a system administrator choose to join or otherwise contribute to the
pool.ntp.org project?

From www.ntppool.org: Your server must have a static IP address and a permanent internet
connection. The static IP address must not change at all or at least less than once a year.
Beyond that, the bandwidth requirements are modest: 384 - 512 Kbit bandwidth. Stratum 3 or 4
servers are welcome to join.
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Linux
Professional
Institute

108.2 System logging

Reference to LPI objectives

LPIC-1 version 5.0, Exam 102, Objective 108.2

Weight
4

Key knowledge areas

¥ Basic configuration of rsyslog.

¥ Understanding of standard facilities, priorities and actions.

¥ Query the systemd journal.

¥ Filter systemd journal data by criteria such as date, service or priority

¥ Configure persistent systemd journal storage and journal size

¥ Delete old systemd journal data

¥ Retrieve systemd journal data from a rescue system or file system copy
¥ Understand interaction of rsyslog with systemd-journald

¥ Configuration of logrotate.

¥ Awareness of syslog and syslog-ng.

Partial list of the used files, terms and utilities

¥ /etc/rsyslog.conf
¥ [var/log/
¥ logger

¥ logrotate
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¥ /etc/logrotate.conf

¥ /etc/logrotate.d/

¥ journalctl

¥ systemd-cat

¥ Jetc/systemd/journald.conf

¥ /var/log/journal/
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108.2 Lesson 1

Certificate: LPIC-1

Version: 5.0

Topic: 108 Essential System Services
Objective: 108.2 System logging

Lesson: lof2

Introduction

Logs can be a system administratorOs best friend. Logs are files (usually text files) where all system
and network events are chronologically registered from the moment your system is booted up.
Thus, the range of information that can be found in logs includes virtually every aspect of the
system: failed authentication attempts, program and service errors, hosts blocked by the firewall,
etc. As you can imagine, logs make system administrators' lives a lot easier when it comes to
troubleshooting, resource-checking, detection of anomalous behaviour of programs, and so on.

In this lesson we will discuss one of the most common logging facilites currently found in
GNU/Linux distributions:  rsyslog . We will study the different types of logs that exist, where they
are stored, what information they include and how that information can be obtained and filtered.

We will also discuss how logs can be kept in centralized servers across IP networks, log rotation
and the kernel ring buffer.

System Logging

The moment the kernel and the different processes in your system start running and
communicating with one another, a lot of information is generated in the form of messages that
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are!N!for the most part!N!sent to the logs.

Without logging, searching for an event that happened on a server would give system
administrators a headache, hence the importance of having a standardized and centralized way of
keeping track of any system events. Logs are determinant and telling when it comes to
troubleshooting and security and are reliable data sources for understanding system statistics and
making trend predictions.

Leaving aside systemd-journald (which we will discuss in the next lesson), logging has
traditionally been handled by three main dedicated services: syslog , syslog-ng  (syslog new
generation) and rsyslog (Othe rocket-fast system for log processing®). rsyslog brought along
important improvements (such as RELP support) and has become the most popular choice
nowadays. Each of these services collects messages from other services and programs and stores
them in log files, typically under  /var/log . However, some services take care of their own logs
(take!N!for example!N!the Apache HTTPD web server or the CUPS printing system). Likewise, the
Linux kernel uses an in-memory ring buffer for storing its log messages.

RELPstands for Reliable Event Logging Protocol and extends the functionality of the
syslog protocol to provide reliable delivery of messages.

NOTE

Since rsyslog has become the de facto standard logging facility in all major distros, we will focus

on it for the present lesson. rsyslog uses a client-server model. The client and the server can live
on the same host or in different machines. Messages are sent and received in a particular format

and can be kept in centralized rsyslog servers across IP networks. rsyslogOs daemon!N!
rsyslogd !Nlworks together with  klogd (which manages kernel messages). In the next sections
rsyslog and its logging infrastructure will be discussed.

A daemon is a service that runs in the background. Note the final d in daemon
names: klogd or rsyslogd

NOTE

Log Types

Because logs are variable data, they are normally found in  /var/log . Roughly speaking, they can
be classified into system logs and service or program logs .

Let us see some system logs and the information they keep:

/var/log/auth.log

Activities related to authentication processes: logged users, sudo information, cron jobs, failed
login attempts, etc.
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Ivar/log/syslog

A centralized file for practically all of the logs captured by rsyslogd . Because it includes so
much information, logs are distributed across other files according to the configuration
supplied in /etc/rsyslog.conf

Ivar/log/debug

Debug information from programs.

Ivar/log/kern.log

Kernel messages.

Ivar/log/messages

Informative messages which are not related to the kernel but to other services. It is also the
default remote client log destination in a centralized log server implementation.

/var/log/daemon.log

Information related to daemons or services running in the background.

Ivar/log/mail.log

Information related to the email server, e.g. postfix.

Ivar/log/Xorg.0.log

Information related to the graphics card.

Ivar/run/utmp and /var/log/wtmp

Successful logins.

Ivar/log/btmp
Failed login attempts, e.g. brute force attack via ssh.

Ivar/log/faillog

Failed authentication attempts.

Ivar/log/lastlog

Date and time of recent user logins.
Now let us see a few examples of service logs:

Ivar/log/cups/

Directory for logs of the Common Unix Printing System . It commonly includes the following
default log files: error_log ,page_log and access_log
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Ivar/log/apache2/ or /var/log/httpd

Directory for logs of the Apache Web Server. It commonly includes the following default log
files: access.log ,error_log , and other_vhosts_access.log

Ivar/log/mysql

Directory for logs of the MySQL Relational Database Management System . It commonly includes
the following default log files:  error_log , mysqgl.log and mysql-slow.log

Ivar/log/samba/

Directory for logs of the Session Message Block (SMB) protocol. It commonly includes the
following default log files:  log. ,log.nmbd and log.smbd

The exact name and contents of log files may vary across Linux distributions.

NOTE There are also logs particular to specific distributions such as Ivar/log/dpkg.log
(containing information related to dpkg packages) in Debian GNU/Linux and its
derivatives.

Reading Logs

To read log files, first ensure you are the root user or have reading permissions on the file. You
can use a variety of utilities such as:

less or more

Pagers that allow viewing and scrolling one page at a time:

root@debian:~# less /var/log/auth.log

Sep 12 18:47:56 debian sshd[441]: Received SIGHUP; restarting.

Sep 12 18:47:56 debian sshd[441]: Server listening on 0.0.0.0 port 22.

Sep 12 18:47:56 debian sshd[441]: Server listening on :: port 22.

Sep 12 18:47:56 debian sshd[441]: Received SIGHUP; restarting.

Sep 12 18:47:56 debian sshd[441]: Server listening on 0.0.0.0 port 22.

Sep 12 18:47:56 debian sshd[441]: Server listening on :: port 22.

Sep 12 18:49:46 debian sshd[905]: Accepted password for carol from 192.168.1.65 port
44296 ssh2

Sep 12 18:49:46 debian sshd[905]: pam_unix(sshd:session): session opened for user carol
by (uid=0)

Sep 12 18:49:46 debian systemd-logind[331]: New session 2 of user carol.

Sep 12 18:49:46 debian systemd: pam_unix(systemd-user:session): session opened for user
carol by (uid=0)

()
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zless or zmore

The same as less and more, but used for logs that are compressed with gzip (a common
function of logrotate ):

root@debian:~# zless /var/log/auth.log.3.9z

Aug 19 20:05:57 debian sudo: carol : TTY=pts/0 ; PWD=/home/carol ; USER=root ;
COMMAND=/sbin/shutdown -h now

Aug 19 20:05:57 debian sudo: pam_unix(sudo:session): session opened for user root by
carol(uid=0)

Aug 19 20:05:57 debian lightdm: pam_unix(lightdm-greeter:session): session closed for
user lightdm

Aug 19 23:50:49 debian systemd-logind[333]: Watching system buttons on /dev/input/event2
(Power Button)

Aug 19 23:50:49 debian systemd-logind[333]: Watching system buttons on /dev/input/event3
(Sleep Button)

Aug 19 23:50:49 debian systemd-logind[333]: Watching system buttons on /dev/input/event4
(Video Bus)

Aug 19 23:50:49 debian systemd-logind[333]: New seat seatO.

Aug 19 23:50:49 debian sshd[409]: Server listening on 0.0.0.0 port 22.

()

tail
View the last lines in a file (the default is 10 lines). The power of tail lies!N!to a great extent!Nlin
the -f switch, which will dynamically show new lines as they are appended:

root@suse-server:.~# tail -f /var/log/messages

2019-09-14T13:57:28.962780+02:00 suse-server sudo: pam_unix(sudo:session): session closed
for user root

2019-09-14T13:57:38.038298+02:00 suse-server sudo: carol : TTY=pts/O ; PWD=/home/carol

; USER=root ; COMMAND=/usr/bin/tail -f /var/log/messages

2019-09-14T13:57:38.039927+02:00 suse-server sudo: pam_unix(sudo:session): session opened
for user root by carol(uid=0)

2019-09-14T14:07:22+02:00 debian carol: appending new message from client to remote

server...

head

View the first lines in a file (the default is 10 lines):

root@suse-server:~# head -5 /var/log/mail
2019-06-29T11:47:59.219806+02:00 suse-server postfix/postfix-script[1732]: the Postfix
mail system is not running
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2019-06-29T11:48:01.355361+02:00 suse-server postfix/postfix-script[1925]: starting the
Postfix mail system

2019-06-29T11:48:01.391128+02:00 suse-server postfix/master[1930]: daemon started --
version 3.3.1, configuration /etc/postfix

2019-06-29T11:55:39.247462+02:00 suse-server postfix/postfix-script[3364]: stopping the
Postfix mail system

2019-06-29T11:55:39.249375+02:00 suse-server postfix/master[1930]: terminating on signal
15

grep
Filtering utility which allows you to search for specific strings:

root@debian:~# grep "dhclient" /var/log/syslog

Sep 13 11:58:48 debian dhclient[448]: DHCPREQUEST of 192.168.1.4 on enp0s3 to 192.168.1.1
port 67

Sep 13 11:58:49 debian dhclient[448]: DHCPACK of 192.168.1.4 from 192.168.1.1

Sep 13 11:58:49 debian dhclient[448]: bound to 192.168.1.4 -- renewal in 1368 seconds.

()

As you may have noticed, the output is printed in the following format:

¥ Timestamp

¥ Hostname from which the message originated

¥ Name of program/service that generated the message
¥ The PID of the program that generated the message
¥ Description of the action that took place

There are a few examples in which logs are not text, but binary files and!N!consequently!N!you
must use special commands to parse them:

Ivar/log/wtmp
Use who (or w):

root@debian:~# who
root pts/O 2020-09-14 13:05 (192.168.1.75)
root pts/1 2020-09-14 13:43 (192.168.1.75)

Ivar/log/btmp

Use utmpdump or last -f

xxxxxxxxx



